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The first section of the textbook describdsssage Passirigterface(MPI) standards 1.1 and
2.0 for theC language and also considers algorithms of parallel matrix multiplication, in the
implementation of which variou®ols of MPI are usedThe description is accompanied by
solutions of typicatasks The second section contair®Zraining tasks included im¢ ele-
tronic problem book Programming Taskbook Kk&iP1-2 developed by the author and covering
all topics of the first section. The third sectigives an overview of the capabilities of the
Programming Taskbook faviPI-2 and provides a set of 24 variamisindividual assig-
ments compiled from thedraining taskf the second section. The textbook is supplied with
an index containing all the considered constants, types and functitves P+l andMPI-2
interfaces

The textbook is intended for studesteecializing in science and engineering
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Preface

The textbook offered to your attention is a practical introduction to parallel
programming based dWPI (Message Passing InterfaceCurrently, MPI is one
of the main parallel programmingpols for cluster systems and distributed
memory computers [30]. The textbookdescribeshe MPI standardsof ver-
sions 1.1 [11] and £.[12] (and patrtially 3.x [13])on whidh most modern sof
ware implementations are based. A version ofMid interfacefor the C lan-
guage is usedor input-output, C+Hanguage tools are used.

The textbook consists ofvb main sections. The first section provides a
systematic description ohé¢ capabilities othe MPI interface The basic cagp
bilities of MPI are considered in detail, including blocking and 4bdocking
message exchange between two processes, collective interactions of processes,
definition of derived types, work with groups pfocesses and communicators,
application of virtual topologies. In addition, new capabilities introduced (or
significantly expanded) in th®PI-2 standard are studied: parallel file input
output, onesided communications, use dhter-communicatas and dypamic
creation of processgeand some other®\long with various capabilities of the
MPI interface the first section also considers an important class of paraltel alg
rithms, namely, parallel matrix multiplication algorithms, for which varibiid
capabiities are usedAll topics discussed are accompanied by examplesaoaf pr
gram code associated with solving typitzks

The second section contain852training tasks on all the topics considered
in the first section. It should be noted that for practataty of the main ao-
ponentf MPI it is sufficient to use a local computer, simulating parallel exec
tion of processes on it. However, even in this simplest version, the stadent i
evitably encounters additional difficulties in developing parallel progradne
to the complexity of organizing inpatutput of data for various processes of a
parallel program and the impossibility of using stand&# debugging tools
for parallel programsTo facilitate studying MPI technologies in practi¢ke
author has eveloped a specialized training systéman electronic problem
book on parallel programmingrogramming Taskbook for MPI-2 (PT for
MPI-2). All tasks included in the second section of the textbook casolved
using thePT for MPI-2 in various IDEs includig Microsoft Visual Studio
(2017, 2019, 2022)Code::Blocks, Dew-C++, andVisual Studio Codeeditor.
Thus, the distinctive features of the approach to teaching parallel programming
used in thigextbook are the presence of a large number of training tatked
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to all aspects of MPI and the possibility of using specialized software tools that
significantly accelerate the process of solving tasks.

The third, additional section provides a general description ofPthefor
MPI-2 taskbook It also provides iformation about the series of similaaining
taskspresented in the second section of the book. This information mayebe us
ful in compiling various sets of individual tasks. As an example, this section
presents 24 variants of individual tasks that calkthe topics covered in the
textbook.

Thetextbookindex includesconstants, types, and functionstbé MPI n-
terface The presence of this index allows the textbook to be used as a reference
for MPI technologes

The textbook is a substantially revisadd expanded version of the book
[1]. It examines the capabilities of tMPI -1 standard in more detail and covers
new topics namely,the new capabilitieof the MPF2 and MP}3 standard and
parallel matrix algorithms.@b new problems have been addedie 100 given
in the book [1]; and some previous problems have been provided with new
wordings A large number of new features have also appeared iRTHer
MPI-2 taskbook whichis an extension ahePT for MPI taskbookused in [1].

You can @t moreinformation about the Pfor MPI-2 taskbookanddown-
load its distribution from the website of thd’rogramming Taskbook
http://ptaskbook.com/
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1. MPI: description and examples of use

1.1. Introduction to MPI

1.1.1. MPI and its study with the help of the electronic problem book
PT for MPI-2

MPI (MessagePassinginterface provides means for transferring infaam
tion between different processes of a parallel application. The first version of the
MPI standard MPI-1) was developed in 1998995 [11]; already in 1997 the
second versionNMPI-2) appeared. supplemented with a large number of new
features [12].The MPI2 standard was subsequently revised in 2008 and 2009
[12]. Starting from 2012, versions of standard 3 appear, fi&hdard 4 is being
developed from 202 Currently, the most common versiarf MPlis 1.1, but an
increasing number of implementations are beginning to support the capabilities
of theMPI-2 and MP43 standard.

MPI standard is defined for two languages: Fortran @nthe C variant
can be used withowany changes i€++ programs). There are MPhplemena-
tions for other languages (for exampiyithonand C#), but as a ruleparallel
programs using/IPIl are developed i€/C++ and Fortran.

In order to achieve maximum efficiency, parallel programs shbelex-
ecuted on supercomputers or computing clusters that allow for efficient wlistrib
tion of the launched processes across the supercomputer processors or cluster
nodes. However, to study the capabilitiesdM?l, it is quite sufficient to use a
local compter for launching all the processes of a parallel application. In such a
situation, one should not expect a significant gain in the speed of paratiel alg
rithms, but with the help of sudbarningprogramsa studentan become fari
iar with thethe MPI tods and try them out in action. For this purpose, the author
of this textbook has developedn electronic problem book on parallel gr
grammingProgramming Taskbook for MPI-2 (PT for MPI-2). Detailed @-
scription of thePT for MPI2 taskbookis contained inSection 3.1. This text-
book describes the PT for MRIversion 1.6 released in 2024.

The PT for MP}2 taskbookallows developing parallel programs @i+
using MPI interfacefor C. Additional capabilities of th€++ language are used
mainly for more convenrg organization of inpubutput (using streanmend ite-
rators seeSection3.1.2), although in some situations otl@r+ tools are also
useful e.g. template functions (se¢be MP12Sen@2i MP12Sen®5 tasksin Sec-
tion 2.2.1). Since th®T for MP}2 taskbookis a specialize@xtensionfor the
universal problem booRrogramminglaskbook it can be used together with all



Part 1. MPI: description and examples of use 9

IDEs for the C++ language that the basic taskbook supports.tfi@rProgran-
ming Taskbookversion 424 released in 202 the following C++ IDEsaresup-
ported Microsoft Visual Studio(version 27, 2019, 202 Code:Blocks Dew
C++, Visual Studio CodeFor more information about th®Es supported by
the tasbook see its websitptaskbook.com

Thus, in order to be able 8blve trainingtaskson parallel programming
using thePT for MPI-2 taskbook you must first install one of the specified
IDEs.

However, to run parallel programs developed on the basigPbfthe pres-
ence of a programming environment (even with additidfl librarieg is not
enough. A system is needed that allows you to run parallel program processes
and provides message exchange between tAemang thepopular freely distr
butedMPI support systemarethe MPICHMPICH2 systens developed at the
Argonne National Laboratorly SA) and MSMPI system developed by Mioy
soft The PT for MPI2 taskbookcan be used in conjunction withe following
MPI supportsystens:

1 MPICH 1.2.5 (ftp/ftpmcsanlgovpuldmpintmpicint1.2.5%ex8, supports the

MPI 1.2 standard;

1 MPICH2 1.3 (http//wwv.mpich.org/static/downloads/1.3/shi@eh@ia32.mj

supports the MPI 2.1 standard

1 MS-MPI 10.1.2 (https://www.microsoft.comgéémownload/details.aspx?id=130593

supports MPR.1 (and partially MP43), provides faster operation oap
rallel prograns for Windows 1(requires downloading th@smpisetup.exe
installation file)

When using the MPICH system, you can only perform those tasks that are
intended for studying the MPI tools of the 1.1 standard. NIR¢CH2 system
allows you to performalmostall the tasks included in theT for MPI2 tak-
book (except theMPI5Comn83i MPI5Comn#7 tasks on on-blocking colle-
tive functionsfrom the MPI-3 standaril The MS-MPI system allows you to pe
form all the tasks included in tHeT for MP}2 taskbook.

Note. To install MPICH 1.2.50r MSMPI 10.1.2 simply run the instadi-

tion file and follow its instructions.

To install the MPICHZ21.3 system correctlyyou must run the installation
file mpichZL.3winia32.msiwith administrator rights If the corresponding
pop-up menuitem for this file is missing, you can, for example, run the
command line with administrator righfStart | All Programs | Standard |
Command Line, use theRun as administrator commandrom thepop-up
menu of this program), and run the installatidite mpich21.3-win-
ila32.msiin this command linelf you have thd=AR file manager on your
computer, it is more convenient to run this program with administrator
rights and run the installation file in it. If you do not use administrator
rights when instiéing the MPICH2 system, the installation will proceed
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normally, however, when you try to run a parallel application using the
mpiexec.exe program, the messdgénknown option:-d" will be dis-
played, caused by the fact that the system will not be abl¢atb the
smpd.exprocess manager, which is part of MPICH2.
Sometimes a situation arises when Wimdows systenstarts blocking the
call of MPICH2 system components that ensure the launch of programs in
parallel mode. In this case, it is usually suffiti¢o reinstall the MPICH2
system by running the installation program and selecting Rapair
MPICH 2 option in it. Some types of antivirus applications may also try to
block the execution of parallel programs, considering them suspicious.
After the progranming environment foC++ and theMPI supportsystem
(MPICH, MPICH2 or MSMPI) are installed, the basic version of the electronic
problem book Programmingaskbookandthe PT for MPI-2 taskbookshould be
installed(in the order specified). Installation grams for these problem books
can be downloaded from the website of tAegramming Taskbooltak-
bookcom(either in theDownload sectionof the Main pageor in theOverview
sectionof the PT for MPI -2 pagg. The Overview sectionof the PT for MPI -2
pagealso contains links for downloading distributionsadif MPI systens sup-
ported by thdT for MP}2 taskbook

After installing thePT for MPI-2 taskbookthe PT4Setup program wn-
dow will appear on the screen, listing all programming environments in which
the taskbook can be used. In this window, thigdd systens that are found on
the computer will additionally appear (Fig. 1).

%l PT4 Setup — X

Programming Taskbook setup for available IDEs

Code::Blocks (C)
Code::Blocks (C++) Executable file:
v| Dewv-C++ (C)
v Dev-C++ (C++) C:\Program Files\Microsoft MPAbin\mpiexec exe
v| IDLE (Python)
WMPICH 1.2.5 Browse [F&]

MEMPIAD Up [F5]
Microsoft Visual CE 2017

Wicrosoft Visual C# 2018

v| Microsoft Visual C# 2022
Microsoft Visual C++ 2017
Microsoft Visual C++ 2019 Do not use Programming Taskbook for this IDE [F7]

v| Microsoft Visual C++ 2022

w Froo Dacrall avarie

Dowen [FE]

Programming Tagkbook can be used with MS-KMPI 10.

PT 4.25 Website: ptaskbook.com

: < Back [F3] Next [F4] = Exit
Copyright (c) M. E. Abramyan, 1998-2025

Fig. 1. The PT4Setupprogram window with a list of fountdDEs
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If there areseveralMPI supportsystemspne will be active and the otlser
(with a gray checkbox) will be temporarily disabled. To activate the ofidr
supportsystemglick on its gray checkbox.

After installing all the specified programs, you can start solving tasks from
the PT for MP}2 tasklmok.

Throughout the textbook, we will assume that Mierosoft Visual Studio
2022 environment is used when solving tasks, aneM®P$is selected as thea
tive MPI supportsystem.

1.1.2. Basic concepts of MPI programming

We will begin our introduction to parallprogramming by examining the
following simple task from the initial groupPI1Proc (seeSection 2.1). This
will allow us not only to become familiar with the basic concepts of parallel
programming based on message passing, but also to study the capaifiliie
electronic taskbook related to data input and output, as wedlagy output

MPI1Proc2. Input an integeA in each process of thaPI_COMM_WORLD
communicator and output doubledwa of A. Also output the totahumber of
processes in thmaster procesfthat is, a rankero process). For data input
and output use the inpoutput streanpt In the master process, duplicate the
data output in the debug section by displaying on separate lines the doubled
value of A and the total number of processes (use two calls oShlog/Line
function, which is defined in the tdsook along with th&howfunction).

First of all, let us clarify the basic terms of parallel Mifbgramming
When a program is executed in paralleiesal instances of the program are
launched Each launchednstanceis a separat@rocessthat can interact with
other processes by exchangingssagesMPI functions provide a variety of
means for implementing such interaction.

To identify each process i process group, the concept of rank is used
Therank of a process the ordinal number of the process in the process group,
counted from zero (thus, the first process has rank 0, and the last process has
rank K 17 1, whereK is the number of processes the group). In this case,
processgroup may include only a part of all running processes of the parallel
application. Note that in task formulations, the leKds usually used to denote
the number of processes.

A special entity of the MPI library,atled acommunicatoyis associated
with a group of processeény interaction betweeprocessess possibleonly
within a particular communicator. The standard communicator, which contains
all processes launched during parallel execution of a programthbasame
MPI_COMM_WORLIhe constaniMPI_COMM_NuULbrresponds to afiempty’
communicatorwhich cannot be used to send ssages. Each process also has a
communicatorMPl_COMM_SELWwhich isassociated only with this process. A
communicator can bmterpretedas a channel connecting processes included in

1%
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a certain group. It is often convenient to organize additionaingis that, for
example, do not contain all processes or in which theroof their sequence is
changed. In this situation, new communicators are created, @fomabout
which is stored in descriptor variables of th#l_Comrtype Working with
communicators is discussedMPI5CommandMPI8Inter task graups(see also
Sectionsl.2.41.2.9, 1.3.1and 1.3.7). The tasks of the initial four groups a
waysuse the standard communicakt®?l_COMM_WORLD

A process of rank O is often called thmasterprocess and the remaining
processes argave processesTypicdly, the master process plays a special role
with respect to slave processes, passing its data to them or receiving data from
all (or some) slave processes.the MPILPro@ task under consideration, all
processes must perform the same aéticgad one intger and output its double
value, and the master process, in addition, must perform an additionabaction
output the number of all running processes (in other words, the number of all
processes included in the communica®! COMM_WORLBote that in this
simple task, the processes do not need to exchange messages with each other (all
tasks of the MPI1Proc group are like dhis

1.1.3. Creating a template for a parallel program

The process a$olving a task using th®T for MPI2 taskbookstarts with
creaton of a project template for the selected task. All necessary libraries-(ass
ciatedwith the taskbook and with the selectd®! supportsystem)will already
be connected to this projeat addition, the main file of this project will contain
code fragments necemy for the execution of any parallel program.

ThePT4Load program which is part of the taskbook, iltendedto create
a templateproject The easiest way taun this programis with the Loadnk or
Panel.Inkhortcus thatareautomatically created ithe working directory (by e+
fault, the working directory is calle@T4Worland is located on th€ drive). Af-
terrunningthe program its window will appear on the screen (Fig. 2).

‘_1_1 PT4 Load [Microsoft Visual C++ 2022] - X
Task: || | [E
Directory: CAPT4Work | Cancel

Smith John

Groups: Begin, Integer, Boolean, If, Case, For, While, Series, ZSeries, Proc, ZFunc,

Minmax, ZMinmax, Array, ZArray, Matro, ZMatrix, String, File, Text, Param, ZParam, j
Recur, Dynamic, Tree, TablBase, TablExt, ConsoleApp, j
MPI1Proc, MPIZSend, MPI3Coll, MPI4Type, MPISComm, MPIGFile, MPITVWin, MPIEinter,

Enter the group name.

Fig. 2. Window ofthe PT4Load program
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This is what the window looks like if the curreiiE is Microsoft Visual
Studio 2022 for C++. To change the current environment, simply Hglitk in

the window (or press the butt(ﬂ or key [Shift]+[F10]) and select a newne

vironment from theop-up menuthat appears (for examplBgv-C++ (C++));
the name of the selected environment will appear in the wirndader

The pop-up menus shown in Fig. 3. In addition to the list of availabte e
vironments, thegop-up menucontains a list of availablMPI| supportsystens
(indicating theselectedbne). Also it allows you to select the interface language
(Russian or English), and perform a number of additional actions to configure
the working directoryand the PTBoad program

You should check for task groups that start with the MPI p(&iRI1Prog
etc.). They will appear in thtasklist only after installing the PT for MF2
taskbook and only if the C++ language environment is selected as the current
IDE.

E PT4 Load [Microsoft Visual C++ 2022] — X

Task: || Ll_'| E I:l Dev-C++ (()

Dev-C++ (C++)

Directory:  |C:\PT4Work e Cancel IDLE (Pythen)

Smith John Microsoft Visual CF 2022
*  Microsoft Visual C++ 2022

Groups: Begin, Integer, Boolean, If, Case, For, While, Series, ZSeries, Proc, ZFunc,

Minmax, ZMinmax, Array, ZArray, Matrix, ZMatrix, String, File, Text, Param, ZParam, Free Pascal Lazarus

Recur, Dynamic, Tree, TablBase, TablExt, ConsoleApp, . . 2

MPI1Proc, MPI2Send, MPI3Coll, MPI4Type, MPISComm, MPIGFile, MPITWin, MPIBInter, —EmERlE s Rl
Visual Studio Code (C#)

Visual Studio Code (C)
Visual Studio Code (C++)
Visual Studio Code (Python)

Enter the group name.

MPICH 1.2.5
MPICHZ 1.3
«  MS-MPI1D

= English interface

Russian interface
Permanent window display

Edit data in the resulis file
Attach file of variants

Configure the update directory

Fig. 3. PT4Loadwindow with expandegbop-up menu

Let us select the requiretDE, and thennputthe textMPLPro in theTask
field (it is not necessary timput the full name of the group; it is enoughinput
the textMPL, which uniquely dentifies the group, then press the space bar and
specify the task numbe). As a resultthe Load buttonwill become available;
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in addition, a brief description of the selected group andtheuntof tasks in-
cluded in it will beshownat the bottom oftte window (Fig. 4).

‘—1__ PT4 Load [Microsoft Visual C++ 2022] — X
Task: P Proca] | E Load
Directory: CAPT4VWork g | Cancel

Smith John

Group MPHProc: processes and their ranks.
Number of tasks: 10.

Enter a task number and click the Load button or press the [Enter] key.

Fig. 4. ThePT4Load window afterthe task namaput

Pressingthe Load button or the Entef key, we will create a template
projectfor the specified task, which will be immediately loaded into the selected
IDE.

The project createfbr the C++ languagealways has the nanpgpij this d-
lows, in particular, to significantly reduce the number of files created in the
working directory when performing various tasks. It includes a number of files,
the main one of which is thepp file with the name vhich coincides with the
name of the task being performed (in our c&&rl1Proc2.cpprhis file is aub-
matically loaded into théDE code editor; the solutioof the taskmust be input
in this file. Here are the contents thfe MP11Proc2.cfipe:

#includ e "pt4.h"
#include "mpi.h"

void Solve()

{
Task("MPI1Proc2");

int flag;
MPI_Initialized(&flag);
if (flag == 0)

return;
int rank, size;
MPI_Comm_size(MPI_COMM_WORLD, &size);
MPI_Comm_rank(MPI_COMM_WORLD, &rank);

}

At the beginning of the program, there are directives for connectirg au
iliary header filespt4.handmpih. Then there is th&olvefunction which should
contain the solutionf thetask

When analyzing thé/1PLProc2.cpfile, a natural question arises: where is
the "start" function of the application (usually namadinor WinMaj)? This
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function is located in another file of the project, since its contents do not require
editing. In it, the initialization oftte taskbook is performed, after which Swve
function is called Then,if necessary, exceptions that may arise during ¥ie e
ecution of theSolvefunction arecaught and at the end, final actions related to
the analysis of the obtained solution are qenied.

The program template for parallel programming tasks contains additional
statementghat are not present in the templates for “parallel” tasks. These
statementsnust be used in almost any paral&Pl program, so they are aut
matically added tahe program when it is created.

Let us discuss the contents of tBelvefunctionin more detail. Its first
statements the call for thelaskfunction, which initializes the required task (see
Section3.1.2). Thisstatemat is present in the template programs for all tasks,
including those not related to parallel programmifige Taskfunctionis imple-
mented in the core of therogramming Taskbooihe dynamic library) and is
available in thgorogramdueto the heder file pt4.hconnected to itin addition
to the header fil@t4.h the working directory must contain the&t.cpgdile, which
contains definitions of the functions declared in the gieh(all these files are
automaticallyadded to the working directory when creatingmaplateprojec).

The remainingstatement®f the Solvefunctionare associated with théPI
library. In Section1.1.1, it was noted that thaskbook uses thé/PI library,
which is part of theMPICH or MS-MPI systens, a widely used free software
implementation ofthe MPIfor Windows The functions and constants tife
MPI library are available to the programueto the header filenpih connected to
it. The implementation of the functions frahre mpih file is contained in theln
ject file mpicHib, which must be connected to any project iIC€¥ languages
that uses théVPI library. However, in our case, this connectibas already
been madealuring the creation afhe tenplate project, so no additional actions
related to this connection are required.

Note 1.The objectlib file for the MPICH2 and MSMPI systens has the
namempilib, but thetaskook uses the nammpichib for theselibrares
which coincides with the name of the similar library for the MPICH 1.2.5
version. This allows you to specify the same settings for projects regardless
of which version of the MPICH system should used(the version of the
mpich.lidibrary that iscontained in the working directory is always linked
to the project).

Note 2 To connect an additionéb file to the project in th&isual Studig

you need to call the project properties wind@®voject < project name>
Propertiese command, go to theConfiguration Properties | Linker |
Input section in thisvindow and specify the nameof the requiredfile in

the Additional Dependenciesinput field, for instance mpictib (with a
trailing semicolon).
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Similar actions need to be performedthe CodeBlocks and DevC++
environment In Code::Blocks,execute theProject | Build optionsé
commangd in the window that appears, go to thker settings tab and
specify the required library in tHank libraries section In DewvC++, ex-
ecute theProject | Project optionseé commangd in the window that -
pears, go to théarameterstab and specify the required library in the
Link er section.

As for the Visual Studio Code editor, an additional compilation option
must beinput in thetasks.jsoffile located in thevscade subdirectory of the
working directory. This option has the fort#{fileDirnam@inpich.liband
should be located at the end of Higssection.

TheMPI_Initializédtt *flag function call allows us to determine whether the
parallel mode is initialized for the program or not. If the mode is initialized, the
output parameteffagtakes anonzerovalue It should be noted that the parallel
mode is initialized by th&IPI_Inifunction (seeNote 3), which is missing in the
given ode. This is because the thekk itself is responsible for the initiakz
tion, and it is performedbeforethe program proceeds to executing the coate co
tained in theSolvefunction However, such initialization is not always performed
by the taskook If the program is launched olemo modédfor this, it is sufi-
cient to supplement the task name with t& symbol when calling th&ask
function, for exampleTask'MPLPro2?)), thenthe tagbook does not initialize
the parallel mode.In this situation calling MPI functions (other than
MPI_Initializeth the Solvefunction may lead to incorrect ggramworking. The
call to theMPI_Initializédnction and the conditional seatent that follows it are
intended to "skip" all other statements of wvefunction during programxe
ecutionif the program is not running in parallel mode.

Note 3.The MPI_Inifunction has two parameter@t*argg char**argy; the
first parameter specifies the numbercoimmand line parameters, and the
secad contains these parameters themselves as an array ehtyp&he
parameters are passed by reference; this is due to the fact thdPthe
standardorovides for the possibility of implementing this function in such a
way that the parameters are passetifrom the parallel progranto the
MPI environmentbut vice versafromthe MPI envirmmentto the parallel
program. Note also that ttP1_Initunction must be called bail processes

of the parallel application.

The last two programstatementsllow us to define two characteristicen
cessary for the normaforking of any process of any parallel program: the total
number of processes (functidpfPl CommsizéMPI Comncommint*sizg) and the
rank of the current process (functittiPl CommrankMPl Commcommint *ranB).
The current process is the one that called this function. The required characteri
tic is returned in the second parameter of the corresponding function (wihich is
pointen); the first parameteis the commcommunicator which specifies the
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group of processe8&y calling these functionsve can immediately uste size
(the total number of processes in Wiel_COMM_WORt@mmunicatoy andrank
values inour program(the rank value must be in th@nge fronDto sizei 1).

Note 4 Any MPI functionreturns information about the success of &s e
ecution. In particular, upon successful completion, the function returns the
valueMPI_SUCCESHowever as a rule, theeturn values oMPI functions
are not analyzed, and errors that occur are processed by a spemal
handler When solving tasks on parallel programming using tR& for
MPI-2 taskbook a special error handles used which is defined in the
taskbook and provides ouwtpof information about errors in a speciatse
tion of the taskbook windoywnamelythe debug swion (seeSection3.1.3).
Some MPI capabilities related to error handling are discussed in
MPI5Comn23i MPI5Comn24 tasks a more detailed description ohe
MPI facilities related to error handling is given, for example, in [8, Eha
ter8] and [10, Chapter 11].

Note 5.TheMPI library also provides thEIPI_Finalizenction without @-
rameterswhich finishesthe parallel part of the program (after calling this
function, other functions of th®IPI library cannot be used). Howeyan
the part of the program that is developed by the student, this funchien ca
not be called, since after executing this part of the prograntasikéook
must "colle¢" all the results obtained in th&ave processes (in order to
analyze them and display them in the window of thetergrocess), and
for this purposethe program must be in parallel mode. Thereforetdde
booktakes on the responsibility not onlyitatialize the parallel mode (by
calling theMPI_Inifunction at the beginning of the program execution), but
also toterminateit (by calling theMPI_FinalizRinction at the end of the
program).

As noted above, th#PI_Initializefdinction returns a noemero flagif the
MPI_Initfunction was called in the progranHowever calling the
MPI_Finalizéunction does not affect the result of thi€1_Initializddnction
The ability to check whether thdPI_Finalizeinction was called wasn-
plemented only inthe MPI2 standard. It added th&PI_Finalizédt *flag
function, which returns a noaero value for thdlagparameter if the -
gram has already calléde MPI_FinaliZeinction

1.1.4. Running a program in parallel mode

Now let us find out how this project can be launched in parallel mode.
When compiling and launching any program from the integrated environment
(even with theMPI library connectey it will be launched ima single copy It
will also be launched in a single copy if we tettie integrated environment
and launch the compilegkefile of this program.
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To run a program in parallel mode, a control prograrhdst applicatioi
is required which, firstly, ensures that the required number of instances of the
original program aréaunched and, secondly, intercepts messages sent by these
instancegprocessesand forwards them to their destination.

In Sectionl.1.] it was already noted that instances of "real" paralle} pr
grams are usually launched on different computers connettadchetwork &
computer clustgr or on supercomputers equipped with a large numberoaef pr
cessors. It is in the situation where each process is executed on its own processor
that the maximum efficiency of parallel programs is ensured. Of course, to
checkthe correctness of olearningprograms, it is enough to launch all their
instances on one local computer. However, the control program is necessary in
this case too.

As a control program for parallel programs, A€ for MPF2 taskbook
uses an applicatn included in théviPI supportsystem In MPICH, it is named
MPIRun.exéand is contained ithe MPIChKnpdbin directory), in MPICH2 and
MS-MPI, it is namednpiexec.ex@ndis contained in théMPICH®inandMicrosoft
MPYbindirectores respectively. Torun an executable file in parallel mqdeis
sufficient to run the corresponding control progréviiPIRun.exer mpiexec.e¥g
passing it the full file name, the required number of processessome add
tional parameters. Since such runs will havedgbrformed repeatedly during
program testing, it is advisable to creatbadch file (a file with the .batexten-
sion) containing a call to the control program with all the necessary parameters.
However, even in this case, the process of testing a pgradiglam will not be
very convenient: each time after making the necessary corrections toothe pr
gram, it will have to be recompiled, after which, leaving DE, the bath file
will have to be run. After analyzing the results of the program's work, yibu w
need to return to th®E to make further changes to it, then compile it again and
runthe bathfile, etc.

Note 1 Microsoft VisualStudioprovides a mechanism that simplifiesttes
ing programs that require a control program to run. In the projeaigsett
(menu commandProject | < project name> Properties...) in the Debug-
ging section you can specify this control program in t@emmand field;

in our case, it will beMPIRun.exe or mpiexec.exe The programlaunch
parametersare specified inthe Command Arguments field; the parare-
ters required in our case are described furihehis section.You should
also configure thaVorking Directory field by specifying the directory
where the executable file for our parallel program is located.

After making such gttings, launching the application under development
will lead to launching the control program. Thus, there is no need to launch
a separatdarth file. However, in this case, it will be necessary to add a
fragment to the program that ensures its susperatithe end of execution,
since without it, the control program window will be immediately closed,
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and it will not be possible to view the results obtained. It should also be
noted that in manyther IDEs (in particular, inCode:Blocks and Dev
C++), thecontrol program can only be specified when teshibgries, so
when using such environments, it will not be possible to do withawt au
iliary batchfiles to launch the program parallel mode

To ensure that actions to launch a parallel program do istvact from
solving thetask,the PT for MP}2 taskbookperforms thenitself. Letus dema-
strate thisby means othe example of our project for solving thPI1Pro@

task which is ready to run. Press tHeb] key in theVisual Studig as a result,

the pogram will be compiled and, the compilations successfully completed,
the program will be launched. Since we have not made any changes tmthe te
plate, the compilation should be completed successfully. When the program is
launched, a console windownsiar to the one shown in Fig. 5 will appear on
the screen.

- ———e

BN C:\Windows\system32\cmd.exe - O X

The program is launched in the parallel mode.
I+ the program does not response for a long time,
then press Ctrl+C or Ctrl+Break several times.

The response time for slave processes is 3*K seconds,

where K is a number of slave processes. To change the response time
or to add the "pause" command to the batch file,

use the pop-up menu items in the Programming Taskbook window.

c:\PT4Work>"C:\Program Files\Microsoft MPI\bin\mpiexec.exe" -n 5 "C:\PT4Work\ptp
rj.exe"

Fig. 5. Consolewindow with information about running the program in parallel mode

After a few lines of informational message, this window displaysm-co
mand line that mis theptpriexe programin parallelmodeunder the control of
mpiexee@xe

C \ PT4Work>"C:\ Program Files \ Microsoft MPI \ bin \ mpiexec.exe"

-n 5 "C:\ PT4WorK ptprj.exe"

The number 5' specified before the full name othe exe file
(C\PT4wotktpri.exemeans that the corresponding process will be launched in
five copies.MPICH systems mauysesomeadditional parametergpr example,
the -nopopup_debygarameterwhich disables the outpudf error messages in a
separate windoyandthe -localonlparameterwhich ensures that all instances of
the prgramare launched on the local computer.
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Immediately after the console window appears, if the parallel program
namedptprj.exéasnot been launched before, another window may appear on the
screen (Fig6), in which you should select th&llow access(f OL tc j Hdgls ¢
Is ) hption

E OnoselleHve besonacHoct Windows X

bBpanamay3p 3awmTHyka Windows 3abnokvposan HekoTophkle
GYHKLIMM 3TOrO NPUAOKEHWS

BpaHaMaysp SawmuTHUEE Windows sabnokipoBan HeKoTopklE qiyHKLMK ptpri.exe Bo BoEX
OB ECTEEHHEIX M YACTHEIX CETAX,

s 1l Hma: ':uu:urj.exe
WMznatens: HewseecTHD

MyTe: C:\ptawork\ptpri.exe

PazpewnTe piprj.exe CBASb B 3THX CETAN:

[ |YacTHelE CETH, HENPUMED, AOMALWHAR WK pabodyas ceTe

DA eCTEEHHEIE CETKH, HANPHMMED B 33ponopTax M kade (He pexoMeHoyeTCR,
TAK KEK TAKME CETKM 3AYACTYHD 3alMILLEHB] HEAOCTATOYHD MM HE 3aLUMILLEHR] BOBCE)

Y4T0 MOHET CNYYMTBCA, ECIM DE3DEIWTE BIEMMOAEACTEME C NDMNOHEHWEM YEpEs DpaHAMEYSD?

'.- PaspewnTe A0CTyn OTMeHa

Fig. 6. Window with a request to block a running parallel program

Finally, the taskbook window will appear on the screen (FigTfis win-
dow is no different from the window that appears when executusyal "non
parallel" program. However, in this case, the information that none of the input
output operations were performed applbesall processes launched in parallel
mode

To complete the program, you must, as usual, close the taskbook window
(for example, by clicking thé&xit (Esc button or pressing thd&gd key). After
closing the taskbook window, the console window will immediately close too,
and we will return to the IDE from which our program was launched.

Thus, having compiled and launchee firogram from the IDE, we able to
immediately ensure its execution in parallel mode. This happens due to a rather
complicated mechanism that is implemented in the core oPtbhgramming
Taskbook.In order to successfully solve the training tasks, a ldetainde-
standing of this mechanism is not required, so we will only give a brief descri
tion of it here.
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BT Programming Taskbook [C++] ? X
PROCESSES AND THEIR RANKS Resultz (F2) Color (F3) Mode (F4)
Task: MPIProc2® Student: Smith John

Acquaintance with the task: Exit (Esc)

input-output operations were not executed.
Input: 0 of 5 Output: 0 of 6 Tests: 10f 5

Input an integer A in each process of the MPI_COMM_WORLD communicator
and output doubled value of A. Also output the total number
of processes in the master process (that is, a rank-zero process).
For data input and output use the input-output stream pt.
In the master process, duplicate the data output in the debug section
by displaying on separate lines the doubled value of A and
the total number of processes (use two calls of the ShowlLine function,
which is defined in the taskbook along with the Show function).

Input data
Process @: A = 26
Process 1: A = 27
Process 2: A = 33
Process 3: A = 30
Process 4: A = 42

The content of the debug section should be as follows:
@] 1> 52
8] 2> 5

Example of right solution

Process @: 52 5
Process 1: 54
Process 2: 66
Process 3: 00
Process 4: 84

Fig. 7. Acquaintanceunning of theMPI1Pro@ task

In fact, the program launched from the I@Ees not try to solve the task
and is executed in the usual, "Aparallel" mode. Havindoundthat thetaskbe-
longs to the group of taskm parallelprogramming it only creates a batch file
$pt_run$.bawith comment lines and a command line that calls the progrpiea-
ec.exewith the necessary parametefsen it launches this batch file for exec
tion and goes into the mode of waiting for the compieof the batch file. The
programmpiexec. ex@unched by the batch filén turn, launches the required
number of program instancegr¢cessesin parallel mode, and these processes
actually try to solve the task. In particular, the taskbook offers peattess its
set of initial data and expects a set of results from it.

Because, in out programp inputoutput operation was specified in any
processthis launch of the parallel program is consideasdacquaintance one
and the corresponding messagishownin the information section of the tas
book window. Note that this window is displaylegthe main proces®f the @a-
rallel program, while alllave processes (as well as the first instance of the pr
gram that created and launched the batch file) wotkvisible” mode.
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When the task window is closed, all processes of the parallel program are

terminated, after which the batch file is terminated and finally, having -
covered that the batch file has successfatiynpletedits work, the instance of
our program that was launched from tB& also terminates its work.

Note 2. The "stanng" copy of the program performs one more action: it
automaticallyunloadsall parallel program processes from memory if they
"hang" as a result of incorrect programgu If, during the execution of a
parallel program, thdaskbookwindow does not appear within 280
seconds, this usually means that the program has hung (sometinees a pr
gram hangs after closing thaskbookwindow; in this casethe console
window does ot close immediately, e., the batch file does nobmplete

its work). In any of these situations, you must close the console window by
following the instructions given in,inamely by pressing the key comlan

tion [Ctrl]+[C] or [Ctrl]+[Breald several imes (or simply by clicking the
close buttonX on the window header)f the starihg copy of the program
detects that the batch file has completed its wbtk,hung parallel po-

gram processes remain in memorl,automatically unload all these
processedsrom memoryNote that whilehung processes remain in mem

ry, they do not allow you to change the executable file of the program (in
particular, replacéhe executable filevith a new compiled version). In such

a situation, it is necessary to call tA@ndows Task Manager (using the
combination Crtl]+[Alt]+[Del]) and manually terminate the execution of

all hung processes ithe Processedab. The automatic unloading of hung
processes performed by the starting copy of the program saves the student
from havng to perform such actions.

Note 3 Sometimes only some of the slave processes of a parallelapplic
tion hang. In this case, the master process usually displays its window and
reports which slave processes are hanging (and also displays the results
from those slave processes that are not hanging). This information can be
useful when troubleshooting errors.

The master process considers a slave process to be hung if it
does not receive a response from it within a certain period of time fpropo
tional to thenumber of processes). By default, the intervalisk3seconds,
whereK is the number of processes (this is reported in the comment that is
displayed in the console window). In some rare cases, when executing tasks
on lowperformance computers, a situationay arise when some slave
processes do not have time to complete their part of the work withit-the a
lotted waiting time, and the master process considers them to be hung, a
though the solution to the problem is correct. In such cases, yowncan i
creasehte waiting time using theommandn thepop-up menuof thetak-

book window Increase the waiting time for a response from slave
processes
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1.1.5. Executing MPI1Proc?2 task

Now we have become familiar with the mechanism of the program'a-oper
tion in parallel modeandsolvingourtask will notbe aproblem for us.

Let us start with the input data. By task condition, one integer is given in
each processlLet us go to the empty line located below the call of the
MPI_Comm_rafiknction If this section of code is reaeti during the execution
of the program, it means that the program was launched as one of the processes
of the parallel application (otherwise, tleturnstatemenspecified in the cone
tional statementvould have been execudedhus, in this place of therogram,
you caninput an element of the initial data, having previously described it (here
and below, we will only provide the contents of 8wveunction):

Task("MPI1Proc2");

int flag;

MPI_Initialized(&flag);

if (flag == 0)

return;

int rank, size ;

MPI_Comm_size(MPI_COMM_WORLD, &size);

MPI_Comm_rank(MPI_COMM_WORLD, &rank);

int n;

pt >>n;

The added operatoere highlighted in bold. Tanput the initial data, we
used a special input stregmndefined in thetaskbook (seeSection3.1.2). This
stream allows you tmput data of any scalar type, in particular, doubleand
char (note that in the tasks included in tA& for MP}2 taskbook only data of
these types are used). Having launchedthe version of thg@rogram, we will
see the taskbook window on the screen (Fig. 8).

The taskbook has detected that the input data has been completed, and thus
the program has started solving the task. However, no resulting data element has
been output. Strictly speaking, thislicates an erroneous solution, but the first
step towards the correct solution has been takéthe initial data has beemt
put correctly In such a situation, the taskbook displays the message on a light
blue backgroundCorrect data input: all reqwed data are input, no data are
output'.

Note that the data input is performiedall processes of the parallel appl
cation. Also note that the number of processes is different for each running of
the program. The number of processes changes for albfithe program; this
allows us to test the solution for different numbers of processes.

Let us close the taskbook window and return to our program code. In each
process, we need to output the doubled value of the input number, szt wiee
following statenent to the end of th&olvefunction:

pt <<2* n;
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| §T] Programming Taskbook [C++] ? X
| PROCESSES AND THER RANKS Results (F2)  Color (F3) Mode (F4) |
Task: MP[1Procz* Student: Smith John

| Correct data input:

| all required data are input, no data are output. ot Es) ‘

(Input: 4 of 4 B Output: 0 of 5 Tests: 1 0of 5
I — I

Input an integer A in each process of the MPI_COMM_WORLD communicator
and output doubled value of A. Also output the total number
of processes in the master process (that is, a rank-zero process).
For data input and output use the input-output stream pt.
In the master process, duplicate the data output in the debug section
by displaying on separate lines the doubled value of A and
the total number of processes (use two calls of the ShowlLine function,
which is defined in the taskbook along with the Show function).

Input data
Process @: A = 24
Process 1: A = 20
Process 2: A = 48
Process 3: A = 17

The content of the debug section should be as follows:
8] 1> 48
ol 2> 4

Example of right solution

- 48 4
: 40

: 80
34

Process
Process
Process
Process

(W S ]

| S -

Fig. 8. Thetaskbook window with information about the correct input of the initial data

The sametstream is used to output data when solving problémus, this
stream isan inputoutput stream.

Running the new version will result in am@rmessage (Fig. 9).

Now all the slave processes output the required results. In addition, the
doubled number has been output in the master process. This data is correct, as
can be verified by comparing the values output in the results section and those
shown in the section with the example of the correct solution.

However, the master process also needed to output the number of processes
included in the communicator, and this was not done. Therefore, the information
panel contains the messd@ome data a not output. The error has occured in
the process'Q and the message is displayed on an orange background. Orange
is used to highlight errors related to the input or output ohsunfficientamount
of data. When trying to input or outpexcesslata, tke information panel is bt
hlighted in crimson; if errors occur related to the use of datae wrong type,
the color of the panel becomes purple. The red background color is used for all
other errors.
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| §T] Programming Taskbook [C++] ? X
| PROCESSES AND THER RANKS Results (F2)  Color (F3)  Mode (F4) '
Task: MPHProc2® Student: Smith John
Some data are not output. Extt (Esc)
The error has occured in the process 0.
Input: 4 of 4 B Qutput: 4 of 5 & Tests: 1 of 5
7 | —

Input an integer A in each process of the MPI_COMM_WORLD communicator
and output doubled value of A. Also output the total number
of processes in the master process (that is, a rank-zero process).
For data input and output use the input-output stream pt.
In the master process, duplicate the data output in the debug section
by displaying on separate lines the doubled value of A and
the total number of processes (use two calls of the Showline function,
which is defined in the taskbook along with the Show function).

Input data
Process @: A = 25
Process 1: A = 42
Process 2: A = 33
Process 3: A = 44

The content of the debug section should be as follows:
@] 1> 5@
| 2> 4

Results obtained

Process @: 58
Process 1: 84
Process 2: 66
Process 3: 88
Example of right solution
Process @: 58 4
Process 1: 84
Process 2: b6
Process 3: 88

Fig. 9. The askbookwindow with information about the error in the sterprocess

The number of processes is stored indizevariable Let us try to output
the value of this variable at the end of 8aveunction:

pt << size ;

The taskbok window will look like the one shown in Fig. 10.

We can verify that all the resulting data has been output. Howeve-the s
lution is still considered to be erroneous, since we have now attempted to output
superfluousdata (namely thsizevalug in the slave processesAs noted above,
thecrimsoncolor is used to highlight errors related to an attempt to inputter ou
put superfluous data.

If errors are found in slave processttenthe taskbook window displays
an additionaddebug sectiomywhich displays mee detailed error information for
each slave process.
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BT Programming Taskbook [C++] ! X

PROCESSES AND THER RANKS Results (F2) Color (F3) Mode (F4)
Task: MP[1Procz* Student: Smith John

An attempt to output superfluous data. —
| The error has occured in the processes 1-2.

Input: 3of3 W Output: 4 of 4 B Tests: 1 of 5
! | ]

Input an integer A in each process of the MPI_COMM_WORLD communicator
and output doubled value of A. Also output the total number
of processes in the master process (that is, a rank-zero process).
For data input and output use the input-output stream pt.
In the master process, duplicate the data output in the debug section
by displaying on separate lines the doubled value of A and
the total number of processes (use two calls of the ShowlLine function,
which is defined in the taskbook along with the Show function).

Input data
Process @: A = 12
Process 1: A = 43
Process 2: A = 14

The content of the debug section should be as follows:
| o] 1> 24
o] 2> 3

Results obtained
Process @: 24 3
Process 1: 86
Process 2: 28

[us

Example of right solution
Process ©: 24 2
Process 1: &6
Process 2: 28

[uy

@] 1> !If there are errors in the slave processes,

@] 2> ! then the solution for the master process is not checked.
1| 1> !An attempt to output superfluous data.

2| 1> !An attempt to output superfluous data.

.lle 12
Fig. 10. The taskbookvindow with information about an attempt to outpuperfluousdata

You can determinghe processassociated witta particular messagesdi
played in thedebug section by the number indicated on the left side of the line
(before the "|" symbol). All lines associated with a particular process are nu
bered independently; their numbers are indicated after the process number and
separated from the message textithe ">" symbol. To display only messages
associated with a particular process in the debug section, simply click tke mar
er with the number (rank) of this process (all markers are located on the lower
border of the window) or press the corresponding enionkey. To display
summary information on all processes, select the marker with the ™" symbol or
enter this symbol from the keyboard (you can also cycle through the maskers u
ing the arrow keysq | and | ]). If a message line in the debug section begins
with the "!" symbol,thenthis means that this message isearor messagend
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was added to the debug section by the taskbook itself. The program can output
its own messages to the debug section; This possibility will be discussed in d
tail below (see atsSection 4.1.4).

If the taskbook detects an error in at least orlave process, it does not
amalyze the result obtained in the starprocess (this is also reported in thee d
bug sectionsee Fig. 10).

In order for thesizevalue to be output only in th@asterprocess, it is &
cessary to make sure that the rank of the current process is 0 before performing
this action. By adding the appropriate check, we get a solution thitskizook
will consider correct:

Task("MPI1Proc2");

int flag;

MPI_Initialized(&  flag);

if (flag == 0)

return;

int rank, size;

MPI_Comm_size(MPI_COMM_WORLD, &size);

MPI1_Comm_rank(MPI_COMM_WORLD, &rank);

int n;
pt>>n;
pt << 2 *n;
if (rank ==0)
pt << size ;

When a new solutionersionis launched, five console windows will be
displayed on the screen in sequence, each of which is associated with the para
lel program being executed. Thus, a single launch of the program froidEhe
leads to a whole series of launches of this program in parallel mode, wWhich a
lows you to immedialg test the resulting solution @everalsets ofinput data.

The test series is completed either when an error is detected or whem-the r
quired number of tests successfully completed (for all tasks included inRfie

for MPI-2 taskbookthe number ofdss is five). This feature further simplifies
the process of checking the correctness ofdhksolution.

After five successful test runghe taskbook window will appear on the
screen with a message that the task has $aead(Fig. 11).

In this caseall square markers located on thdicator panel(under then-
formation panel) are green.

Each time the program is launched, the taskbook saves the results of its
work in a speciatesults filenamedresults.dafThis file can be viewed using the
PT4Reallts program,which is part of the taskbook (to launch this program,
there is a shortcuResults.Inkn the working directory) In addition, the results
can be viewed directly from the taskbook window by clicking onRlesults
(F2) labelor the F2] key. A window with a protocol of all program runnings for
all tasks will appear on the screen. In our case, it will contairlikexthis:
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MPILProc2 c12/14 15:44  Acquaintance with the task.

MPILProc2 c12/14 15:49 Correct data input.

MPILProc2 c12/14 15:54 Some data are not output.

MPILProc2 c12/14 15:59 An attempt to output superfluous data.

MPILProc2 c12/14 16:03 The task is solved!

After the task name, there is a symbol corresponding to the programming
language used (in this case, the symilgb] meaning thathe C++ language was
used), the date and time of the program launch, and a description of the result of
its execution.

¥1] programming Taskbook [C++] ? X
PROCESSES AND THEIR RANKS Results (FZ) Color (F3) Mode (F4)
Task: MPH Proc2* Student: Smith John

The task is solved! Exit (Esc)

Input: 5of5 W Output: 6 of 6 B Tests: 5of5 W

Input an integer A in each process of the MPI_COMM_WORLD communicator
and output doubled value of A. Also output the total number
of processes in the master process (that is, a rank-zero process).
For data input and output use the input-output stream pt.
In the master process, duplicate the data output in the debug section
by displaying on separate lines the doubled value of A and
the total number of processes (use two calls of the ShowlLine function,
which is defined in the taskbook along with the Show function).

Input data
Process ©: A = 26
Process 1: A = 49
| Process 2: A = 38
Process 3: A = 24
Process 4: A = 34

The content of the debug section should be as follows:
@] 1> 52
@] 2> s

Results obtained

Process @: 52 5
Process 1: 98
Process 2: 76
Process 3: 48
Process 4: 68

Fig. 11 Thetaskbmk window with amessage about successalvingthe MPI1Pro@ task

1.1.6. Using additional information in the debug section

If you analyze the resulting solution, you will notice that it is still meo
plete, since the task requires that some data be output not only in the results se
tion, but also in thelebug section

We have already encounteriéek use of the debug section: it displays iadd
tional information about errors that occurred lswe processes. The secondpu
pose of this section is to provide the ability to display various debug data on the



Part 1. MPI: description and examples of use 29

screen during the solution oftask This ability is especially important when
developingparallel programs, since such standard debugging tools of tee int
grated environment as breakpoints aveitchesof variablescannot be used for
them.

The additional part of th&PI1Pro@ task (and other initial t&s of the
MPI1Proc group is devoted to familiarization with various options for debug
informationoutput Although thetaskbookdoes not analyze the contents of the
debug section, this part of the task is as mandatory as the output of the obtained
results andit will be checked by the teachétrshould be taken into account that
thetaskbookonly notes that "fronits point of view" the task isolved the final
decision on whether to accept this solution is made by the tedudsgne in
particular, pag attention to whaMPI tools are used to solve the problem,
whether the solutiors efficient etc.Note that displaying data in the debug-se
tion is also required in thBIPI2Sendand MPI5Commgroup taskselated to
studyingnonblocking data transfe(Sections 2.2.2 and 2.5.4as well as in the
MPI8Inter group taskdevoted talynamic process creatidi®ection 2.8.3)

Recall the final part of the MPI1Prodask formulation: "In the master
process, duplicate the data output in the debug section by display sep-
rate lines the doubled value of A and the total number of processes (use two
calls of theShowLindéunction, which is defined in the taskbook along with the
Showfunction)'. Note thatin the input data sectioof the taskbook window, a
comment $ displayed explaining how the debug section should look if the sol
tion is correct (see any of the figures with the taskbook window given in the
previoussectior).

To output data in the debuggction thetaskbook provides two functions:
ShowandShowLineeach of which has several overloadedsionsthat allow you
to customize the appearance of the output data and provide them wittbredd
comments (details are given $ection3.1.4). These functions differ in that the
ShowLinéunction provides the line break in the debug sectfier dataoutput
while the Showfunctiondoes not do this (however, when the right border of the
debug section is reached, an automatic move tevdine also occurs).

Note. A full description of the capabilities associated with the outputeef d
bug information is given in the information window in thebuggingsec-

tion. If the taskbook window is active, then to display the information-wi
dow, simplyclick the button[ & | on the righthandside of thetaskbook
window headeior presghe[F1] key.

To obtain the required contents of the debkegtion we only need to add
two callsof the ShowLinéunction at the end of thBolvefunction. Since theer-
quireddata should be output only in the part of the debug section thatois ass
ciated with themaster process, the calls to these functions should be placed in
the conditionaktatemenalready present in the program. Here is the final part of
the Solvdunction, containing the full text of theasksolution:
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int n;

pt >> n;
pt<< 2 *n;
if (rank == 0)
{

pt << size;
ShowLine(2 * n);
ShowLine (size );
}
After launching a new version and testing it on five test data setsk-a tas
bookwindow will appear orthe screen (Fig. 12).
By comparing the contents of the debug section with the sample shown in
the source data section, we can verify that the task is now coip@eteed
Note that since the debug section in this case only contains data output from the
master process, the bottom border of the window displays a single marker, "0",
corresponding to this process.

_____ e

e §
BT Programming Taskbook [C++] ? X
PROCESSES AND THERR RANKS Results (F2) Color (F3) Mode (F4)
Task: MPH Procz® Student: Smith John
The task is solved! Exit (Esc)
]
Input: 3of3 W Output: 4 of4 B Tests: 50f 5 W |

Input an integer A in each process of the MPI_COMM_WORLD communicator
and output doubled value of A. Also output the total number
of processes in the master process (that is, a rank-zero process).
For data input and output use the input-output stream pt.
In the master process, duplicate the data output in the debug section
by displaying on separate lines the doubled value of A and
the total number of processes (use two calls of the ShowlLine function,
which is defined in the taskbook along with the Show function).

Input data
Process @: A = 20
Process 1: A = 17
Process 2: A = 28

The content of the debug section should be as follows:
0] 1> 40
o] 2> 3

Results obtained
Process @: 48 3
Process 1: 34
Process 2: 56

o] 1> 40
al 2> 3

Fig. 12. Thetaskbook vindow with thefinal solutionof the MPI1Proc2 task
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So, we have solved tiPI11Pro@ task. In thgrocess of solving it, we got
acquainted with the actions for creating a tempbaitgect studied the features
of executing parallel programs and those capabilities of the taskbook that simpl
fy their launch from the IDE. We learned about the taskbools totended for
input initial data, output results and displaying additional information in ¢de d
bug section. In addition, we saw how the taskbbakdlesvarious types ofre
rors. All this information will be useful when solving tasks devoted to various
methods ofmessage passiimgptween parallel application processes.

1.2. Basic capabilities of the MPI interface (MPI-1 standard)

1.2.1. Blocking point-to-point communication: basic features

MPI library includes a large number of functions that implement various
options for sending data between two processes. Such interaction between
processes is callgabint-to-point communication

There are two main wayer point-to-point communicationblocking and
nonblocking

In blocking communicationany function associated witn message sdn
ing or receiving operation exits only after that operation has completed. There
are four functions for blocking message sending:

MPISend standard mode;

MPI_Bsenid buffered mode;

MPI_Ssenid synchronousnode

MPI_Rsenidready mode.

All these functions have the same set of parameters, and all parameters are
input:

void*bufi message sending buffer;

intcount the number ofendingelements;

MPI_Datatypiatatypé type ofsendingelements;

intdesti the rank of the receiving process;

intmsgtag message identifiglnon-negative number not exceeding tha&-co

stantMPI_TAG_UB

MPI_Comeomni communicator.

Note that according to the MPI standatitg constantMPI_TAG_U&nnot
be less than 32767

Here and below, when describing parameters, the fact that a parameter is an
input parameter is not specifically mentioned; only the situation is noted when
the parameter is an output parameter or both an iapdtoutput parameter.
Output parameters are always passeg@astersto a variable whosegalueis
changed.

The parameterdatatyp@ndcommhave special types defined in the°I li-
brary. We are already familiar with theIPI_Comrype; this type is usedof
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communicator descriptors. ThWPI_Datatyggpeis intendedto storeinformation
aboutthe type of data being sent. Variables of this typedascriptorsas®-
ciated either with standard datatypes included irMR¢ library or with userda-
tatypes defined using the correspondiMi! functions (see Section 1.2.6).
Whensolving tasks, we will use the standargpesMPI_INTcorresponds to the
signed typantof C languagg MPI_DOUBLEhe doubletype) and MPI_CHARhe
charsignedtype) Othernumeric typesf C languagealso are associatedvith
standardMPI types for instance,the longint signed typecorresponds tdhe
MPI_LONG@atdype and thefloattype correspondso the MPI_EOATdatdype The
MPI_BYTHataype correspondso a byte an integer in the range from 0O to 255.
There are also standacdmpounddattypes designed to stopairs of numbers
for instance,MPI_2INTand MPI_DOUBLE_INthe type MPI_DOUBLE_INill be
used when solving the MPI3Coll2&8skin Section 1.2.5.

Let us return to the blocking message sending modes and describe their
main features.

In standard modethe MPI environment itself determines whether a special
system buffer (which is created automatically in this case) will be used. ¢f a sy
tem buffer is used, then the send operation completes after the data has been sent
to this buffer, regardless of whether tteeeiving process has started receiving
the message (thus, in this case, standard mode works similarly to the buffered
mode). If a system buffer is not used, then the send operation completet only a
ter the receiving process has started receiving theagegs this case, standard
mode works similarly to the synchronous mode). The send operation in standard
mode isnortlocal, i. e., its completion may depend on the actions of another
process.

Before usingouffered modethe sending process must definasar buffer
of sufficient size (using th®IP1_Buffer_attaftinction). The send operation oo
pletes after the data has been sent to this hutfgardless of whether the-r
cewving process has started receiving the messadbedmwuffered send operation
is local.

In synchronousnode,the send operation can begin regardless of whether
the receiving process has initiated the message, but will not complete until the
receiving process has begun receiving the message. This operatiodasaion

In ready modethe send operation can only begin if the receiving process
has already initiated theceivingthe message (otherwise the send operation is
consideredas an errmeousand its result is undefined). This operation is-non
local and is used quite rarely.

For Hocking messageeceiving theMPI_Recfunction is usedvith thefol-
lowing parameters:

void*bufi message receiving buffer (output parameter);
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intcount’ the maximum number of elements in the received message (or, in
other words, the 2e of the bufferbufin elements of the received
message);

MPI_Datatymatatypé type ofreceivingelements;

intsourcé the rank of the sending process;

intmsgtad identifier of the receimmg message;

MPI_Commeomni communicator;

MPI_Statustatus additional information about theceivng message (du

put parameter).

The exit from theMPI_Recfunctionis completednly after the buffebufis
filled. As the parametersourceand msgtagyou canuse the special constants
MPI_AY_SOURCENdMPI_ANY_TA@eaningrespectivelythat the message can
be received fronanyprocess or can haany messagaentifier.

The statusparameterthe last parameter of thdPI_Recfunction hasa
structured typeMPIl_Statysll fields of which are integeBy accessing these
fields, we can determine

9 rank of the process that sent the mesgtmgpMPI_ SOURGEId);

1 message identifigthe MPI_TAdeld);

1 error code associated with this mess@lgeMP1_ERROield).

In addition, theMPI_Statutype contains aspecialfield that allowsyou to
determine theaumber of edmentsan the messagelnstead of directly accessing
this field, you should use thefunction MPI_Get_co(MitPl_Status*status
MPI|_Datatymiatatypant*countwith input pararstersstatusanddatatyp@nd output
parametecount which isthe number ofeceivedelements of typéatatype
Note. If the program does naieed to use the informatigurovided bythe
statugparameter, then theonstantMPI_STATUS_IGNQRIMBich appeared in
the MPI2 standard, can be specifigastead Note that when using the
MPICH system, which implements the MPIstandard this constant
should not be usedlespite the fact that it is present in MBICH library).
Sometimes it is desirable to obtain additional information about xhe e
pected message before it is received byMie Recfunction (for example to
dekermine the size of the buffeuf sufficient to store the received message). For
this purpose, the auxiliarjunction MPI_Prolfmt source int msgtag MPl_Comm
comm MPI|_Statusstatuy can be usedthe parameters oivhich have the same
meaning as the parameters of Mel_Recfunction with the same nanseThis
function, like theMPI_Recfunction is blocking exit from it is peformed only
after completion ofeceiving data from the seimg process.

When organizing the sending of a ssage in buffered mode, it is neece
sary to use the auxiliary functiomPI BufferattacrandMPI_Buffer_detach

The MPI Bufferattaclvoid*buf intsizg function allows you to define a buffer
buf which is used later when sendimessages in buffered mode. The busfes
is specified in bytes and must be sufficient to store both the messages being sent
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and the service information. The memory size (in bytes) requiredr@inthe
service informations determined by the constaPl_BSEND OVERHEXany
time, a process can use only one buffer, @tel it has been defined and until it
has been freed should not be accessed by the progitsalf.

TheMPI_Buffer_deta@oid*buf int*sizg function is used to free a previously
defined buffer; bothof its parameters are outp(ihe bufparametereturns the
address of the beginning of the freed bufterdthe sizeparameter returns its
size in bytes).

Here is a program digment demonstrating the correceating attaching
and subsequenetachinghe bufferbufused in the bufferingendingmode. It is
assumed that messages containing not more than 10 real numbers willibhe sent
this mode Once again, we emphasize thhe buf buffer cannot be specified
when calling theviP1_Bsenfilinction

int bufsize = 10 * sizeof(double) + MPI_BSEND_OVERHEAD,;

char *buf =new char [ bufsize ];
MPI1_Buffer_attach(buf, bufsize);

YY A

/l The MPI_Bsend function can be called here to send data.
/1 The buf buffer must not be used!
MPI_Buffer_detach(buf, &bufsize);

delete[] buf;

MPI library provideshefunctionsMPI_Sendre@andMPI_Sendrecv_repléme
combined communication requestghich, when @lled both send and receive
messages simaieously (not necessarily for the same pair of communicating
processes). Both functions perform simultaneous sending and receiving-of me
sages in standard blocking mode. The difference isMRatSendrecv_replases
a single buffer, which initially contains the message being sent, and, after exi
ing the function the received message (thus, this buffer is an input and output
parameter)

Here is a list of parameters of these functions (in fact, it is a combsted
of parameters of the functions for sendargd receiving messages). Parameters
of theMPI_Sendrefwnction

void*sbufi message sending buffer;

intscount the number ofendingelements;

MPI_Datatymtype type ofsendingelements;

intdesfi the rank of the receiving process;

intstagi identifier of thesendingmessage;

voidrbufi message recaiwg buffer (output parameter);

intrcount the maximum number of elements in the recgjymessage;

MPI_Datatypgype type ofreceivingelements;

intsourcé the rank of the sending process;

intrtagi identifier of the receimg message;

MPI_Comeomni communicator;
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MPI_Statustatud additional information about theceivng messagéout-

put parameter).

It should be emphasized that fitve MPI Sendrecfunction, you cannotuse
the same (or even overlappirgpufandrbufouffers

The number of parameters in th#°l_Sendrecv_repldiaaction is smaller
since in this case the message sending and receiving buffer is common,
andtherefore has ecomon characteristics (size and type of elements):

void*bufi common buffer for sending and receiving messages (input and

output parameter);

intcounti the size of the message sending and receiving buffer (datermi

ing the number of elements in tkendingmessage, as well as the
maximum number of elements in the reaegymessage);

MPI_Datatymmatatypé type ofsending and receivingiements;

intdesti the rank of the receiving process;

intstagl identifier of thesendingmessage,;

intsourcé the rankof the sending process;

intrtagi identifier of the receimg message;

MPI_Comigomni communicator;

MPI|_Statustatud additional information about theceivng messagéout-

put parameter).

In some cases, combined requests for interaction make ibj@oss avoid
mutualdeadocking (see the nexsectior) that could occur when using separate
requests for sending and receiving messages.

All possibilities related to blockingointto-point communicatiorare sti-
died in the first subgroup of thdPI12Send goup (seeSection 2.2.1).

1.2.2. Blocking point-to-point communication: examples. Mutual process
deadlocks

To get acquainted with the features of the functions usegdioangenes-

sages between individual processes,ugtconsider one of the tasks of the
MPI12Serd group

MPI2Sendl11. A real number is given in each process. Send the given
number from the master process to all slave processes and send thge given
numbers from the slave processes to the master process. Output thedreceiv
numbers in each process. The numbers received by the master process should
be output in ascending order of ranks of sending processes. UdBltisen
function to send data.

Note. TheMPI_Ssentiinction provides aynchronouslata transfer mode,
in which the operation of sending a message will be completed only after the
receiving process starts to receive this message. In the case of data transfer in
synchronous mode, there is a dangededdlockdecause of the incorrect-
der of the function call®r sending and receiving data.
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Let us create a project template feolving this task and run the resulting
program. The taskbook window that appears on the s¢regpnl3.

|@ Programming Taskbook [C++] ? X

BLOCKING COMMUNICATIONS Results (F2) Color (F3) Mode (F4)
Task: MP2Send11® Student: Smith John

Acquaintance with the task;
input-output operations were not executed.

Exit (Esc)

Input: 0 of 5 Output: 0 of 8 Tests: 1 0f 5
L

A real number is given in each process. Send the given number from
the master process to all slave processes and send the given numbers from
the slave processes to the master process. Output the received numbers
in each process. The numbers received by the master process should be
output in ascending order of ranks of sending processes.
Use the MPI_Ssend function to send data.

Note. The MPI_Ssend function provides a synchronous data transfer mode,
in which the operation of sending a message will be completed only after
the receiving process starts to receive this message. In the case of data

transfer in synchronous mode, there is a danger of deadlocks because of
the incorrect order of the function calls for sending and receiving data.

Input data
Process 1: 1.38
Process @: 7.91 Process 2: §.30
Process 3: 0.26
Process 4: 3.91
Example of right solution
Process 1: 7.91
Process ©: 1.38 8.30 0.26 3.91 Process 2: 7.91
Process 3: 7.91
Process 4: 7.91

Fig. 13. Acquaintanceunning of theMPI12Send 1 task

To read thenitial data, it will be enough for us to use a single variable of
real type, since in each process only one real number is given.

The initial data must be sent to other processes of the parallel program. To
do this, you need to use a pair MdPI library functions:.one for sending the
message, the other for receiving it. Since this subgrouipeoMPRSend group
studiesblocking message sending options, you must useMRe Recfunction
for receiving.To send a message in blocking mode, foynety of functions are
provided (see the previousectior). The most commonly used function is
MPI_Sendout in our casewe must use th#PI_Ssentunction, since this is ®-
plicitly stated in the task.

TheMPI_Ssentlinction (like other functions for sendjrmessages, such as
MPI_Sends called by the sending process and specifies which progdsse-
ceive sending datarhe MPI_Recfunctionis called by the receiving process;
specifies the sending process and the buffer variable into whickdbredda-
ta will be written (see the previogectionfor a description of the parameters of
these functions).
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Let us first deal with receiving and sending d&daslaveprocesses, Wit
out implementing the actions that need to be performed in teemaocess

Add the following code fragment to the end of 8udvedunction

double a;

MPI_Status s;

if (rank > 0)

{

t >> a;
IF\)/IPI_Ssend(&a, 1, MPI_DOUBLE, 0, 0, MPI_COMM_WORLD);
MPI_Recv(&a, 1, MPI_DOUBLE, 0, 0, MPI_COMM_WORLD, &s);
pt << a;
}
Notethat the first parameter of both functionshs addressof the variable
that contains (or should receive) gendingdata.
Let us run our programlhe console window appearamediately, andfa
ter 201 30 secondghetaskbookwindow appea on the screewith an infornma-
tion aboutan error message in thiange processes (Fig. 14).

| BT| Programming Taskbook [C++] ? X
BLOCKING COMMUNICATIONS Results (F2)  Color (F3)  Mode (F4)
Task: MPI2Send11* Student: Smith John

MPI error. Ext (Esc)
The processes 1-3 do not response.
Input: 0 of 4 Output: 0 of 6 Tests: 1 of 5 H

]

A real number is given in each process. Send the given number from
the master process to all slave processes and send the given numbers from
the slave processes to the master process. Output the received numbers
in each process. The numbers received by the master process should be
output in ascending order of ranks of sending processes.
Use the MPI_Ssend function to send data.

Note. The MPI Ssend function provides a synchronous data transfer mode,
in which the operation of sending a message will be completed only after
the receiving process starts to receive this message. In the case of data

transfer in synchronous mode, there is a danger of deadlocks because of
the incorrect order of the function calls for sending and receiving data.

Input data
Process 1: ©.18
Process @: 6.084 Process 2: .82
Process 3: 6.19

=~

Results obtained
Process 1:
Process @: Process 2:
Process 3:

Example of right solution

Process 1: 6.04
Process @: 0.10 7.82 6.19 Process 2: 6.084
Process 3: 6.04

Fig. 14. The askookwindow with information aboutungslaveprocesses
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Error message of the tyg® Pl error. The pocessesil3 do not response
means that the msterprocess of our parallel program was unablécdontact
the slave processesithin a certain time in order to obtain information from
them aboutheir input and outputata (for information on how to determine and
change the response time from slave processeblaee inSection 1.1.4).

As follows from the second line of the ssage, the error occurred when
trying to contactll slaveprocesseslireeprocesseat this program launch).

The reason for the error is that th®1_Ssentiinction for sending a nse
sage wabi until the receiving (in this case, the master) process ttalsorres-
ponding receive functiofMPI_Redy and only after that it sesdhe data and
complets its work (synchronous send mod®&ut our program does not yetrco
tain a call to theviPl_Recfunctionin themaster process. Therefore, the wait for
the MPI Ssendunction will last forever(more precisely, until the execution of
the slave processeasll be terminatedl This is an example of a parallel program
hang which usually occurs because one or more processes are blocked waiting
for information that ha not been sent to them (in this case,Mm® Ssenflinc-
tion is waiting forinformation that the master process has started receigng d
ta).

Note that if we had used another function to send the message, for example
MPI_Bsendvhich does not wait for infonation from the receiving process, but
simply sends the data tospecial send buffer and immediatééyminategbuf-
fered send modethen the program would still hang, but for a different reason:
now the MPI_RecvJunction would foreverwait for the datathat the master
process should have sent to it

When you close the taskok window, the console window will remain on
the screen. The reason is clear: the console window is controlled mpidsec
program which terminates only wheall processes of theinning parallel py-
gram terminatebut in this caseonly the masterprocess terminated (the slave
processes remain blocked). To terminatentipiexe@rogramand close the ¢o
sole window, you need to press the key combinati@trl]f-[C] or
[Ctrl]+[Brea several times (as stated in the comment displayed
in the console window).

Note 1 Whenthe mpiexe@programterminateshungprocesses of the para

lel program remain in memory. This will prevent our program from being
recompiled in the future, since whithe process is in memoihe exefile
associated with it is not available for modification. However, whan pe
forming tasks using thBT for MPI2 taskbookthis problemis solved a-
tomatically by the taskbook inségeeNote 2 inSection 1.1.4).

So, wehave become familiar with the situation when one or more slave
processes are blocked. A simiktuationcan happen to theasterprocess. Let

us suppy our program with a fragment related to thastermprocess, and in this
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fragment we will also organiziae call ofMPI functions in the same ordéirst
sending data, then receivirtg;

else
{
pt >> a;
for (inti=1;i<size; i++)
MPI_Ssend(&a, 1, MPI_DOUBLE, i, 0, MPI_COMM_WORLD);
for (inti=1;i<size; i++)
{
MPI_Rev(&a, 1, MPI_DOUBLE, i, 0, MPI_COMM_WORLD, &s);
pt << a;
}
}

If you run this program, you can wait as long as you like after the console
window appears, but the taskbook window will not appear on the screen. This is
due to the fact that thmasterprocess of our parallel program was blockeek b
fore displaying the taskbook window, theastermprocess must execute thedra
ment of the program developed by the student, and in our case, this fragment led
to the blocking. Therefore, thmastermprocesssimply did not reach the place in
the program where the taskbook window is displayed on the screen.

Why does the blocking occur agaitt2would seem that every process is
now ready toboth send and receive a messagtawever, in order for the
MPI_Ssentunction to complete, th&PI_Recfunction musthave already been
calledin thereceiving processut the receiving process cannot reach thicfun
tion, since theMPI_Ssentlinction has also been called inThis phenomenors
calledadeadlock

If the task window does not appear withini8D seconds, then it can b& a
sumed that thenasterprocess hakung In this situation, as in the situatioe-d
scribed earlier, it is necessary to explicitly interrupt the execution of the parallel
program by pressing thkeyboard combination(trl]+[C] or [Ctrl]+[Breal
several times the console window
Note 2.Any of the aboveadescribed "emergency" methods of program te
mination is recorded by the tdsbok in the results file. However, if only
the slaveprocesses hangnd the tagkook window appears on the screen),
the text"MPI error" will be written to the results filewhereas in case of a
hang of themastemprocessthe text willbe different:" The test run is inte
rupted'.

The simplest way to fix our program s dlelete the second lettes"'In the
nameof at least oneMPI_Ssentunction, i. e. replacehe call to theMPl_Ssend
function (eitherin the slave orin the master procepwith a call tothe MPI_Send
function, which implements thestandarddatatransfermode This is due to the

fact that in theMPI library of the MPICH MPICHZ2, and M&MPI systens, the
standard mode, like the buffered mode, uses a buffer to store the data being sent
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(and, unlike the buffered mode, the buffer for the standard mode iedeeat
tomatically). After sending the data to the buffer, td@I_Sendunction term-

nates evenif by this time the receiving process has not callexMP1_Recfunc-

tion.

Let us describe the sequence of actions in this situation, assuming that we
have chaged theviPl_Ssentunctionto MPI_Senth the slaveprocessedn each
of the slave processes, tMPI_Senflunction is calledit copiesthe data being
sent to the buffer, and then immediateyminatesafter that, theviPl_Recfunc-
tion is called which waitsfor data to be received from the master process. At
the same timethe MPI_Ssentlnction is called in dop in the master process
which suspends execution untlhle MPI_Recvyunction is called in the slave
processesBut the MPI_Recyunction inthe slave processes will definitely be
called at which point theviPl_Ssenfiinction in the master process setiusdata
andterminates Thus, allMPI_Ssentlinctions in the loop will work successfully,
after which theviPl_Recfunctions will be calledr the second loop in the master
processwhich will receive the data from the slave processes that were pseviou
ly placed in the buffer. Finally, after thdPIl_Ssendunctionsin the master
process complete their worthe MPI_Recfunctions in the slaverpcesses that
were waiting to receive data will also be successfully exec@®@edno mutual
blocking will occur.

When you run the corrected program, it will be successfully tested on five
sets of input data, and a taskbook window will appear on the serdea mes-
sage that the task has besaived

However, the correction described above does not fully correspond to the
task conditionsince theaskrequires using only theMPI_Ssentiinctions A va-
riant ofthe correction with preservation of thNé°I_Ssaedfunctionis in changing
the order of callingthe functions for sending and receiving messages aither
the program fragment for the slave processean the program fragment for the
masterprocessFor example, you can change the order of callingfuhetions
in themastemrocess (the changed code fragment is highlighted in bold):

double a;

MPI_Status s;

if (rank > 0)

{

pt>> a;
MPI_Ssend(&a, 1, MPI_DOUBLE, 0, 0, MPI_COMM_WORLD);
MPI_Recv(&a, 1, MPI_DOUBLE, 0, 0, MPI_COMM_WORLD, &s);

pt << a;

}

else

{
for (inti=1;i < size; i++)
{

MPI_Recv(&a, 1, MP_DOUBLE, i, 0, MP|_COMM_WORLD, &s);
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pt<<a;
}
pt>> a;
for (inti=1;i<size; i++)

MPI_Ssend(&a, 1, MPI_DOUBLE, i, 0, MPI_COMM_WORLD);

}

In this situation, mutual blocking will not occundeed, theMPI_Recfunc-
tions are immediately called in thenaster process so the corresponding
MPI_Ssentiinctions in the slave process will successfully work and transfer data
to themastermprocess. Thernn turn, theMPI_Recfunctions will be called in the
slave processesvhich will allow the MPI_Ssentunctions in themasterprocess
to work successfully
Note 3 The described version of the correction has another advantage. The
fact is that in theMPI standardit is not guaranteed éhthe MPI_Senéunc-
tion will necessarilyuse a buffer for intermediate storage of the data being
sent This is determined byhe MPI runtime environment itselfso it is
possible that th&Pl_Sentunctionwill usea synchronusmoderather than
a buffered mode of sending; in such a situation, a deadlock will still occur.
The resulting program can be simplified if in #isesectionwe use an au
lliary real variableb to receive data fromslaveprocesses. This will allow ust
place the inpustatemenpt >>a beforethe conditionaktatementand will also
make it possible to perform all the actions in #eesectionin a single loop
Here is a corresponding solution:

double a;

MPI_Status s;

pt >> a;

if (rank > 0)

{

MPI_Ssend(&a, 1, MP|_DOUBLE, 0, 0, MP_COMM_WORLD):;
MPI_Recv(&a, 1, MP|_DOUBLE, 0, 0, MP|_COMM_WORLD, &s);

pt << a;
}
else
for (inti=1;1i<size; i++)
{
double b;
MPI_Recv(&b, 1, MPI_DOUBLE, i, 0, MPI_COMM_WORLD, &s);
pt << b;

MPI_Ssend(&a, 1, MPI_DOUBLE, i, 0, MPI_COMM_WORLD);
}

Another small simplification can be achieved by removing the declaration
of the variables of typeMPI_Statuandreplacing the parametésin the MPI_Recv
functionsto the speal "stub"constanMPI_STATUS_IGNQR&e the note iBec-
tion 1.2.1). TheconstantMPI_STATUS_IGNGOREonvenient to usm a situation
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where the program does not need to access the information providied jmy
rameter of typeMP|_Status

Note that a maz efficient solution to thisaskcan be obtained by usirgl-
lectivecommunicationgseeSection 1.2.4).

1.2.3. Non-blocking point-to-point communications. Persistent requests
for interaction. Timing functions

This section describes the capabilitiesled MPI nterfacerelated to non
blockingcommunications and persistergjuests. These capabilities are covered
in the second subgroup of tMP12Send grouggseeSection 2.2.2).

In nonblocking point-to-point communicationsthe send/receive message
operations onl initiate the corresponding actionandthen immediatelyterm-
natereturning a specidVPl object an exchange request theMPI_Requebtpe.
With the help ofthe exchange requeshe state of thimon-blocking operation
can be cheked later, using either thwaitgroup functionswhich block the po-
gram execution until the operation is completed, or thebtocking Testgroup
functions When anonblocking operation completes, the associated exchange
request is "reset", taking thelue MPI_REQUEST_NUlthis occurs either upon
return from thewaitfunction, or upon such a call to tRlestfunction, in which
information about the comgiion of the operatioms returned).

As for blocking communications thee are four nofblocking message
sending functions with identical parameter sets and oneéblomking message
receiving function. The names of these functions coincide with the names of the
corresponding functions for blocking message sendingecegiving with the
prefix "I" ("immediaté) added MPI_IsendMPI_lbsendVPI_IssendMPI_Irsend
MPlIrecv

The functionsMPI_IsendMPI_IbsendVPI_IssendMPI_Irsendhitiate a non
blocking messagsendingoperationin one offour possible modegsee Section
1.2.1), returning an exchange request of typd_Requestssociated with this
operation The outputparameterrequests the last parametef these functions;
all preceding parametec®incide with the parameters of the blocking message
sendingfunctions:buf count datatypedest msgtagand comm Until the exchange
request is resdt. e., until the norblocking operation is completed), theffer
bufcannot be reused

TheMPI_Irecfunction initiatesa non-blocking messagesceiving operation,
returning an associated exchange reqaesgpe MPI_Requesthis parameter is
the last one and is located in place of skeugparameter of thMPI_Recfunc-
tion; all other parametergbuf count datatypesource msgtagand comn are the
same for these functions. Before the exchange requestes the buffer buf
cannot be used to read the received data

TheWaitblocking group contains four functions:

MPI_WdiMPI_Requesequest, MPI_Statsgtus)
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MPI_Waitéiht count, MPI_Reqguestjuests, MPI|_Statstaituses)

MPI_Waitatigt count, MP1_Requdesfjuests, itihdex, MPI_Statissatus)

MPI1_Waitsoriet count, MPI_Requestjuests, ifbutcount, itihdices,

MPI|_Statustatuses)

TheMPI_Waiiunction waits for the completion of a ndsocking message
sendng or receivng operation associated witlirequestinput and outpuparma-
meter) and returns the output parameatatus which istypically used only for
nonblocking receiings

All other functions accepnarray requestsf sizecount

The MP1_Waitdilinction blocks the execution of a process ualtiicomnu-
nication opeations associated with the specified requastscompletedthe sta-
tusesparameter of sizeountreturns an array of elements of tyjd@!_Statugith
additional informatiorabout each of the completed operations).

The MPI_Waitanfunction blocks executio of the process untiany ex-
change operation associated with the specified regisestanpletedThe index
parameter returns the index of the completed operationthasthtugparameter
returns additional information about this operation (all othehamge requests
in therequestairrayare unchanged

Finally, theMPI_Waitsonfanction blocks the process untit least oneof
the communication operations associated with the specified reqaesim-
pleted Unlike the MPI_Waitanfunction this function can return information
aboutmultiple completed operations: the number of completed operatioms is r
turned in theoutcounparametertheindices of the completed operations age r
turned in the firsbutcounelements otheindicesarray, and additionainforma-
tion about the completed operations is returned in theditsbunelements of
the statusesairray.

TheTestgroup also includes four functions:

MPI_TefVIPl_Requesequest, intlag, MPI_Stattstatus)

MPI1_Testéiht count, MPI_Requesfuests, ifflag, MPI_Stattstatuses)

MPI1_Testaipt count, MPI_Requestiuests, ifindex, irfflag, MP1_Stattsgatus)

MPI_Testsorfiet count, MPl_Requesguestsnt*outcount, iindices,

MPI|_Statustatuses)

The MPI_Tedunction checks the completion of a nblocking senthg or
receiung operation associated withreqguesandimmediateljterminatesretum-
ing the result of the check in the output paramnttag If the operation is am-
plete, theflagparameter returns ronzero value (in this case, the exchange r
guest value is reset {dPI_REQUEST_Npahdadditional information about the
completed operation is returned in ttatugparametey;, otherwse, a zero value
Is returned irtheflagparameter (in this casthe requesaindstatugparametersire
not changed). The other functions behave the same a4Pth&edunction i. e.
they check the completion of ndmocking operations (in this casessaciated
with anarray requesfsand immediatelyerminate returning the result ithe flag
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parameter (or, for théiPI_Testsonf@inction in the outcounfparameter The
meaningof the remaining parameters of these functions is similar tontda-
ing of the parameters of the corresponding functions oMfaggroup

There is also a neblocking version othe MPI_Probfinction

MPI_lprolgmt source, int msgtag, MPI_Comm cotfiagy,iMPI_Stattstatus)

This versiondiffers from he blocking ersionby the presence of the output
parameteiflag The MPI_Iprob&unction does notwait for the message raeang
operation to complete. If the reemg operationis not completed, then a zero
value is returned in thitagparameter(in this case, thetatusparameteishould
notbe used). This function, like its blockingrgsionMPI_Prohés usually used in
a situation where the number of elements indghedingmessage is not known
in advance.

A special type of noiblocking operations arngersistent request¥hese e-
guests are formed using the ftions MP1_Send_inMIPl_Bsend_inidPI_Ssend_init
MPI_Rsend_inMPI_Recv_inivhich have thesame parameters as the poesly
considered notblocking functionsMPI_Isend, MPI_Ibsend, MPI_Issend, MPI_Irsend,
MPI_IrecvHowever unlike the "usual nonblocking furctions, the functions of
the Initgroupdo not immediately execute tleerresponding operatiothey only
return apersistentrequest the requesparametenf the MPI_Requetype which
contains all the settings for the required operation

To start persistentrequests generateasing thelnit group fundions the
MPI_Stai¥lPl_Requestequestand MPI_Startéitit count MPI_Requedtequesisfunc-
tions are providedThe first of them startén nonblocking modég the operation
associated with theequesf{input and output paramejerand the second starts
(alsoin nonblocking mod¢ all operations ssociated withthe arrayrequestof
sizecountln the future, to check the congibn of theoperations, it is necessary
to use the previously discussed functions ofvitatand Testgroups

The request returned by thetgroup functionsas onemportant feature: it
is persistent This means that after the completion of the corresponding non
blocking operation, the value of the request associated withnibtiseset to
MPI_REQUESTUN, but remainsvalid. Thereforethe persistentrequestcan be
reusedlater bycalling the starting functioMPI_Staror MPI_Startdibr it again
(of course, before this, the contents of the bufigfircontaining the data being
sentmustbe changed To reset the requegknerated by one dhe Initgroup
functions usethefunctionMPI_Request_f(e#|_Request *reqliest

Some tasks involving neblocking operations (seBection2.2.2) require
the use of a speciaMPIl function designed for measuring time double
MPI_Witinge This function is one of two speci®lPI functionsthat return notn-
formation about the success of their launch, but the result iselfely the time
in seconds that has passed since spamet in the past. Thus, to deteine the
duration of execution of some program fragment, it is sufficient to call thes fun
tion at the beginning and at the end of this fragment, and then find the difference
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between the obtained values. The second spE&talfunction is also related to
measuring time: this is theouble MP1_Wf{jckinction, which returns the duration
in seconds between successive timer ticks and, thus, characteezaesuracy
of the time measurement.

1.2.4. Collective communications

A large group of MPI functions intendedfor organizingcollective ine-
raction of processesCollective” MPI functions, in contrast to the previously
considered functions!Pl_SendvIPl_Reg\wetc, allow organizing the exchange of
messages ndietween two separate processes (sender and receiver), but between
all processes included in a certain communicator. In particular, when using the
communicatoMPl_COMM_WORItDs possible to organize collective exchange
of messages between all runninggesses of a parallel program

The use of collectivecommunicationss more preferable than multiple
calls of individual pointo-point operations, which is due to two circumstances.
First, when implementing collective functions in tl@!I library, efficient algo-
rithms are used and, second, in supercomputer or cluster systems, colbective e
change operations can be implemented at the hardware level, which can be taken
into account when developindPI librariesfor these systems.

In MPI-1 and MPi2, dl operdions related to collective interaction of
processes are performedhbitockingstandard modéhe MPI3 standard added
non-blockingfunctions for collective operations, thesmctionsare briefly de-
scribedat the end of thisectior). For successful exeton of a collective oper
tion, it is necessary that the corresponding function be callelil processes of
the communicator for which this collective operation is performed.

If a process that plays a special role is associated with a collectiva oper
tion, then the corresponding function hhse rootparametercontaining the rank
of this process (and, in addition, some parameters of this function will be used
only in a process of ranko). If the rootparameter isbsent ira collective fue-
tion, thenall processes are equal when executing the collective operation.

The simplest collective function with equal processes is
MPI_BarrigPlI_Commomny It blocks the work othe processes that called it-u
til all processes of the communicacommalso call this function. Thus, the
MPI_Barrigéunctionallows synchronizatiorof processesf a parallel application.

The simplest collective function withselectedootprocesss MPI_Bcaétoid
*buf intcountMPI_Datatymatatypeintroot MP1_Commomn This function brod-
casts data from theotprocesdo all processes of the mmonunicatorcommThe
bufparametesspecifies the buffefor message braast/receivethis parameter
Is aninput parameteilin the rootproces, and it is an output parametier other
processesThe other parameters are input in all procesbescountparameter
specifies the number of elements to be broadcastihedhtatypgarametelis
their type.
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Example

buf buf
Process O: (b0 bl b2 b3)
Process 1: (bOblb2b3) ==> (b0 blb2hb3)
Process 2: (b0 bl b2 b3)

The MPI_Gathdunction collectsdata from all commugator processes into
the bufer of the receiver processot with the same number of data elements
received from each process. Its parameters are

void*sbufi send buffer;

intscount the number of elements in teendingmessage;

MPI_Datatymtype type of elements of th&endhg message;

voidtrbufi data collection buffer (this is an output parameter that is used o

ly in therootprocesy,

int rcounti the number of elements received from each process (this

and the next parameter are also used only inothtprocessnote hat
this parameteis not equal to the size of theufbuffer);

MPI_Datatypgype type of elements of the recaig message;

introofi the rank of the process receiving data;

MPI1_Comeomni communicator.

Therootprocessalso accepts its own data.

Example(scount 2, rcount 2):

sbuf rbuf

Process 0: (a0al)

Process 1: (bObl) ==> (a0al|bObl|cOcl)

Process 2: (cOcl)

A more compkatedversion of theMPI_Gathdunction is the MPI_Gatherv
function which allows adifferent number of data elements to be received from
each process. This function has the following set of pateams

MPI| Gatherfvoid*sbufintscountMPI_Dataty@typevoid*rbuf int*rcounts

int*disps, MPI_Datatypty/peintroot MPlI_Comeomm

In this case, thacountparametersnay havedifferentvalues in different
processes, and instead of the integeuntparameter, thecountsarray is used
which specifies the number of elements receivedhfeach process. Additional
flexibility of this function is provided byhe displsparameteranarray of offsets
(in elements) from the beginning of thata recwing buffer rbuf Data received
from each process is written to the buffer of the receipmugess with an offset
determined by the corresponding element ofdibplsarray. The displgparameter
is taken into account only in theotprocessoffsets can be positive or negative.

Example(rcounts= {2, 1, 3}, displs= {0, 2, 3}):

sbuf rouf
Process 0: (a0al)
Process 1: (b0) ==> (a0al|b0|cOclc2)

Process 2: (c0Oclc2)
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The "inverse"operationto the gather operations the scatter operatign
which sends datdrom the selectedootprocess to all processes of the given
communicator. This operation is alsoplemented as two functionstP1_Scatter
andMPI_ScatterVhe parameters ofieMPI_Scattéunction are

void *sbuf broadcast buffie(this and the next two parameters are used only

in therootprocess

int scourit the number of elements sent to each proaeste (thathis paa-

meteris not equal to the size of thbutbuffer);

MPI_Datatype styiptype of elements of the s#ing message;

void *rbuf data receiving buffer (output parameter);

int rcourit the numbepf elements in the data receivibgffer;

MPI_Datatype rtyiptype of elements of the recaig message;

int root the rank of the procesendingdata;

MPI1_Comm conincommunicator.

Example(scount 2, rcount 2):.

sbuf rbuf
Process O: (bObl)
Process 1: (bObl|b2b3|b4b5) ==> (b2b3)
Process 2: (b4 b 5)

TheMPI_Scattefunctionhasthe following parameters:

MPI_Scatterv(végbuf, intscounts, iftlispls, MP1_Datatype stype*nmif]

int rcount, MPI_Datatype rtype, int root, MPI_Comm comm)

In this case, the array parameters szeuntdan aray that specifies the
number of elements sent to each process)dispis(an array of offsetsan ele-
ments from the start of the semd) buffer).

Example(scounts {2, 1, 3}, displs= {0, 2, 3}):

sbuf rbuf
Process O: (a0al)
Process 1: (a0al|b0|cOclc2) ==> (bO)
Process 2: (cOclc2)

The gatheroperation has modification in which thecollected datas sent
to all processes. This operation is implemented as Nt _ Allgatheand
MPI_Allgathefunctions Thesefunctionsdo not have theootparameter, since all
processes are equal: they provide their part of the dataeegitde thecombined
data Here is dist of the parameters of these functions ane&xample of their
action

MPI1_Allgathémid*sbufintscountMPI_Datatystypevoidrbuf intrcount

MPI_Datatyptype MPI_Comieomm

Example(scount 2, rcount 2).

sbuf rouf

Process 0: (a0al) (a0al|bObl|cOcl)

Process 1: (bObl) ==> (a0al|b0Obl|cOcl)

Process 2: (cOcl) (a0al|bObl|cOcl)
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MPI1_Allgatherv(vtstiuf, int scount, MPI_Datatype stypebupidtrcounts,
int*displs, MPI_Datatype rtype, MPI_Comm comm)
Example(rcounts {2, 1, 3}, displs= {0, 2, 3}):

sbuf rouf
Process 0: (a0al) (a0al|b0|cOclc2)
Process 1: (b0) ==> (a0al|boO| cO0clc2)

Process 2: (c0Oclc2) (a0al|b0O|cOclc2)

The most complex collective operationthe all-to-all operation in which
each process sendtfferent datato all processes of the communicator. The
MPI_Alltoafunction sendgshe sameamountof data from each process to all
processes:

MPI1_Allto&@loid*sbuf, int scount, MPI_Datatype stypebubidat rcount,

MPI1_Datatype rtype, MPI_Comm comm)

Example(scount 2, rcount 2):.

sbuf rouf

Process0: (al0al|a2a3|a4a5) (al0al|bObl|cOcl)

Process 1. (b0 bl | b2 b3 | b4 b5)==> (a2 a3 | b2 b3 |c2c3)

Process 2: (cOcl|c2c3|c4c5) (ada5|bdab5|cach)

TheMPI_Alltoalfunction causes each mess to broadcaslifferentdata to
all other processes, and each process may reeeivkerent number of data
elements from different processes. The data sent to each process must be placed
in the source buffer at an offset determined by the corresppriitment of the
sdisplsarray. The data received from each process is written to the destination
buffer at an offset determined by the corresponding element dafitip&sarray

MP1_Alltoallv(végbuf, intscounts, ifsdispldyiP1_Datatype stype, tdodf,

int*rcounts, ifitdispls, MPI_Datatype rtype, MPI_Comm comm)

Example

sbuf rbuf
Process0: (a0al|a2|a3a4) (a0al|b0|cOclc2)
Process 1: (b0 | bl b2 b3 | b4 b5 )==>(a2|blb2b3|c3)

Process 2: (cOclc2|c3|c4) (a3a4|b4ab5|c4)

The collective functions described above (except forMPe& Barridiunc-
tion) areconsidered in the tasks of the first subgroup of the MPI3Coll gises
Section2.3.]). In addition, they are actively used in subsequent task groups. In
particular, when solving theMPI5Comn8 task (see Section 1.2.7)the
MPI_Gathdunction is usedand when solvinghe MPBEComnil7 task (see $e
tion 1.2.8), theMPI_Scattdunctionis used The MPI_Barridunction is used in the
final tasks othe MPI7Win andMPI8Inter groups(Secton.7.2 and 2.8.3).

In all collective functions of thd1PI-1 standard that contain array okdi
placementddispls these displacements are specifiadelements of theserd-
ing/receiving dad. However in some situations involving thexchangef com-
pounddatatypes, it is desirable to specify displacemantsytesrather thann
elementsTherefore, in the MP2 standadl, the set of ollective functions was
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supplemented by thEIPI_Alltoallfunction which performs the same action as
the MPI_Alltoalfunction but allows displacements to be specified in bytes. In
addition, in this version of the collective functi@ach process caread dateof
different types to different processes

MPI1_Alltoallw(vésbuf, intscounts, iksdispls, MPI_Datatygtgpes, voidbuf,

int*rcounts, iftdispls, MPI_Datatyggpes, MPI_Comm comm)

The MPI_Alltoallfunction can be used to implenterariants of the gather
and scatter operationa which offsetsare specified in bytes, and data of dife
ent types igjatherecor scattered A special subgroup of tHdP14Type group is
devoted to this functior{see Section 2.4.4). The inclusion of tasks the
MPI_Alltoallfunction into the section devoted to derived types is due to the fact
that this function is intended, first of all, for collectiegchangeof compound
datatypes. This function is subsequently used in the subgroup bfRigMatr
group, devoted to the Fax block algorithm for matrix multiplication (see &e
tion 2.9.5).

The MPI3 standard addedonblocking functions for collective oper
tions. All blocking collective functions discussed above havebiocking \er-
sions As in the caseof nonblocking pointto-point operations (see Section
1.2.3), the names of ndrocking collective functions are derived from the
names of the corresponding blocking functions by adding the préfix
(MPI_lbarrieMPI_lbcastMPI_lgathemMPI_IscatteiMPI_lallgatheMPI_lalltoalletc.),
and an additional output paramelk#®|_Requestequesis added at thend of the
parameter list. The request parameter is further used iwéitand Testgroup
functions (see Section 1.2.3)¢beckthat a given collective operation hasreo
pleted in a gien process.

The PT for MP42 taskbook, starting with version 1.6cindes taskgon-
nected with nonblocking collective functions (except fokMPI_Ibarrieand
MPI_lalltoallfunctiong. They are contained in the Ilgsart of the MPISComm
group (see Section 2.5.4yhe nclusion of these tasks intoehMPI5Comm
group, which is devoted wreation of newommunicators, idue tothe fact that
these tasksequireto apply a norblocking collective operation ta part of
processes of a parallel application, and for this purpose you need to create a new
communicator containing th part ofprocesses. To solwaskson norblocking
collective functionsit is necessary to usite MS-MPI system, becausthe
MPICH and MPICH2 systems do not suppbe MPI-3 standard.

1.2.5. Reduction operations and using compound datatypes

MPI functions includes a group of functions that perfeaduction opea-
tions, i. e. operations associated with sending not the original data, bug-the r
sults of their processing by sorgeoup operationof the MPI_Opype The most
frequently used operations are finding the 3ak1t_SUMhe productvPI_PRQD
the maximumMPI_MAXr the minimumMPI_MINalue The logical perations
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MPI_LANDMPI_LORMPI_LXORind their bitwise analogsPl_BANDMPI_BOR
MPI_BXORre also providedAmong the eduction operations, a special place is
occupied by the operationdPl_MAXLO&nd MPI_MINLQGvhich allow finding
not only the maximum or minimum element among the elemehteach
process, but also its number (the rank of the process containing this extremal
element is usually used as the number).

The user can define a new reduction operatiog the function
MPI_Op_credtéPl_User_functitfunctionint commuteMPI_Opop) is provided for
this purpose The first parametefunctions a pointer to theuinction in which the
new operation is defined. The operation being defined must necessasybe
ciative If it is also commutativethen theflag parametecommutenust be non
zero. The prototype of tHanctiopparametehas the following form:

typedevoid MPI_User_fundgtioid *invewoid *inoutvaat*len,

MPI_Datatypdatatype);

The parameterswvecandinoutve@re pointers to arrays containifenele-
ments of typedatatypeThe array elementsnvefi] andinoutvdd, i= 0 ,led &,
are cmsidered, respectivelasthe lefthandand righthandoperands of thes4
er-defined operation; the result of applying this operation to the elerimen{g
andinoutveld is to be stored in the elemeanbutved. Thus, the arrayhveds the
input paameter and the arraynoutveds both the input and outpytarameter
(which explains the choice of their names).

If a useroperation is intended to be applied only to data of a fixed type,
then when defining it, you can assume thatitlrecandinoutvearrayshave the
required type and not analyze tleatypg@arameter

The MPI-1 standarddefines fourfunctions thatperform reduction opear
tions MPI_Redu¢#PI1_Allreduck!Pl_Reduce_scatardMPI_Scan

The MPI_Redudeinction performs a global opeéi@n, returning the results
to the specified destination processt The parameters of this function are:

void*sbufi buffer for arguments;

voidtrbufi buffer for the result (output parameter that is used only imotbte

procesy

intcount the number of arguments for each process;

MPI Datatypeatatypé typeof arguments

MPI_Oppi operation identifier;

introoti the rank of the process receiving data;

MPI_Comeomni communicator.

Example(count 3):

sbuf rbuf
Process 0: (a0 ala2)
Process 1: (b0 blb2) ==> (a0+b0+c0 al+bl+cl a2+b2+c2)

Process 2: (cOclc2)
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TheMPI_Allredudeinction is a ersionof the MPI_Reduckinction in which
the result of the global operafi is returnedto all processes. Therefqréhe
MPI_Allredu¢anction does not have theotparameterand the output parameter
rbufis used imall processes dhe comncommunicatar

MPI1_Allreduce(vtsthuf, voittbuf, int coutPI_Datatype datatype, MPI_Op op,

MP1_Comm comm)

Example(count 3):.

sbuf robuf
Process 0: (a0ala2) (a0+b0+c0 al+bl+cl a2+b2+c2)
Process 1: (b0 bl b2) ==> (a0+b0+c0 al+bl+cl a2+b2+c2)
Process 2: (cOclc2) (a0+b0+c0 al+bl+cl a2+b2+c2)

Anotherversion of theMPI_Reduckinction is the MPI_Reduce_scatfienc-
tion. It alsodoes notcontainsthe rootparameterUnlike the MP1_Allredudenc-
tion, it does not send the full set oésults of the global operation to all
processes, but distributes the obtained results among the processes, and each
process can receive a different number of result elements:

MPI_Reduce_scatter(Ysiaif, voittbuf, irtrcounts, MP1_Datatype datatype,

MPI_Op op, MPI_Comm comm)

In this case, the third parameteountss an arraythat specifies the number
of result elements sent to each process (note that the sum of the values of the
rcountarray elementdetermines the size of tisbufbufferin eat process).

Example(rcounts {1, 3, 2}):

sbuf rouf

Process 0: (a0ala2al3a4a5) (a0+b0+c0)

Process 1: (b0 bl b2 b3 b4 b5) ==> (al+bl+cl a2+b2+c2 a3+b3+c3)

Process 2: (cOclc2c3c4ch) (ad+bd+ca a5+bs +c5)

Finally, theMPI_Scafunction performs asequencef partial global opea-
tions: the result of the global operation for processes from zarmdttusive is
sent to tha-th process of the communicator. This function tiessame set of
parameterssatheMPI_Allredudenction

Example(count 3):.

sbuf rouf
Process 0: (a0ala2) (a0 al a2 )
Process 1: (b0 blb2) ==> (a0+b0 al+bl a2+b2 )
Process 2: (cOclc2) (a0+b0+c0 al+bl+cl a2+b2+c2)

Note 1. In the MPI2 standard, two new functions have been added to the
set of functions related to reduction operationBi_Reduce_scatter béoud
MPIExscan The function MPI_Reduce_scatter_Ifloitt *sbuf void *rbd, int
rcountMP|_DatatypatatypeMPl_Omp MPI_Commomnis a simplified ve-

sion of theMPI_Reduce_scaftanction, in which each process is serlack

of the result data of theame sizecountas opposed to theourt arrayused

in theMPI_Reduce_scaftenction). The value ofcountletermines the size of
the result bufferrbuf The buffer for the argumentsbuf must contain
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K*rcounelements, wherK is the number of processes in the communicator
commThe MPI_Reduce_scatter_bfacdkctionis used in the MRBlInter group
tasks(seeSection2.8.3).

The MPI_Exscafunction has the same set of parameters asvitPle Scan
function and, likeMPI_Scanperforms a sequence pértial global opea-
tions, but these operations aggclusive(“exclusivescari): eachprocess
receivesthe resultof a partial global operationperformedon the elements

of all previousprocesse$i. e., processesvith lower rankg. In particular, a
process of rank O receives results at all. ThsIPI_Exscdunction is more
universal than th&Pl_Scafunction(“inclusive sca), as it allows to model
the MP1_Scafunction without performing additional ective operations

it is enough, after applying théPI_Exscafunction, to call the local fur

tion MPI_Reduce_lqcathich also appeared in the MPIstandard)It should

be noted that the inverse action (modelinghti®_Exscalunction with the
MPI_Scafunction) is not possible for some reducatioperations (in partic

lar, suchan action is not possible for the operations of finding thei-min
mum or maximum).

Note 2. The MP}3 standard introduceabn-blockingversionsof all redic-

tion operations namely, the functions MPI_lreduce MPI_lallreduce
MPI_Ireduce_scatteiP|_Ireduce_scatter hIdRI_IscarandMPI_lexsca hey
have the same features as thealiswrrblocking collective functions (see
their brief description at the end of the previous section). In particular, the
output parameteviPl_Request *requssadded at the end of their parameter
list. Tasks forall non-blocking redation operations, like tasks farsual
nonblocking collective operations, are contained in the final part of the
MPI5Comm group (see Section 2.5.4).

The second subgroup of tMPI3Coll group(seeSection 2.3.2)s devoted

to blocking collective reductioroperationsLet us consider one of the tasks i
cluded in it During solving of this taskwe will also become acquainted with an
example of the use abmpounddatatypes (structures) MPI programs.

K is the number of processes. Using ti@l_Allreduckunction with the
MPI_MINLOG@peration, find the minimal value among the elements of &ll|gi
en sequences with the same order number and also the ranécess that
contains this minimal value. Output received minimal values in the master
process and output corresponding ranks in each slave process.

MPI3ColI23. A sequencef K + 5 real numbers is given in each process;

When we run the template program createddivethe MPI3ColI23 task,

we will see a window on the screamdar to the one shown in Fig. 15.

Each process provides an array of numbers of the same size, and the redu

tion operation is applied individually to the elements of the provided arrays with
the same index; the result is an array of the same size.
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BT Programming Taskbook [C++] ? X
GLOBAL REDUCTION OPERATIONS Results (F2)  Color (F3)  Mode (F4)
Task: MPI3CoI23° Student: Smith John

Acquaintance with the task: Exit (Esc)

input-output operations were not executed.
Input: 0 of 50 Output: 0 of 50 Tests: 10f 5

A sequence of K+5 real numbers is given in each process; K is the number
of processes. Using the MPI_Allreduce function with the MPI_MINLOC
operation, find the minimal value among the elements of all given sequences
with the same order number and also the rank of process that contains
this minimal value. OQutput received minimal values in the master process
and output corresponding ranks in each slave process.

Input data
Process ©®: 5.16 7.22 2.82 6.10 7.10 3.12 2.18 9.93 7.15 6.33
Process 1: 4.75 3.07 4.34 8.64 3.75 2.56 1.53 5.61 6.71 4.15
Process 2: 8.67 3.26 2.75 6.66 4.72 6.91 2.55 8.79 4.12 2.44
Process 3: 4.96 7.92 7.49 5.85 8.89 5.78 4.96 7.26 5.35 1.33
Process 4: 4.92 6.49 7.68 7.09 9.54 6.93 9.92 1.75 4.30 7.32
Example of right solution
Process ©®: 4.75 3.07 2.82 5.85 3.75 2.56 1.53 1.75 4.12 1.33
Process 1: 1 1 5] 3 1 1 1 a4 2 3
Process 2: 1 1 5] 3 1 1 1 a4 2 3
Process 3: 1 1 (%] 3 1 1 1 a4 2 3
Process 4: 1 1 (%] 3 1 1 1 a4 2 3

Fig. 15. Acquaintanceunning of the MPI13Coll23 task

When usingthe MPI_MAXLO&nd MPI_MINLOGperations the source data
sets must contaipairs of numbers: the actual number to be processed and it
index. Therefore, the program must define an auxiliary structure for storing such
pairs. In our case, real numbers must be processed, so the first element of the
pair mustbe real, and the secontlstbe integer:

struct MINLOC_ Data

{

double a;
int n;
Y
To store the initial data, each process must allocate an array of elements of
the MINLOC_Datgipe, and the same array must be used to store the results of the
reduction operation. The size of the data set that will have to be stored in these
arrays is not known in advance, since it is related to the number of processes in
the parallel program. Therefore, you can either allocate memory for ayays d
namically (after the programbtains the value of thezevariablg, or use static
arrays, the sizefavhich will be sufficient for any sets of initial data. Whswiv-
ing the MPI3Coll23 task, we will use static arrays (the features associated with
the use of dynamic arrays, as wellvasto<T> containerswill be discussed in
the next section). Having muhe created template program several times, we can
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see that the number of processes can vary in the range ftofs. Ihus, given
that the size of the initial data setKis- 5, whereK is the number of processes,
it is enough for us to déarearraysof size 10 in the&olvefunction:

MINLOC_ Datad[10], res[10];

Initialization of the source arraymust be performed in each process of the
parallel program:

for (inti=0;i< size +5; i++)
{

pt >> d[i].a;

d[i].n = rank;
}

After running this vesion of the program, we will receive a message that
all initial data hae been successfulipput (Fig. 16).

@ Programming Taskbook [C++] ? X
GLOBAL REDUCTION OPERATIONS Results (FZ) Color (F3) Mode (F4)
Task: MPI3Coll23° Student: Smith John

Correct data input:

all required data are input, no data are output. S
Input: 24 of 24 | Output: 0 of 24 Tests: 1 of 5
| ]

A sequence of K+5 real numbers is given in each process; K is the number
of processes. Using the MPI_Allreduce function with the MPI_MINLOC
operation, find the minimal value among the elements of all given sequences
with the same order number and also the rank of process that contains
this minimal value. Output received minimal values in the master process
and output corresponding ranks in each slave process.

Input data
Process @: 6.49 6.98 7.18 9.3 4.91 1.78 2.11 9.31
Process 1: 8.18 8.13 4.72 6.56 8.18 9.35 3.16 9.81
Process 2: 2.82 9.42 9.28 8.35 7.13 7.35 6.081 7.31

Example of right solution
4.91 1.78 2.11 7.31

Process @: 2.02 6.98 4.72 6.56
Process 1: 2 %) 1 1 5] %) (%] 2
Process 2: 2 %] 1 1 (5] %) (%) 2

Fig. 16. The taskbook window with information about the successful input of the initial data

Before output the results, ig necessary to perform the correspondinlg co
lective reduction operation. It must be performed in all proce3$enin the
mastermrocess (of rank QJt is necessary to output the fiedabf each element of
the resulting arrayes(i. e., the minimum \alue selected from all elements of the
initial arrays with a given index), and in the remaining (slave) proceitsss
necessary to outpahe fieldn (i. e., the rank of the process with this minimum
value):

MPI_Allreduce(d, res, size + 5, MPI_DOUBLE_IN T, MPI_MINLOC,

MPI_COMM_WORLD);
for (inti=0; i< size + 5; i++)
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if (rank == 0)
pt << resli].a;
else
pt << resJi].n;
Note two important points. First, the source and result arrays are passed to
MPI functionsaspointers to tha initial element so the first two parameters of
the MPI_Allredudanction are simply the array identifieksandres Second, the
type name specified as the fourth parameter must match the element type of the
arrays being processed (in this case, drtbestandardMPI types must be &3
cified: MPI_DOUBLE_INW¥hich corresponds to a structure of two fields, a real
field and an integer field). In situations whihe standard datatypes provided by
the MPI library are insufficient, neWwMPI dataypes must b defined (this topic
Is covered in the MREITypetask groupsee the next sectipn
When you run the resulting program, a message will be displayed stating
that the task has beasnlved In conclusion, we present the full text of theusol
tion to theMPI3Call 23 task

struct MINLOC_Data

{
double a;
int n;
|3
void Solve()
{
Task("MPI3Coll23");
int flag;
MPI_Initialized(&flag);
if (flag == 0)
return;
int rank, size;

MPI_Comm_size(MPI_COMM_WORLD, &size);
MPI_Comm_ranMPI_COMM_WORLD, &rank);
MINLOC _Data d[10], res[10];

for (inti=0;i<size + 5; i++)
{

pt >> d[i].a;

d[i].n = rank;
}

MPI1_Allreduce(d, res, size + 5, MPI_DOUBLE_INT,
MPI1_MINLOC,MPI_COMM_WORLD);
for (int i=0;i<size +5; i++)
if (rank == 0)
pt << resli].a;
else
pt << resli].n;
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1.2.6. Defining derived datatypes and packing data using dynamic arrays
and vector containers

MPI library provides a large set of functions fdefining new types (@
rived dataypeg. The use ofderived datatypeallows to simplify and speed up
the actions on sendingpmplexdata. Examples afomplexdata are structures
consistingof fields of different typesas well agragments of multidimensnal
arrayswith "empty" gaps(for example, any column of a twdimensional ma-
trix). In order to take into account both of these features when defining a new
dataype, two sets of characteristics are associated with thedattype: a &-
guence of basgpesand a sequenad displacementsThus a derived datg/pe
can contain elements of different base types and, in addition, these elements may
not be located consecutively, but with some displacements relative to each other
(the displacements can be botbspive and negative). Not only standaviiPi
types(for example MPI_INDr MPI_DOUB)Ean be used as base types, but also
previously defined derivedataypes.

The simplest of theMPI functions for defining new datdypes is
MPI_Type_contigu@nts count, MPI_Datatype oldtype, MPI_Datawpgoe)which
creates a derivedatdype newtypeonsisting okcountonsecutive elements of the
base typeldtypeln this and all subsequent functions for defining a new type, the
only output parameter is the last pargtar, a reference to tloerived datgype.

Example(count 5):.

Original datatype:[ T1]

Derived datatype:[ T1][ T1][ T1][ T1][ T1]

Datatypes created with thBIPI_Type_ contigudusction aretypically used
as "building blocks"n defining more compledataypes.

More useful features are provided by the functitil_Type vediat count,
int blocklen, int stride, MPI_Datatype oldtype, MPI*Dataypedvhich creates aed
rived dataype newtypeconsising of countblocks each of which contains the
same numbeblocklerof elements of the base typé&typeand is located at the
samedistancestridefrom the beginning of the previous block (the distance is
specified in the number of elements of the bgpe)t

Example(count 3, blockles 2, stride= 5):

Original datatype : [T1]

A memory area equal to the length of the original datatype: [..]
Derived data type:

[ T T T2 T2..] [.] [l TA T3]

The dataype given in the example can be ipeted aswo adjacent cb
umnsof a 3 by 5 matrix (3 rows, 5 columng, not necessarily thérst two cd-
umns.If, for example, the position of ththird element in the first row of the
matrix is specified as the starting addrabken this type will contai elements of
the third and fourth columns.
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If the blocks in the new type are of different sizes or there should be-diffe
ent distances between them, then the more coniRIXType_index&thction
should be usewvith array parametersMPI_Type_indexied count, iriblocklens, int
*displs, MP|_Datatype oldtype, MPI_D#iatypge This function creates a derived
dataype newtypeonsisting ofcountblocks, each of which can contain a different
number of elements of the basedyldtypeand is located at a specified distance
from thestarting positiorof thedataype being defined. The number of elements
for the different blocks is specified in thiacklenarrayof sizecountand the -
tances are measured in elements ofthge type and are contained in thepls
arrayof sizecount

Example(count 4, blocklens {2, 3, 1, 2},displs= {0, 3, 8, 12})

Original datatype:[ T1]

A memory area equal to the length of the original datatype: [..]
Derived data type:
[T TAIL.0 7 710 T 000 TG T1][ T1]

Note that theMPI_Type_vectiunction specifies the distance between the
beginnings of djacent blockswhile the MPI_Type_indexkthction specifies an
array of distances froiime starting positiorof the derive datdype.

The most flexible of the functions for defining nedatdypes is
MPI_Type_struwith parametersgint count, ifblocklens, MPI_Aidispls, MPI1_Datatype
*oldtypes, MPI_Datatipevtype)n the MPI-2 standard, the niane of this function
was changed to MPI _Type create_strucThis function differs from
MPI_Type_indexad two ways: first, the arrayisplsof offsets from the starting
position of thedatdype being defined contains offs@tsbytes and second, each
block hasits own basealatatype (the basalataypes are specified in th@dtypes
array). The elements of the array of offsdisplshave theMPI_Aintype this type
Is intended to store offsets between différaddressesn memory and ism-
plemented as a signed integer type, the size of which is sufficient to store any
possible offset in the address space.

Example

Initial datatypes:[ T1i],[ T2],[ T3],[ T4]

A section of memory equal to 1 byte (denoted by a dot) -

Derived datatype:[ T1][ T1].[ T2][ T2][ T2]...[ T3].....[ T4][ T4]

Note that theMPI library provides ‘ersionsof the MPI_Type vectand
MPI_Type_indexkehctions for which the offsets are also specified in bytas r
ther than elements (and are of tygBl_#. In theMPI-1 standargdthese fug-
tions are namePI_Typdwectomand MPI_Typdindexedand in theMPI-2 stan-
dard they are nameMIPI_Typereate VectoandMPI_Type&reatehindexed

In the MPI-2 standard, the set of functions for defining ngataypes was
expanded. Without describing all the added functions, we will not@bitem,
which occupies an intermediate position betwedm_Type vectoand
MPI_Type_indexebhis is the function MPI_Type_create_indexed (lbatount, int
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blocklen, irtdispls, MPI_Datatype oldtype, MPI_D#tatypgoe)t defines a derived
dataype newtypeconsistig of countblocks, each of which consists blocklen
elements of the base typ#&ltypeand is at a specified distance from the starting
position of thedataype being defined (the distances are specified in the number
of elements of the bas#atdype andare contained in thdisplsarray of size
count This function differs fronMPI_Type_indexgdthat all blocks in thelat-

type it defines havéhe same sizeand therefore it is specified not by an array,
but by the scalar parametgocklef an integetype (as irMPI_Type_vedtor

All the functions described aftecal, i. e. they can be called only in some
parallel processeswhich subsequently use nedlataypes (to define other new
datdypes or send/receive data).

If a new type is to be used when dewyreceivingmessages, it must be
additionally registered by calling the MPI_Type_com(iPI|_Datatyp&datatype)
function for it In this case, théatatypgarameteis both input and output. nj
registered types can be used whefirdng newdataypes, but they cannot be
used when sendingceivingdata.

Note 1 The absence of a call to tMPI_Type_comiinctiondoes not pe-
ventthe execution oparallel program®n the local computer when using
the MPICH system. However, in thease of the MPICHZnd MSMPI
systens, anattemptto specify an unregistered type when senfligxgiving
data results in an error.

A deriveddatatype can be destroyed by releasing the descriptor (of type
MPI_Datatype associated with it This is done by Hhe function
MPI_Type_fré\dP|1_Datatypdatatypejn which the parametefatatypés both input
and outputAfter calling this function, the valugPl_DATATYPE_Nl# assigned
to its parameterlt should beemphasized that derived types defineshg this
dataype are preserved even after its destruction.

Thetwo main characteristics of an MBatdype areextent and sizeExtent
is the number of bytes that the type occupies in memory (including all empty
specesbefore and afteits blocks).Sizeis the total size (in bytes) of all blocks,
excludingemptyspacesWhile extent characterizes the amountr@@moryallo-
cated tostorean element of the givetlatdype, size determines the number of
bytes used tserd an element of the givedataype to otherprocesses (since
empty spaces are not included in the generated message). For siRtlded
tatypes (MPI_INTMPI_DOUBI.BMPI_CHARetc.), their extent and size are the
same.

Two functions are provided in the MR standard for determining extent
and size: MPI_Type_ extéviP|_Datatype datatype, MPI_Aiettent) and
MPI_Type_si@dPI_Datatype datatypésine) The first returns thextenof the type
datatypeandthe second returns itize

Sometimes, when defining a nelataype, it is desirable to specify a dtar
ing or ending empty spaca '(hole") for it. The MPI -1 standardorovides sp-
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cial base type§seudotypgdor this purposeMPI_LEandMPI_UBwhich are not
associated with anwactualdata and have zero size and extent. They can be used
in the MPI_Type_strdemnctionas 'markers' for the starting and ending position

of the datdype being defined. For example, if in tMPI Type_strudtinction,
when defining theypeltype we includethree elementin the oldtypesarray:
MPI_LBMPI_INTMPI_UBand define the blo&lens and displsarraysas follows:
blocklens = {1, 1, displs =-8, 0, 6}then thetypeltype will contan one integer
elementwith aninitial empty spacga hole)of 3 bytes, and the upper limit of
the datatype will be located at a distance of 6 bytes from the first byte occupied
by the integer element. Thus, the size of the credatalype will be equald the

size of theMPI_INT tygeisually 4 bytes), and the extent will be equal to 9 bytes
(byte nunber 6is not included in the extent, since thi®l_UB typéke MPI_LB

has no gtent):

MPI_LB MPI_INT MPI_UB
l— -2[-1 ]12|3456

If we now use theviPl_Type_contigudusiction with parameterg2, typel,
&type2)o define a newypeataype, thenthis newtype will contain two integer
elements and its length will be 18 bytes:

MPI_LB MPI_INT MPI_INT MPI_UB
l— 2[ -1 ]1 2 3 4[5 6 7]8 91 101112 1314 15

Note that when merging multiple types with explicitly specified boundary
markers all markersare removed excepbif the leftmost boundarynarker
MPI_LEand the rightmost boundanyarkerMPI_UB

The way of defining initial and finalempty spaced®ased on the use of
markersused inthe MP}1 standard haa drawback: explicitly specified bau
daries of the original typeannot be reducewvhen defining a nevdataype;
they can only bencreasedby specifying newmarkersMPI_LBand MPI_UBFor
this reasona new, more flexible and convenient method of specifying the initial
and final emptyspaceswhen defining a newdataype was proposed in the
MPI-2 standard It usesthe function MPI_Type_create_regigdtl_Datatype oldtype,
MPI_Aint Ib, MPI_Aint extent, MP|_Datawpgpe)n it, to define a newdataype
newtypghe basalatdype oldtpe the new position of the left boundabyand the
new extentare specifiedFor example, to define thdatdype typeldescribed
above, it is sufficient to use the following call:

MPI_Type_create_resized(MPI_INT, -3, 9, &typel);

If the original dataype oldtypealready hadnitial and final empty spaces
then the MPI_Type_create_resifigaiction removes them and creates new ones;
thus, for the newdatdype, initial and finalempty spacesan be either increased
or decreased. If only thinal empty spaceis required then the Ib parameter
should be set equal to 0.
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A new function was also added to th#°1-2 standard that allowssto g-
multaneously determine the left bourid and the extent of a datatype
MPI_Type_get_ex(btRl Datatype datatype, MPI *hkinMPI_Ainextent)The previous
functionMPI_Type_extemas declaredeprecated in MP2.

Note 2 Additional features related to the size and extent of tRdtypes

are also discussed in thete to theMPI4Type5 taskgeeSection 2.4.1).

MPI interfacealsoprovides another way to form messages containing data
of different types. This method is basedpatkingdata in the sending process,
sendingdataand thenunpackingit in the receiving process. The advantage of
this method is that it does not require defining ndataypes, and the disadwa
tage is the need to use an additional buffer to store the packed data.

MPI_Pactkunction is used for data packing with théldwing parameters:

voidtinbuf inputbuffer with initial data;

int incourit the number of elements in the input buffer;

MPI_Datatype datatyggpe of elements in the input buffer;

void*outbuf output buffer with packed data (output parameter);

int outsizeé output buffer size (in bytes)

int*positio current position in the output buffer in bytes (input and output

parameter);

MPI_Comm conirthe communicator for which data is packed.

The MPI_Packunction packsncounelements of typéatatypénto the output
buffer outbufstarting at the specifieghositionAfter this operation, theositionpa-
rameter is incremented, defining the new current position in the output buffer.
The first time the function is called for a given output buftfieepositioparane-
ter should be set to 0. Aftehe last call to the function for a given output buffer,
the positiorparametemill be equal to the size of its filled part (in bytes). Care
must be taken to ensure that thesizeof the output buffer is large enough to
hold all the packed data @., that the final value of thpositiorparametedoes
not exceed theutsizevalue).

Note that when packing (and subsequently unpacking) you must specify the
communicator used to send the packed data.

When sending packed data, a special tyii¢ PACKD mug be specified
and the size is specified in bytes.

The MPI_Unpackunction unpacks the received message on the receiving
process side. Its parameters are:

void*inbuf input buffer (with packed data);

int insizé input buffer size (in bytes);

int*position current position in the input buffer in bytes (input and output

parameter);

void*outbuf buffer with unpacked data (output parameter);

int outcouiit the rumber ofelementsxtractedrom the input buffer;

MPI Datatype datatyipthe type of elements extracted from the input buffer;
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MP1_Comm coninthe communicatoused to receivéhe packednessage

Unpacking starts at the specifipdsitiorof the input buffer. After this ope
ation, the value athe positiopparameters incremented, defining the new current
position in the input buffer. The first tinPI_Unpadk calledfor a given input
buffer, the positiopparameteshould be set to 0.

There is also a functiorMPI_Pack_sizet incont, MPI_Datatype datatype,
MPI_Comm comm gizeXhat allows you to determine the memaiye(in bytes)
thatis sufficientto storeincounpacked data of typeastype It should be noted,
however, that the returned valszemay belarger than whatis actually e-
guired to store the specified number of packed data.

Tasks that allow you to get acquainted with all the capabilities described
above are collected in tiMP14Type group(seeSection 2.4). The first subgroup
of this group examines basic metls for defining newdataypes, the second
subgroup is devoted to sending packed data. The third subgroup presents more
complexexamples of defining newataypes, associated mainly with parts of
two-dimensional arrays (matrices); in these examples, iticphar, it is necs-
sary to additionally define types witimal empty spaced.et us consider the
first task from the third subgroup of tMPI14Type group

MPI14Typel4. Two sequences of integers are given in the masteepso
the sequencA of the size3K and the sequend¢of the sizeK, whereK is the
number of slave processes. Thengnts of sequences are numbered from 1.
SendNg elements of the sequengdo each slave process(R= 1, K2|, e,
starting with theAr and increasing the ordinal number byR2 R+ 2, R + 4,
e) . For eNsia egpd te 3then the process 2 should receive |the
elementsA,, A4, As. Output all received data in each slave process. Use one
call of theMPI_SendvPI_ProheandMPI_Recfunctions for sending numbers to
each slave process; tMPI_Recfunction should return an array that contains
only elements that should be output. To do this, define a new datatype that
contains a single integer and an additional empty sakelé) of a size that
is equal to the size of integeatdtype. Use the following data as parameters
for the MPI_Sendunction: the given arrayA with the appropriate displae
ment, the amountl; of sending elements, a new datatype. Use an integer a
ray of the sizeNgr and theMPI_INTatatype in theviPI_Recfunction. To cb-
termine the numbeéXi of received elements, use thi®1_Get_coufunction in
the slave processes.

Note. Use theMPI_Type_ create_resizguttion to define the hole size fon a
new datatype (this fuation should be applied to théP1_INTatatype). In the
MPI-1, the zeresize uppetound markeMPI_UBhould be used jointly wit
the MPI_Type_struietnction for this purpose (in MR2, the MPI_UBpseude
datatype is deprecated).

When you run the templkatprogram created for this task, a window will
appear on the screen with axampleof the initial data and an example of the

1”4

-
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correct results (Figl7). In order to reduce the size of the winddhe section
with the task formulation is hidden in it (toda& and then restore the section with
the formulation, simply press thB¢l] key).

@ Programming Taskbook [C++] ? X
ADDMIONAL WAYS OF DERIVED TvPE CREATION Results (F2) Color (F3) Mode (F4)
Task: MPlEType14® Student: Smith John

Acquaintance with the task; Exit (Esc)

input-output operations were not executed.
Input: O of 20 Output: 0 of 24 Tests: 1 of 5

Input data

Process @:
A: 15 27 79 59 55 13 49 67 48 65 84 24 59 43 15
M: 4 6 6 3 5

Example of right solution
Process 1: A: 15 79 55 49
Process 2: A: 27 59 13 67 65 24
Process 3: A: 79 55 49 48 84 59
Process 4: A: 59 13 67

Process 5: A: 55 49 48 84 59

Fig. 17. Acquaintanceunning of theMP14Typel4 task

In this task, it is necessary to send elements of akr&pm the master
process to thelaveprocessegyoing through "every other one" of thefhyou
do not create newlatdaypes, you willhave to either send "extra" data (which
will lead to an increase in the size of the messages being sent, as well as the
need to allocate additional memory in theei@ing processes or preliminarily,
before sending, copy the required elements into aiiay buffer (which will
require the allocation of additional memory in the seggrocess, as well as
additional actions in this process to copy the necessary data into the auxiliary
buffer).

In order to implement the transfer of the required dataniefcient man-
ner both on the sender and on thesreer side, an auxiliary datatype should be
defined, and only for the seing process. Using thidataype, we will be able to
form a message containing only the necessary elements of theAafay the
receiving process, a newatdype is not required, since the message received by
this process will not contain "extra" data.

At the first stage of the solution, we will deal with the input of the initial
data in themasterprocess. Since the sizes of tinial arrays depend on the
number of parallel processes, we will use dynamic memory allocation for them:

if (rank == 0)

{ int k = size - 1

int *a = new int[3 * K];
int *n = new int[k];
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for (inti=0;i<3*Kk; i++)
pt >> a[il;
for (inti=0;i<Kk; i++)
pt > n [i];
/[ Define anew datatype and send a message
delete [] a;
delete [] n;

}

After finishing working with the created dynamic arrays, we free th@-me
ory allocated for them using thielete] operaor.

When you launch a new version of the program, the taskbook window will
display the messad&orrect data input: all required data are input, no data
are output.

Now we will define the newlatdype (the correspondingtatementshould
be placed in th@osition marked with a comment). To illustrate the capabilities
of both the MP{1 andMPI-2 standards, we will describe twensionsof such a
definition.

In the firstversion,we will use only the means tiie MP}1 standard:

MPI_Datatype t;

intint_sz;

MPI_Type_size(MPI_INT, &int_sz);

int blocklens[] = {1, 1};

MPI1_Datatype oldtypes[] = {MPI_INT, MPI1_UB};

MPI1_Aint displs[] = {0, 2 * int_sz};

MPI1_Type_struct(2, blocklens, displs, oldtypes, &t);

First, we use th#MPI_Type_sifanctionto determine the sizef an element
of the integer typ&1PI_INTThen, using thé1Pl_Type_strdcnction, we create a
structure of two blocks (each of length 1), the first block containing a simgle i
teger and the second block containingvii_URlement(upper bound makk)
that can be used to specify theal empty space for the defined datatypRe-
call that the offsets for each block (specified in displs arrayarein bytesand
are counted from the beginning of the first block.

To check the correctness of the creatathtype, we will display its chara
teristics (size andxtenj in the debugection

if (rank == 0)

{ .

intt_ sz ;

MPI_Aint t_ext;

MPI_Type_size(t, &t_sz);
MPI_Type_extent(t, &t_ext);
Show("size =", t_sz);
Show("extent =", (int) t_ext);
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When running this version of the program, the asik window will look
like the one shown in Fig. 18. We see that élentof the created type i
deed twice the size of the base tyel_INTequal to 4 bytes). The sizes of the
new type and tMPI_INT typsoincide, since the created type contains a single
integer element.

¥1] programming Taskbook [C++] ? X
ADDTIONAL WAYS OF DERIVED TYPE CREATION Results (F2) Color (F3) Mode (F4)
Task: MPlEType14° Student: Smith John

Correct data input: Exit (Esc)

all required data are input, no data are output.

Input: 32 of 32 W Output: 0 of 37 Tesis: 1 of 5
] I
]
Input data

Process 0:
A: 39 54 54 91 39 15 14 17 21 86 30 80 11 72 25 18 95 93 4@ 52 34 53 82 92
Nz 7 6 6 3 4 7 2 2

Example of right solution

Process 1: A: 39 54 39 14 21 3@ 11
Process 2: A: 54 91 15 17 &6 80
Process 3: A: 54 39 14 21 3@ 11
Process 4: A: 91 15 17

Process 5: A: 39 14 21 38

Process 6: A: 15 17 86 80 72 1@ 93
Process 7: A: 14 21

Process 8: A: 17 86

@] 1> size = 4 extent = 8
®=

Fig. 18. Thetaskbook vindow with information about the created datatype

If we use the tools introduced in tMPI-2 standardthen we do not need
auxiliary arrays when defining a nelatdypet:

MPI_Datatype t;

int int_sz;

MPI_Type_size(MPIL_IN T, &int_sz);

MPI_Type_create_resized(MPI_INT, 0, 2 * int_sz, &t);

The characteristics of a type created usingMP& Type_create_resizeut-
tion will, of course, coincide with the corresponding characteristics of a type
created using thEIPI-1 standardsee Fig. 18)

To complete the program fragment corresponding torthstemprocess, we
only need to use the creatddtaype to send the required data to the slave
processes, having previously registered it usindgARke Type_comiiinictiorn

MPI_Type_comiit(&t);

for (inti=1;i<size; i++)

MPI_Send(&a[i - 1],n[i - 1], t i, 0, MPI_COMM_WORLD);

Note 3. If the MPI_Type_comifuinction had not been called in theogram

then when using thBIPICH2 or MS-MPI system, the followindVPI error
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message wodl have been displayed in the taskbook windd®&rror

MPI_ERR_TYPEDatatypehasnot beencommitted.

It remains to define the fragment corresponding tostheeprocesses by
adding theelsebranchto theif (rank== O)statement

else

{
MPI_Status s;

MPI_Probe(0, 0, MPI_COMM_WORLD, &s);
int n;
MPI1_Get_count(&s, MPI_INT, &n);
int *a = new int[n];
MPI_Recv(a, n, MPL_INT, 0, 0, MPI_COMM_WORLD, &s);
for (inti=0;i<n; i++)
pt << a[il;
delete[] a;

}

To determine theraount of data to receive, we use t¥el_Prob&unction,
then createa receiving buffer of the required size and filled itthve MP1_Recv
function

Note that when solving thigsk we, for the first time encounter a sitt
tion when the type of data beingent(t) does not match the type of data being
received (MPI_INT In addition, it should be emphasized that in 8lave
processes we did not use the raéatdype and at the same time we received e
actly the data that needed to be sent frormthstermprocess, and in the regei
ing buffer (unlike the sending buffer) the received data are loedtedut any
"holes.

When you run the final version of the program, a message will be displayed
stating that the task has besaived Here is the full text of theesulting solution
(without debug output)which uses the capabilities added tolfal-2 standard:

#include "pt4.h"

#include "mpi.h"

void Solve()

{
Task("MPI14Typel4");
int flag;
MPI_Initialized(&flag);
if (flag == 0)
return;
i nt rank, size;
MPI_Comm_size(MPI_COMM_WORLD, &size);
MPI1_Comm_rank(MPI_COMM_WORLD, &rank);
if (rank == 0)
{
int k = size - 1;
int *a = new Iint[3 * k];
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int *n = new int[k];
for (inti=0;1<3*Kk; i++)
pt >> ali;
for (inti=0;1<k; i++)
pt >> nli];
MPI_Datatype t;
int int_sz;
MPI_Type_size(MPI_INT, &int_sz);
MPI_Type_create_resized(MPI_INT, 0, 2 * int. sz, &t);
MPI_Type_commit(&t);

for (inti=1;i<size; i++)
MPI_Send(&a[i - 1], n[i - 1], t,1,0,
MPI_COMM_WORLD);
delete[] a;
delete[] n;
}
else
{
MPI_Status s;
MPI_Probe(0, 0, MPI_COMM_WORLD, &s);
int n;
MPI_Get_count(&s, MPI_INT, &n);
int *a = new int[n];
MPI_Recv(a, n, MPL_INT, 0, 0, MPI_COMM_WORLD, &s);
for (inti=0;1<n; I++)
pt << a[il;
delete[] a;
}

}

Instead of arrays (static oymlamic) inC++ programswe can usehe"vec-
tor" containerstd::vector<Tirom the StandardTemplateLibrary STL [2]. This
will allow us using additional capabilities for inpoutput related to thept
streamiterators (seeSection 3.1.2). Here is a sation tothe MPUTypel4task
in which vectors are used instead of arrays (added program fragmentg-are hi
hlighted in bold, and deleted fragments strékedout):

#include "pt4.h"

#include "mpi.h"

#include <vector>

#include <alg orithm>

void Solve()
{
Task("MPI4Typel4d");
int flag;
MPI_Initialized(&flag);
if (flag == 0)
return;

int rank, size;
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MPI_Comm_size(MPI_COMM_WORLD, &size);
MPI1_Comm_rank(MPI_COMM_WORLD, &rank);
if (rank == 0)
{
int k = size - 1;
1 *n — 1 * ,

std::vector<int> a(ptin_iterator<int>(3 *K),
ptin_iterator<int>()),

n(ptin_iterator<int>(1 * k), ptin_iterator<int>());
MPI_Datatype t;
intint_sz;
MPI1_Type_size(MPI_INT, &int_sz);
MPI_Type_create_resized(MPI_INT, 0, 2 * int_sz, &t);
MPI_Type_commit(&t);

for (inti=1;i<size; i++)
MPI_Send(&a[i - 1], n[i - 1], t, 1,0,
MPI_COMM_WORLD);
delete[} a;
delete[} n——
}
else
{
MPI_Status s;
MPI1_Probe(0, 0, MPI_COMM_WORLD, &s);
int n;
MPI_Get_count(&s, MPI_INT, &n);
std::vector<int> a(n);
MPI_Rec\&[0] , n, MPI_INT, 0, 0, MPI_COMM_WORI&3);
copy(a.begin(), a.end(), ptout_iterator<int>( ));
o e o Aoz s
delete[}a;
}

}

To be able to work with vectors, the standard heaedector-must be m-
cluded in the programin addition, we have included the headeaigorithm>
which allows the use &TL algorithmsin the program

When creating a vector, you can immediately fill it with the initial data by
specifying the iterator of the beginning and end of the input stream in ke co
structor. In our case, we use the input strganfior which theinput iterator
ptin_iterator<Ts-defined in the taskbookllowing you to organize the reading of



68 M. E. Abramyan. Parallel Programming Based on MPI 2.0

data of typeT. Constructorptin_iterators{intcount with one parametecount
creates an iterator for reading the required number of elements fromt the
stream the parameterless constructin_iterator<Tx()eates an iterator for the
end of the input stream. If the vector is intended toeséodata set received from
another process, then to create it, it is sufficient to use a constructor with-one p
rametey namely,the required vector size (we used this constructor option in the
elsebranch of the conditionatatement In this case, theector is filled with 2-

ro values of typé.

It is worth paying special attention to the fact that to create the vewater
specifiedthe expressioas the parameter of the first iteralork instead ofvari-
ablek This is explained by the fact thaktteclaration

std::vector<int> n(ptin_iterator<int>(k), ptin_iterator<int>());

is interpreted byC++ lexical analyzer as declaration of dunction prototypen
with two parameterdn order for this delarationto be interpreted in the way we
need (i.e, as a delarationof the vectom initialized with two iterators), it is
enough to represetite parameter of the first iteratasan expressionsince in
this casdhe resulting delarationcan no longer be interpreted as a functiam pr
totype:

std::vector  <int> n(ptin_iterator<int> (1L* k),

ptin_iterator<int>())

When passing a vector as a buffer for sending or receiving data, it & nece
sary to specifithe address of the initial element of the buffarparticular, in
theelsebranchwe had to changthe first parametea of the MPI_Reclunction to
&a[0). The required buffer address can also be specified usingathfinction
of thevector<Telass:a.data()

To output all elements of a vector, it is sufficient to usectipyalgorithm,
specifyirg the beginand enditerators of the beginning and end of the vector as
the first two parametersand theptout_iteratdteratorfor the output streamtas
the last parameter

If you use the loop by container elements, which appeared in the C++11
standard, you can organize the output of vector elenasritdlows

for (auto e : a)

pt << e;

Starting withthe taskbook versiod.22,to output all elements of a vector,
it Is enough to pass the vector name toptfstream

pt << a;

Using C++ template library (and the related means oftdsxbool, weare
able to describe the actions for input and output of data sets more brieftls. In a
dition, we did not need to perform special actions relatefile®ing memory
since the memory allocated for vectors is freed in their destructors, which are
called automatically.
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1.2.7. Creation of new communicators

Often, for efficient implementation of dateansfer, it is convenient to use
auxiliary communicators, which include not all processes of the parallel @applic
tion, but only the required part of thef@ groupof processes). Tasks for using
auxiliary communicators are collected fiour subgroups of ta MPI5SComm
group (see Section 2.5). It should be noted that the taskhkeoMPBEComm
group consider onlythe so-called intra-communicators associated with one
group of processes. MPI, it is possible to create another type of commarmic
tors, namely,inter-comnunicators which are associated not with one, but with
two groups of processeshe MPBInter task group(Section 2.8) is devoted to
interr-communicator. Mst of tasks of this grougan be executed only in the
MPICH2 and MSMPI systens thatsupport he MPI-2 standard.

New communicators can be created in three ways.

The simplest way to create a new communicatas to createa copyof an
existing communicator. The MPlICommdugMPlComm comm, MPI_Comm
*newcommfunction is intendedfor this purposewhich must be called in all
processes of the original communicatommThe new communicatarewcomm
includes the same group of processes and has the same additional characteristics
(in particular,somevirtual topology seeSection 1.2.8 as the original comm
nicator comm Messages sent using one of these communicators do not affect
messages sent using the other in any way; they are sent "over different cha
nels". Copies of the communicateiPl_COMM_WORAIR often created in add
tional parallel libraries and are used to send internal information between
processes that is necessary for the normal operation of themgek. The user
of the libraries does ndtave access to these copies and therefore cannet infl
ence the data transfer flmmmed using them.

Let us emphasize thatusualassignment of the form

MPI_Commmewcommnm= comm

does not create a copy of the communicatonmit only createsa copy of the
handleassociated with theamecommunicator.

To compare communicators, the ftioo MPlCommcompar@®IPl Comm
comni, MPI_Commomnmg, int *result is provided.When comparing differented
scriptors associated with the same communicator, this function returns the value
MPI_IDENin theresultvariable If different communicatorsontaining the same
set of processes are compared, and these processes are ordered in the same way,
then the valu&MPl_CONGRUEMTeturned (this is the valubatwill be returned
when comparing e original communicator and its copy created using the
MPI_Comm_dufunction). If two communicators contain theame sets of
processes, but the order of the processes in them is different, then the value
MPI_SIMILAR returned If communicatorscontain different sets of processes,
thenthe valueMPl_UNEQUAd returned
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The second way to create a new communicataequires a preliminary
definition of a newgroup of processes withian existingcommunicator. Having
sud agroupincludedin the original communicatarommit is possible to create
a new communicatomewcomnthat will contain only processes from theoup
The function MPlCommcreatéMPI Comm comm MPI_Groupgroup MPI_Comm
*newcom) is intended for this purposk must be called in all processes included
in the communicatocommfor those processes that are not included in tha-spec
fied group the valueMPI_COMM_NUWill be returned in th@ewcomrparameter
Note. In the MPI-2 standard, the capabilities of tiMPI_Comm_credtec-
tion were extended so that, when it is called once, it is possible to create
severalnew communicators associated wdlsjoint groups of processes
from the original communicator.oldo this, in the processes of each of
these groups, it is sufficient to call thPl_Comm_credtenction with the
groupparameter equal to ¢hrequiredgroup (theMPIl_Comm_credtaction
must still be called in all processes of the original communicaiwmy.
Note that the new capabilities of the¥|_Comm_cre&iction makeit close
to theMPI_Comm_sglinction (see below for a description of the thiy
to creak newcommunicators).

To work with process groups (objects of tyyd@!_Groypthe MPI library
provides many different functions, as well as two constam®s: GROUP_EMPTY
(corresponds$o anemptygroup i. e.agroup thatloesnot contain processeand
MPI_GROUP_NUkLvalle used to indicate an erroneous group)

To create a groupf all processes of the communicatmmmthe function
MPI CommgrougMPI ComntommMPI Groupgroupis provided

For groups, as well as for communicators, there are fanectihat allow
you to determine thsizeof the group, ie. the number of processes included in
it (the functionMPI GroupsizéMPI Groumroupint*sizg), as well as theank of the
current (. e, calling this function) process the spedied group the function
MPI1 GrouprankMPI Groupgroupint*ranB). If the current process is not in theesp
cified group, therthevalueMPIl_UNDEFINEDreturnedn therankparameter

There isalso the function MPI_Group_translate_r@mRs Grougroufi, intn, int
*rankgq, MPI_Grougroug, int*rank®), which allowsus to determine the ranks of
processes igroup2f their ranks ingrouplare known In this casethe known
ranks of processes grouf are speidied in therank4 array (of sizen), and the
ranks of the same processegioupzarereturned in theankg arrayof the same
size (he output parameter). Bomeof the processes in the first group @ m-
cluded in the second group, then the corresponding element @ihit&arrays
assigned thgalueMPI_UNDEFINED

Groups, like communicators, can be compared. The function
MR_Groupcompar@IPl Groupgroug, MPI_Grougroug, int *result returns one of
three values in theesulivariable:
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MPI_IDENT two groups contain identical sets of processeslthese sets

are ordered identically;

MPI_SIMILARtwoO groups contain the same setpuodcessedyut the order

of the processes in them is different;

MPI_UNEQUALtwo groups contain different sets of processes

Given a groupyou can create a new group containing calgart of the
processes of the original group. Fdrist purpose, theMPIGroupincl and
MPIGroupexcl functions are intended with the same set of parameters:
(MP1 Grougroupintn, int*ranksMP1_Groufmewgroup

When using theMPI_Group_inflinction the new group includes those
processes of the original group whose ranks are specified in theramkagf
size n; therefore, the new group will contaimprocesses. The order of the
processes in the new group corresponds to the order of the ranks mathe a
ranksthus, a process of the new group of ramk 0, € , ni 1, will coincide with
a process of rankank§] of the original group (the arrasankscannot contain
identical elements). If the parameters 0, then anempty group equal to the
consantMPI_GROUP_EMHA3Yeturned

When using theMPI_Group_extiinction, the newgroup includes those
processes of the original group whose raarksiot specifiedn theranksarrayof
sizen; therefore the new group will contain fewer processes thahd original
group. The order of the processes in the new group corresponds to the order of
the processes in the original group; the order of the elements rarniksarray
does not matter, it is only required tllaé ranksarraydoes not contain identica
elements. If the parametais O, then a group equal to the original groupeis r
turned.

There are \ersionsof the functionsMPI_Group_ingahd MPI_Group_extlat
are convenient to use if the rankstbé included (or, respectively, excluded)
processes form regular ranges. Theseversions have the names
MPI_Group_range_ianld MPI_Group_range_eand the sameset of parameters
(MPIGroupgroupintn, intrangef][3],MPIGroup'newgrogp The rangegparameteis
an array of sizen, and its elements atteiples, that is,arrays of three integers.
Each suchatriple defines aangeof ranks of the fornffirst, last, step, which
includes ranks fronthefirst up to and includinghe last with the stepstep(step
cannotbe zero, but can be negative; in this céisgt, must be greater thdast).
"Degenerate” ranges are allowed, consisting of one process oRrandé de-
fined by a triple of the formR, R, 1). For theMPI_Group_range_iineiction, the
rangesarray defineghe ranks of processes from the graupupincluded in the
groupnewgroufin the specified ordergndfor the MPI_Group_range_duaiction,
therangesarray defineghe ranksof processes excluddmbm the groupgroupto
obtainthe groupnewgroupThe rangesn therangesarray muste pairwise -
joint.
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Given twooriginal groupsgroup and grou@, one canapply one ofthe set
operationsto them union, intersectiondifference resultingin a new goup new-
group For this purposethe functionsMPI_Group_unjoMPI_Group_intersegtion
MPI_Group_differerar@ provided,with the same set of parameter®Pl_Group
groufi, MPI_Grougroug@, MPI Groupgnewgroup

The unionconsists of all processes of the first group (taken in the same o
der) supplemented by those processes of the second group (in the same order)
that are not in the first groupphe intersectiorconsists of those processes of the
first group (taken in the same order) that are in the second grbaifference
consists of those processes of the first group (taken in the same order) that are
notin the second group. The intersection and difference operations may result in
an empty group in this case the newgroupparameter returns the value
MPI_GROUP_EMPTYe union and intersection operations are not commutative,
since swapping the original groupmgy change therder of the processes in the
new group.

Groups &ad communicators created in the program can be destroyed
by freeing the descriptors associated with them. The functions
MPI1 GroupfredMPI1Group *group and MPICommfre¢MPIComm*comn are n-
tended for this prpose As a result of executing these functionise value
MPIGROUPNULL is returned in the group parameter, andthe value
MP]COMMNULLs returnedn thecomnparameter

The third way to create a new commumator is associated with the
MPI_Comm_sgdiitnction, which splits the origal communicator into a set of
communicators with pairwise disjoint process groups. We deithonstrate the
use of this function using the examplesofving oneofthe tasks inclded in the
first subgroup of thMPI5Comm group(see Section 2.5.1). The tasks from the
next two subgroups, associated with virtual topologies, are discussea-in Se
tions1.2.8 and 1.2.9.

MPI5Comma3. Three integers are givan each process whose rank is a
multiple of 3 (including the master process). Using M&_Comm_sHiitnc-
tion, create a new communicator that contains all processes with ranks that
are a multiple of 3. Send all given numberghe master process using®
collective operation with the created communicator. Output received integers
in the master process in ascending order of ranks of sending processes (i
cluding integers received from the master process).

Note. When calling theMPI_Comm_sgiitnction in processes that are not
required to include in the new communicator, one should specify the constant
MPI_UNDEFINEB the color parameter.

Here isthe taskbookvindow that was displayed on the screen during the
acquaintanceunningof the prograntemplatefor this task (Fig. 19).
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EProgramming Taskbook [C++] ? X
CREATION OF NEW COMMUNICATORS Results (F2) Color (F3) Mode (F4)
Task: MPISComm3* Student: Smith John

Acquaintance with the task; Exit (Esc)

input-output operations were not executed.
Input: 0 of 9 Qutput: 0 of 9 Tests: 10f 5

Three integers are given in each process whose rank is a multiple of 3
(including the master process). Using the MPI_Comm_split function,
create a new communicator that contains all processes with ranks that are
a multiple of 3. Send all given numbers to master process using one collective
operation with the created communicator. Output received integers
in the master process in ascending order of ranks of sending processes
(including integers received from the master process).

Note. When calling the MPI_Comm_split function in processes that
are not required to include in the new communicator, one should specify
the constant MPI_UNDEFINED as the color parameter.

Input data
Process @: 62 86 20
Process 3: 43 84 63
Process 6: 32 27 95

Example of right solution
Process @:
62 86 20 43 84 63 32 27 95

Fig. 19. Acquaintanceunning of the MPBComn® task

Note that the console window displayed text indicating that eight processes
were running in the parallel program:

C \ PT4Work>"C:\ Program Files \ Microsoft M PI\ bin \ mpiexec.exe"

-n 8 "C:\ PT4WorK ptprj.exe"

Thus, we need to organize interaction only betwsameof the existing
processes. Of course, we can Ml functionsthat provide data exchange-b
tween two processes (as in the solution to2Serd1l taskgiven in Se-
tion 1.2.2), but a more efficienwvay would be with a suitable collective data
transfer operation. However, collective operations are performedalfor
processes included in a certain communicator, so the program must first create a
communicator that includes only processes whose rank is divisible by 3. This
can be done in various ways; we will use kel Commsplitftunction mentioned
in the task formulation.

The function MPI_Comm_s@iPl_Comncomm int coloy int key MPI_Comm
*newcomjnsplits the set of processes included in the communicatominto
separate communicators. This function must be catleadl processes included
in thecommunicatocomm

As a result of executing this function, each procesthe@fcommunicator
commreceivesone new communicatonewcomrfrom the created set, which-i
cludes this process. A situation is apgzssiblewhen some processes will not be
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included in any of the created communicators; for such procdgbgefjnction
MPI_@mm_splieturns an "emptytommunicatoMPI_COMM_NULL

The MPI_Comm_split functises thecolorparameterto split processes into
new groupsAll processes that specify the sarmworparameter when calling
MPI_Comm_smite included inthe samenew @mmunicator Any color must be
specified as a nenegative number. There is also an "undefined color"
MPI_UNDEFINEDmust be specified for processes that showithbe included in
any of the new communicators.

The second characteristic used in kMi@_©Gmm_splfunctionwhen creating
a new set of communicators is they parameterlt determines the order in
which the processes will be located in each of the new communicators: the
processes in each communicator are ordered by their keys (if some psocess
have the same keys, their order is determined by the MPI envirorina¢obn-
trols the parallel program). To preserve the original order of the processes in
each of the newly created communicators, it is suffidiergpecify the rank of
this process ithe original communicator as tkeyparameter for each process.

The ability of he MPI_Comm_sdiitnction to use théiPI_UNDEFINEDN-
stantallows new communicators to be created for ostyneof the existing
processesBecause of the importance of tlieature it is mentioned in th@ote
for this task

Taking into account the features of t@&1_Comm_spglinction, we canuse
it to create a communicator that inclsaaly processes of rank multiple &f

MPI_Comm comm;

int color=rank% 3==07?0 : MPI_UNDEFINED;

MPI_Comm_splittMPI_COMM_WORLD, color, rank, &comm);

if (comm == MPI_COMM_NULL)

return ;

You can run this version of the program to make sureythatlid not make
any mistakes when creating a new communicator (the taskbook will stildeonsi
er the program launch aequaintance onesince no input or output of data is
performed in it).

The last conditionastatemenensures immediate exit from the process if
the communicatoMPl_COMM _NUisLassociated with.ifOf coursein our case
the ext condition could analyze the remainder of dividiremkby 3, but the
checkingthe communicatomMPI_COMM_NUkLmoreuniversal.

In all other processes, remains to input three integers, send all the input
numbers to thenasterprocess using the colli@ge functionMPI_Gatheand ou-
put the resulting numbers. To input iigen numbers in each process, you can
use an arragataof three elements. The size of the résgl arrayres which will
be obtained in thenasterprocess, depels on the number of processes in the p
rallel applicationWhen discussing thilP13Coll23 task we noted that in such a
situation you can use either a static array of a sufficiently large size, orm-dyna
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ic array (or avectorstd::vector<Y>the size of Wwich will be determined after the
number of processes becomes knowm.Section 1.2.5, when solving the
MPI3Coll23 task, we used a static array. When solvingMiR#4Typel4 task,
we used dynamic arrays, as well as their alternative from the stantiarieG-
plate library std::vector<Teectors In this program we will once again use the
STL library tools describing the original and resulting data gdtsaandreg as
vectors and using stream iterapofor their input and otput

MPI_Comm_size(comm, &size);

std::vector<int> res(3 * size),

data(ptin_iterator<int>(3), ptin_iterator<int>());
MPI_Gather(&data[0], 3, MPI_INT, &res[0], 3, MPL_INT,

0, comm);
if (rank == 0)

copy(res.begin() ,res.end() , ptout_iterator<int>());

Let us reall that if you use vectors and algorithms from the STL library in
your programyou needto include thestandard headers/ector-and <algorithm>
to it.

To find thetotal number of elements received, we first determined the
number of processes in the created communicatiomm (using the
MPI Commsize function), writing this number to theaizevariable Since each
process of the communicatoommsends three elements the masterprocess,
the size of the vectoesis assumed to be equal3odsize

Then theMPI_Gathdunction is calledseeSection 1.2.4). Recall than the
MPI_Gathdunction the fifth parameters not the size of theesbuffer, but the
number & elements received fromeachprocess. Note also that thwPI_Gather
function receives data frormall processes of theommcommunicatoyincluding
therootprocess that is theaeiverof all data. When specifying theat process,
we took into account thahe process ofank 0 in theMPl_COMM_WOR¢t@N-
municatoris also thegrocessof rank 0in thecomncommunicator

After running the resulting program, we will receive a message that the task
has beesolved Here is the full text of the resulting solution

#include "pt4.h"

#include "mpi.h"

#include <vector>

#include <algorithm>
void Solve()
{
Task("MPI5Comm3");
int flag;
MPI_Initialized(&flag);
if (flag == 0)
return;
int rank, size;
MPI_Comm_size(MPI_COMM_WORLD, &size);
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MPI_Comm_rank(MPI_COMM_WORLD, &rank);
MPI_Comm comm;
intcolor=rank % 3==07?0 : MPI_UNDEFINED;
MPI_Comm_splittMPI_COMM_WORLD, color, rank, &comm);
if (comm == MPI_COMM_NULL)

return;
MPI_Comm_size(comm, &size);
std::vecto  r<int> res(3 * size),

data(ptin_iterator<int>(3), ptin_iterator<int>());
MPI_Gather(&data[0], 3, MPI_INT, &res[0], 3, MPI_INT,

0, comm);
if (rank == 0)

copy(res.begin(), res.end(), ptout_iterator<int>());

}

1.2.8. Cartesian topology

When executing a parallel prograsgach process can exchange data with
any other process via the standard communiddeir COMM_WORIDt is ne-
cessary taisesomepart of the existingorocesses for organizing interactiog-b
tween them (for example, rfacollective data exchange within only this part of
the processes), then it is necessary to define a new communicator fer the r
quired processes (s&ection 1.2.7). However, in a number of situations itas d
sirable not only tousethe required part of th processes (and/or arrange the
processes in a different order), but also to establish additional conneations b
tween them. For these purposes, M@l library provides tools that allow you to
definea virtual topology

A virtual topology defines a struation a set of processes that allows these
processes to be ordered in a more complex way thasuialcommunicators (in
which processes are ordered linearly). There are two types of virtual topology:
Cartesian topology and graph topology. In the cas€avfesian topologyall
processes are interpreted as noddssome n-dimensional grid of size
ki3 k,3¢é 3 k, (if n=2, then the processes can be considered as elements of
arectangular matrixof sizek; 3 ky). In the case ofjraph topology processes
are nterpreted awerticesof some graph; in this case, connections between
processes are defined by specifying a setdgfesfor this graph. In théviPI-2
standard, a special type of graph topology was aduaely,the distributed
graph topology

Information about the virtual topology isonnectedwvith the communia-
tor. To check the presence of a virtual topolégythe comncommunicatorone
can usehe functionMPI TopotesfMPI Comncommint*statuy which returns the
detected toplogy type in the output parametsatus The statusparameteican
take the following values:

MPICART the Cartesian topology is associated with the communicator

MPIGRAPH the graph topology is associated with theneunicator;
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MPIDISTGRAPH the distributed graph topology is associated with the
communicator (this constant appeared inNi#d-2 standard);
MPI1UNDEFINEDNO virtual topology is associated with the comnoator.
In this sectionwe will consider the functions dhe MPllibrary related to
the Cartesian topologyhey can be divided into four groups:
9 creation of Cartesian topology for some communicator(the
MPI_Cart_credtenction as wellasthe helper funtion MPI_Dims_cregte

1 characterization of the existing Cartesian topol@tye MPI1_Cartdim_get
MPI_Cart_ge¥iPl_Cart_ranPI_Cart_coorfisctions;

1 splitting the original Cartesiagrid into subgridsof lower dimension
(the MPI Cartsubfunction);

9 finding the ranks ofsendersand receivers wheshifting data along

some coordinate of the Cartesian dttte MPI_Cartshiftfunction).

Some of these functions (MPI_Cart_creatdMPl_Cart_coord#1Pl_Cart_rank
MPI_Cart_sutwill be consideredvhen discusag the MPI5Comm17 task, and
the resffunctions will bedescribd at the end of theection, after completing the
discussion othe task

MPI5Comm17. The number of processé&sis a multiple of 3:K = 3N,
N> 1. A sequencef N integers is gien in the processes N, and 2. Define
a Cartesian topol og¥)gMdoUsingaheMPl Gant ulc e s s
function, split this grid into three orgimensional subgrids (namelyows)
such that the processesN),and 2 were the master processes in these rows.
Send one given integer from the master process of each row to each process
of the same row using one callre operation. Output the received integer in
each process (including the processds, @nd ).

When yourun the prograntemplatefor this task, the taskbook window will
look similar to that shown in Fig. 20.

This examplecorresponds to cas¢=4: there are 12 processes that should
be interpreted as elements of & & matrix. In this case, in the processest
are the initial elements of the rows (in other words, in the processes included in
the first column of the matrix), four numbers are given, each of which must be
sent to the corresponding processhaf same rovef the matrix.

The first sagein solving thetaskis to determine the required Cartesian t
pology. For this purpose, thelPI_Cart_credtanctionis provided which has the
following parameters:

MPI_Comrmlccommi the original communicator for whose processes the

Cartesian topology is defined (in our cas4Pl_COMM_WORLD

int ndim$ the number of dimensions of the created Cartegrah(in our

case?2),

int*dimsi an integer array, each element of which defines the sitleeof

correspondinglimension (in our casehé array must consist of two
elements with value3andsize/ 3);

es
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int*period$ an integer array of flags that determihe periodicityof each
dimension(in our case, it is sufficient to use an array of two zero
elements);

int reorder an integer flaghat determines whether the MPI environment
can automatically change the order of proes@s our case, we need
to set this parameter to 0);

MPI_Comrtcartcomrin the resulting communicator with Cartesian topology
(output parameter).

gl Programming Taskbook [C++] ? X
VIRTUAL TOPOLOGES Results (F2) Color (F3) Mode (F4)
Task: MPISComm17* Student: Smith John

Acquaintance with the task;

; . Exit (Esc
input-output operations were not executed. (E=c)

Input: 0 of 12 QOutput: 0 of 12 Tests: 10f 5
I

The number of processes K is a multiple of 3: K = 3N, N > 1. A sequence
of N integers is given in the processes 8, N, and 2N. Define a Cartesian
topology for all processes as a (3 x N) grid. Using the MPI_Cart_sub
function, split this grid into three one-dimensional subgrids (namely, rows)
such that the processes @, N, and 2N were the master processes in these rows.
Send one given integer from the master process of each row to each process
of the same row using one collective operation. Output the received integer
in each process (including the processes @, N, and 2N).

Input data
Process @: 88 42 43 71
Process 4: A9 88 10 39
Process 8: B2 66 78 78

Example of right solution
Process @: 80 Process 1: 42 Process 2: 43 Process 3: 71
Process 4: 49 Process 5: B8 Process 6: 18 Process 7: 39
Process 8: 82 Process 9: 66 Process 1@: 78 Process 11: 78

Fig. 20. Acquaintanceunning of the MP15Commnil7 task

It is convenient to use periodicity for some dimension of the Cartesian grid,
for example, when performingyclic data transfebetween processedong this
dimension(see the description tfhie MP1_Cart_shittnction at the end of this ce
tion); in this case, the corresponding element inpth@ddlag array must be set
to something other than O.

Automatic processreorderingwhen creation ofthe Cartesian topologyl-a
lows taking into accourthe physical configuration of the computer system on
which the parallel program is executed, and thereby increasing the efficiency of
its execution. However, itearningprograms executed under the control of the
PT for MPI2 taskbookthe order of pro@ses in the generated Cartesian kopo
ogies must remain unchanged, so processiezingshould be disabled.
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Here is a program fragment that defines the Cartesian topology and co
nects it to the new communicatoomm(this fragment should be placed at the
end of theSolvefunction):

MPI_Comm comm;

int dims[] = {3, size / 3},

periods[] = {0, 0};

MPI_Cart_create(MPI_COMM_WORLD2, dims, periods, 0, &comm);

The communicatocomncreated as a result of executing thel_Cart_create
function contairs the same pressegand in the same ordeas the original
communicatoMPl_COMM_WORIHDwever, these communicators different
the data transfer operations performed using the communicatdarsand
MPI_COMM_WOR&AI@ performed independently and do not affechexdber. In
addition, thecommcommunicator is associated with a virtual topology, while the
MPI_COMM_WORtd@nmunicator does not have any virtual topology.

Due to the presence of Cartesian topology, each process of the coamunic
tor commis associated nainly with an ordinal numbdithe rankof the process),
but also with a set of integers definitige coordinate®sf this process in the co
responding Cartesian grid. The coordinates, like the rank, are numbered from 0.

The coordinates of a process in a €sidn topology can be determined by
its rank using theviPl_Cart_coo(t#PI_Comm comm, int rank, int maxdirosolids)
function, and theMPI_Cart_rafPI_Comm comm,*gdords, intrank)function al-
lows you to solve the inverse problem. Note that inM#_Cart_coortisnction,
you must specify an additkal parametemaxdimsthe size of the output array
coords

To solveour task, we do not need to use kel _Cart_coorfisnction, but in
some cases (iparticular, when debugging parallel programs), it may be useful.
Therefore, we will give an example of its use, displaying the coordinates of all
processes included in the Cartesian grid in the debug section of the taskbook
window. To do this, we will sugp the Solvefunction with the following state-
ments

int coords [2];

MPI1_Cart _coords (comm rank, 2, coords);

Show coords [0]);

Show coords [1]);

When you launch thenodified program, the taskbook window will look
like that shown in Fig. 21.

Recall that the fst number in each line of the debug section (before the "|"
symbol) denotes the rank of the process that output the data specified in that
line. The second number (followed by the ">" symbol) denotesrtthernumber
of the output line for that process bur case, each process ougparie line
containing two numbers: its coordinates in the Cartesian topology.
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gl Programming Taskbook [C++] ? X
VIRTUAL TOPOLOGIEES Results (F2) Color (F3) Mode (F4)
Task: MPISComm17* Student: Smith John

Acquaintance with the task; Exit (Esc)

input-output operations were not executed.

Input: 0 of 12 QOutput: 0 of 12 Tests: 1 0f 5
L

The number of processes K is a multiple of 3: K = 3N, N » 1. A sequence
of N integers is given in the processes @, N, and 2N. Define a Cartesian
topology for all processes as a (3 x N) grid. Using the MPI_Cart_sub
function, split this grid into three one-dimensional subgrids (namely, rows)
such that the processes @, N, and 2N were the master processes in these rows.
Send one given integer from the master process of each row to each process
of the same row using one collective operation. Output the received integer
in each process (including the processes @, M, and 2N).

Input data
Process @: 59 77 72 57
Process 4: 41 55 81 64
Process 8: 65 50 46 51

Example of right solution
Process ©@: 59 Process 1: 77 Process 2: 72 Process 3: 57
Process 4: 41 Process 5: 55 Process ©6: 21 Process 7: 64
Process 8: 65 Process 9: 58 Process 1@: 46 Process 11: 51

o] 1> o0 @
1] 1> 81
2] 1> 82
3] 1> 083
4] 1> 10
50 1> 11
6] 1> 12
71 1> 13
gl 1> 20
9] 1> 21
1] 1> 22
11 1> 2 3

.5123455?8‘31911
Fig. 21. Output of Cartesian coordinates of processes in the debug section

We see that the process of rank 0 has cooekn@, 0), ie. it is the first
element of the first row of the matrix, and the process of rank 11 has coordinates
(2, 3), i.e. it is the lastthe fourth) element of the lasthe third) row. In add
tion, in this case, the first row of the matrix ind&s processes of ranks 0, 1, 2,

3, and the first column includes processes of ranks 0, 4, and 8.

Let us return to outask To solve it, we must first split the resulting matrix
of processes into separate rows, associating a new communicator with each row.
After that, we must perform the collective operatidP|_Scattegisee Section
1.2.4) for all processes included in one rfmwsending fragments of the data set
from one process to all processes included in the communicator.

Splitting a Cartesiagrid into a set of sufirids of lower dimension (in pa
ticular, splitting a matrix into a set of rows or columns) and associating a new
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communicator with each resulting sulal is performed using the function
MPI1_Cart_s(MPI_Comm comm?iahain_dims, MPI_Cormewcomm)

Its first parametecommshould be the original communicator with Gart
sian topology, and the second paramedarain_dinshould be an array of flags
if the corresponding dimension shoukmainin each sugrid, then anon-zero
flag is indicated in its place in the arrandif the originalgrid is split along this
dimension (and, consequently, this dimensidisappearsin the resulting sor
grids), then the value of the flag associated with this dimension must be zero.

MPI Cart_suliunction must be called in all processes of the originah-co
municatorcommAs a result of itscall, a setof new communicators is created,
each of which is connected to one of the obtainegrsds(all created commn
nicators are automatically gplied with a Cartesian topology). However, this
function returns (as the third, output parametavcomponly one of the created
communicatorsnamely,the communicatothat includes the process that called
this function. Note that th#PI_Comm_sglitnction, considered in the previous
section behaves in a similar way

To split the original process matrix into a sétrows you need to specify
an array oftwo integer elements as the second parameter ofMtieCart_sub
function the firstelement musbe equal to 0, and the secoetement must be
nonzero (for example, equal to 1). In this case, all matrix elements with the
same valuef thefirst (deleted) coordinate will be combined in a new camm
nicator (letusnameit comm_syb

The first process adach row (the one that, according to téskconditions,
must send its data to all other processes of the same rewa)rhak of O in the
comm_subommunicatarTo determine the rank, use thi®l_Comm_rafuknction.
After that, if the rank is O, you nddo read the original data and send one data
element to each process of the same communicator usingviPheScatter
function At the end, it remains to output the element received by each process.

Here is the final part of the solution

MPI_Comntomm_sub

int remain_dims[] = {0, 1};

MPI_Cart_sub(comm, remain_dims, &comm_sub);

MPI1_Comm_size(comm_sub, &size);

MPI1_Comm_rank(comm_sub, &rank);

int b, *a = new int[size];

if (rank == 0)
for (inti=0; i< size; i++)
pt >> ali];
MP_Scatter (a, 1, MPI_INT, &b, 1, MPI_INT, O, comm_sub);
pt << b;
delete [] a;

Having launched the new version of the program, we will receivesa me
sage that the task has bessriived There is no need to remove the fragment that
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provides debugutput of process coordinates, since the output of debug data
does not affect the verification of the correctness of the solution.
Here is theihal text of the solution (without debumutputof coordinates):

void Solve()
{
Task("MPI5Comm17");
int flag;
MPI_Initialized(&flag);
if (flag == 0)
return;
int rank, size;
MPI_Comm_size(MPI_COMM_WORLD, &size);
MPI_Comm_rank(MPI_COMM_WORLD, &rank);
MPI_Comm comm;
int dims[] = {3, size / 3},
periods[] = {0, 0};
MPI_Cart_create(MPI _COMM_WORLD, 2, dims, periods, 0, &comm);
MPI1_Comm comm_sub;
int remain_dims[] = {0, 1};
MPI_Cart_sub(comm, remain_dims, &comm_sub);
MPI_Comm_size(comm_sub, &size);
MPI_Comm_rank(comm_sub, &rank);
int b, *a = new int[size];

if ( rank == 0)
for (inti=0; i< size; i++)
pt >> a[il;
MPI_Scatter(a, 1, MPIL_INT, &b, 1, MPIL_INT, 0, comm_sub);
pt << b;
delete[] a;

}

Note. A common error associated with the use of M _Cart_sudbinction

is the incorrect specification of its second parameterethain_dinfiag a-

ray. If, for example, we swap the elements with values 0 and 1 irethe
main_dimarray in the given programthen when the program is run, the
taskbookwindow will display error messages similar to those shown in
Fig. 22.

Let us analyze these messages. Due to an incorrect flag array specification,
the MPI_Cart_subinction split the original matrix intacolumnsinstead of

rows as a result, 4 new communicatarecreatedeach of which contains

3 processes included in the same column of the matrix. In this case, the
process that is the first in the column is considered to be a process of rank 0
for the corresponding communicator. Therefore, the condition in thé last
staementof our progranwill be true for processes 0, 1, 2, and 3, and it is
for them that the input operators of tiigendata will be executed.
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BT| Programming Taskbook [C++] ? X
VIRTUAL TOPOLOGIES Results (F2) Color (F3) Mode (F4) |
Task: MPISComm17® Student. Smith John

Some required data are not input. Exit (Esc)
The error has occured in the processes 4, 8.

lla

Input: 3of12 W Qutput: 9 of 12 Tests: 1of 5
I | —
The number of processes K is a multiple of 3: K = 3N, N > 1. A sequence
of N integers is given in the processes @, N, and 2N. Define a Cartesian
topology for all processes as a (3 x N) grid. Using the MPI_Cart_sub
function, split this grid into three one-dimensional subgrids (namely, rows)
such that the processes @, N, and 2N were the master processes in these rows.
Send one given integer from the master process of each row to each process
of the same row using one collective operation. Output the received integer
in each process (including the processes @, N, and 2N).
Input data
Process @8: 42 83 63 40
Process 4: 36 18 88 31
Process 8: 37 74 96 46

Results obtained

Process @: 42 Process 1: Process 2: Process 3:
Process 4: 82 Process 5 (4} Process 6: @ Process 7: @
Process 8: 63 Process 9: @ Process 10: @ Process 11: @

Example of right solution
Process @: 42 Process 1: 832 Process 2: 63 Process 3: 48
Process 4: 36 Process - 18 Process 6: 88 Process 7: 31
Process 8: 37 Process 9: 74 Process 10: 96 Process 11: 46

(%]

1> !If there are errors in the slave processes,
2> ! then the solution for the master process is not checked.
1> !An attempt to input superfluous data.
1> !An attempt to input superfluous data.
1> !An attempt to input superfluous data.
1> !Some required data are not input. |
2> | The program has input @ data item(s) (of 4).
1> !Some required data are not input.
2> | The program has input @ data item(s) (of 4).
123 48

Fig. 22. Taskbook window when thdP15Commil7 task is executed incorrectly

However, in processes 1, 2, and 3, the initial data are not provideek ther
fore, when executing the program, the error mes$Ageattempt to input
superfluous datais dsplayed fo these processe®©n the other hand,
processes 4 and 8 (which are the initial processes in the second and third
rows of the matrix) have a narero rank in the new communicators, and
therefore no data input is performed for them, which is notetie error
message for these process&dome required data are not inpdihe po-

gram hasinput O data item(s)df 4)". Note also that process 0 sent its in

tial data not to the processes in the first row of the matrix (as reduwred

the task, but tothe processes in the firsblumn. Since processes 1, 2,
and3 did not have any initial data, zeros were sent to the other processes in
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the corresponding columns. Note that the received zeros were not output in
processes 1, 2, and 3, since thskbookhad previously detected an input
error in each of these processes and therefore blocked all subsequent input
output operations for these processes.
Thus, the information provided in the taskbook window is sufficient to
identify the cause of the error and keathe necessary corrections to the
program.
Having completed the discussion thie MPI5Comnil7 task we now de-
scribe those functions associated with the Cartesian topology that werwe not r
quired in its solution.

When defining a Cartesian topology using khel_Cart_credienction, two
main characteristics must be specifidte Cartesiatopologysize(the number
of dimensionsndim$ andthe numberof nodes(i. e. processes) in each dime
sion an array of integerdimsofsizendins. TheMPI library provides an auxiliary
functionMPI_Dims_cre@mennodeintndimsint*dim$, which allowsusto determine
the optimal number of nodes in each dimension of the Cartgsaif the total
number of nodesnodesand the number of dimsionsndimsare known The
found number of nodes is returned in tiasarray

The elements of théimsarraythatneed to findmust havezeroinitial val-
ues; the initialpositivevalues of the elements of thiémsarrayare considered
fixed anddo not clange The values of the elements of thimsarray determined
by the functionare alwayssorted in norascending ordeland are chosens
close to each other as possilfter example, from the optior{§, 1}and{3, 2}the
option{3, 2will be chose. In the case of negative initial values or the imposs
bility of choosing at least one option of the required Cartegiih an error o-
curs (recall that in this cas¢he function returns a value different from
MPI_SUCCE}S

Here are some examples (theialitvalues of the parameters are indicated
to the left of the ==> arrowgndthe resulting contents of thiémsarray are ind
cated to the right

nnodes = 6, ndims = 2, dims = {0, 0} ==>dims = {3, 2}

nnodes = 7, ndims = 2, dims = {0, 0} ==>dims = {7, 1}

nnodes = 6, ndims = 3, dims = {0, 0, 0} ==> dims = {3, 2, 1}

nnodes = 6, ndims = 3, dims ={0, 3, 0} ==>dims = {2, 3, 1}

nnodes = 7, ndims = 3, dims = {0, 3, 0} ==> error

Functions  MPI_Cartdim_@4Pl Comm comm int *ndimy and
MPI_Cart_d®tPl_Commeommintmaxdimsnt*dimsint*periodsint*coordsallow usto
obtain the characteristics of the Cartesian grid for an existing communicator
comnwith Cartesian topology. The first of themturns thesize of the Cartesian
grid in thendimsparameterThe second function contains three output param
ters:
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dimsi array with the number of processes along each dimension of the Ca

tesian grid;

periods array of flags that define the periodicity of eatimenson (a di-

mensionis periodic if the corresponding flag is not equal to 0);

coord$ array of Cartesian coordinates of the current process.

All these parameters are integer arrays of siaredims

We still have one more useful feature provided by the Gartdspology
to describefinding the ranks of the source and destination processes forithe cu
rent process whesendingdata along a specified coordinatee(i. when pe-
forming data shifting). This feature is provided by thdPl_Cart_shifiinction
which has the following parameters:

MPI_Comm conincommunicator with Cartesian topology;

int direction the index of the Cartesian coordinate along which the shift is

performed ndexingstarts from 0);

int disp shift step along theelected coordinate;

int*rank_sourderank of the source process (output parameter);

int*rank_degt rank of the destination process (output parameter).

The returned data will correspond docyclic shift if the coordinate along
which the shift is perfioned isperiodic (this means that when defining the
communicatorcomm a nonzero element corresponding to this coordinate was
specified in theperiodsarray). Due to the dispparameter, the shift can berpe
formed with any step, including negative (in ttese of a negative step, the shift
is performed in thélecreasing directionf the given coordinate).

If the shift is not cyclicjt is possible thathe current process does not have
a source process and/or a destination process. For example, wheqg shiftia
step 1, processes withshift coordinate O do not have a source, and whek shif
ing with a stef 1, these processes do not have a destination. In such a situation,
the corresponding output parameter takes the WRIeEPROC_NULL

1.2.9. Graph topology

Now let us consider another type of virtual topolgipe graph topologyit
should be noted that tiPI library provides significantly fewer tools for wior
ing with graph topologies than for working with Cartesian topologies. Recall
that for processes included in a Cartesian topology, it is possible to determine
Cartesian coordinates by their ranks (and ranks by Cartesian coordinates); in a
dition, it is possible ta@reatesulgrids of smaller dimension (with each syl
automatically asociated with a new communicator); there is atbe
MPI_Cart_shffinction, which simplifies messaggendingalong a certain coord
nate of the Cartesian grid.

As for the graph topology, after its definition using tWi€l_Graph_create
function, it is only possible to restore its characteristics (usimgctions
MPI_Graphdims_gatd MPI_Graph_getas well as obtain information about the
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number and ranks of afleighboring processes a certain process in the graph
defined by this topology (th&PI_Grapimeighbors_cousnd MPI_Graph_neighbors
functions argrovidedfor this).
To get acquainted with the possibilities associated with graph topology, let

us solvethe following task.

MPI5Comm29. The number of processé&sis an even numbeK = 2N
(1 <N < 6). An integerA is given in each process. Using Me1_Graph_create
function, define a graph topology for all processes as follows: all-eardq
processes (including the master process) are linked in a cBbaig® 40 6

nected by edge to the process with the r&nk 1 . Thusrankjeach
process has a single neighbor, the first and the lastram&nprocesses haye
two neighbors, and other eveank processedhe "inner' ones) have three
neighborg(Fig. 23. Using theMPI_Sendrefunction, send the given integar
from each process to all its neighbors. The amount and ranks of neighbors
should be determined by means of th&Pl_Graph_neighbors_coant
MPI_Grah_neighborgunctions respectively. Output received data in each
process in ascending order of ranks of sending processes.

Fig. 23. Example of graph topology frothe MPI5ComnR9 task

When you rurthe program template fdhis task, the taskbook window will
look like the one shown in Fig. 24. Simultaneously with the taskbook window, a
picturefrom the task formulatin will be displayed in the upper right corner of
the screen, illustrating the topology used.

For greater claritylet usshowthe processes together with their initial data
in the form of a graph of the structure described in the task formulation
(Fig. 25).

Since process 0 has two neighbors (processek1 and 2), it must send
them the numbeB9 and receive from them the numbe® ahd 20. Process 1
has only one neighbor (process 0), so it must send it the nulaed7eceive
from it the numbeB9. Process 2, which has three neighbors, must send them the
number20 and receive from them the numb8g; 31, and96, and so on.

0 € 0 N1 2) ; each proR(els,s 3Nitdl,) ol & rca
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EProgramming Taskbook [C++] ? X
VIRTUAL TOPOLOGIES Resultz (F2) Color (F3) Mode (F4)
Task: MPISCommz9* Student: Smith John

Acquaintance with the task; Exit (Esc)

input-output operations were not executed.

Input: 0 of 10 Qutput: 0 of 18 Tests: 107 5
L

The number of processes K is an even number: K = 2N (1 < N < 6).
An integer A is given in each process. Using the MPI_Graph_create
function, define a graph topology for all processes as follows:
all even-rank processes (including the master process) are linked
in a chain @ — 2 — 4 -6 — ... — (2N-2); each process with
odd rank R (1, 3, ..., 2N-1) is connected by edge to the process
with the rank R-1. Thus, each odd-rank process has a single neighbor,
the first and the last even-rank processes have two neighbors, and other
even-rank processes (the "inner" ones) have three neighbors. Using
the MPI_Sendrecv function, send the given integer A from each process
to all its neighbors. The amount and ranks of neighbors should be determined
by means of the MPI_Graph_neighbors_count and MPI_Graph_neighbors functions
respectively. Output received data in each process in ascending order
of ranks of sending processes.

Input data
Process @: A = 39 Process 1: A = 76
Process 2: A = 20 Process 3: A = 31
Process 4: A = 96 Process 5: A = 58
Process 6: A = 66 Process 7: A = 71
Process 8: A = 74 Process 9: A = 16
Example of right solution
Process @: 76 20 Process 1: 39
Process 2: 39 31 96 Process 3: 20
Process 4: 20 58 66 Process 5: 96
Process 6: 96 71 74 Process 7: 66
Process 8: 66 16 Process 9: 74

Fig. 24. Acquaintanceunning of the MPI5Comn29 task

Process 0 Process 2 Process 4 Process 6 Process 8
39 20 96 66 74
Process 1 Process 3 Process 5 Process 7 Process 9
76 31 58 71 16

Fig. 25. Example ofinitial data fothe MPBComnR9 task

If each process had information about the number of its neighbors, as well
as their ranks (in ascending order), then this would allow for a programming of
data transfer actions for any procesgormly, regardless of how many néig
bors it has. The required information about neighbors can be easily obtained if
the appropriate graph topology is defined on the set of all prodagsesans of
the MPI_Graph_credtmction, whichhas thdollowing parameters:
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MPI_Comm oldconinthe original communicator for whose processes the

graph topology is daed;

int nnodek thenumber of graph vertices;

int*indexX integer arrayof vertex degreeshei-th element of which is equal

to the total number of neighbors for the firsertices of the graph;
int*edges integer arrayf edgescontaining an ordered list okighbordor
all vertices (vertices are numbered from 0);

int reorder an integer flag that determines whether the IMRvironment

can automatically reorder processes;

MPI_Comngraphcomnii the resulting communicator with graph topology

(output parameter).

As for the Cartesian topology tasKsee Section 1.2.8), reorderingof
processeshould be disabled by setting tleerdeflag to O.

To better understand the meaning of the array parameters fhm the
characteristics of the graph beiogpated let us list their elements for the graph
shown in Fig25. The first vertex of the graph (a process of rank 0) has two
neighbors, so the first element of tirelexarrayof vertex degregwill be equal
to 2. The second vertex of the graph (a process of rank 1) has one neighbor, so
the second element of the vertex degree array will be equal to 3 (1 is added to
the value of te previous element). The third vertex (a process of rank 2) has
three neighbors, so the third element of the vertex degree array will be equal to
6, and so on. We obtain the following set of vall&s3, 6, 7, 10, 11, 14, 15, 17, 18
(the last but oneelenent of the array is 17, since a process of rank 8, like a
process of rank 0, has two neighbors). Note that the value of the last element of
the vertex degree array will always be twice the total number of edges in the
graph.

In the edge array, it is necesary to indicate the ranks of all neighbors for
each vertex (for greater clarity, vgeparate¢he groups of neighbors of eachrve
tex with additional spaces, and indicate the rank of the vertex whose neighbors
are listed below in brackets above):

o @ @ 6 @4 66 6 O 6 (9
12 0 034 2 256 4 478 6 69 8

The size of the resulting edge array is equal to the value of the last element
of the vertex degree array.

If the number of processessigze then the vertex degree array must contain
siz elements. The size of the edge array depends on the graph structure; in our
case, the edge array size i&izei 1), wheresizeis the number of processes.

When filling the indexand edgesarrays it is convenient to separately
process the first two dnks 0 and 1) and the last two (raskei 2 andsizei 1)
graph vetices, and to use loop for the rest vetices processing two vertices
(rank 2 andsiz8 4 andisizéd B) Gt edch iter@tion. Is convenient
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to use an auxiliary variable equal to half the number of processes. Here is a
fragment of the program that fills the arraysexandedges
int n = size /2
int *index = new int[size],
*edges = new int[2 * (size - 1
index[0] = 2;
index[1] = 3;
edges|[0] = 1;
edges|[1] = 2;
edges|[2] = 0;
intj=3;
for(inti=1;i<=n - 2; i++)
{
index[2 *i] = index[2 * i - 1]1+3;
edges[j] =2 *i - 2
edges[j+1]=2*i+1;
edges[j+2]=2*i+ 2;
index[2 * i+ 1] = index[2 *i] + 1,
edges[j +3]=2*i;
j+=4
}
index[2 * n - 2] =index[2 *n - 3]+ 2
index[2 * n - 1] =index[2 * n - 2]+1;
edges[j] =2 *n - 4
edges[j+1]=2*n - 1
edges[j+2]=2*n - 2
To check the correctness of this part of the algorithm, we output the values
of the elemats of the obtained arrays to the debug section of the taskboek wi
dow (since these arrays are formed in the same way in all processes, it is suff

cient to output their values only in theastemprocess):

if (rank == 0)
{
for (inti=0; i< size; i++)
Show(index[i]);
ShowLine();
for(inti=0;i<j+3; i++)

Show edges| i ]);

}

If the number of processes is Whenthe program is launched, then in the
debug section we will see sets of values that match those that we obtalieed ear
(Fig. 26). To reduce the size of the window, the section with the task @rmul
tion is hidden in the figure.
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gl Programming Taskbook [C++] ? X
VIRTUAL TOPOLOGIES Results (FZ) Color (F3) Mode (F4)
Task: MPIZCommz28* Student: Smith John

Acquaintance with the task;

Exit (Esc)

input-output operations were not executed.

Input: 0 of 10 Qutput: 0 of 18 Tesis: 1 0f S
]
O
Input data
Process ©: A = 82 Process 1: A = 79
Process 2: A = 97 Process 3: A = 67
Process 4: A = 68 Process 5: A = 96
Process 6: A = 58 Process 7: A = 11
Process 8: A = 51 Process 9: A = 91

Example of right solution

Process ©: 79 97 Process 1: 82
Process 2: 82 67 68 Process 3: 97
Process 4: 97 96 58 Process 5: 68
Process 6: 68 11 51 Process 7: 58
Process 8: 58 91 Process 9: 51

710 11 14 15 17 18
0342256447866298

b=
AU
= M
RS R)
@

Fig. 26. Debug output of elements of the vertex degree array and the edge array

Once wehaveverified that the arrayare formed correctly, we create the
graph topology by calling th®IPI_Graph_credtenction in each process of the
parallel application:

MPI_Comng_comm

MPI_Graph_create(MPI_COMM_WORLDBjze, index, edges, 0, &g_comm);

Note thatfor obtainingcharacteriscs of existingcommunicatorcommwith
graphtopology, MPI providestwo functions MPI_Graphdims_(§&®1_Comm comm,
int*nnodes, irhedgesand MP1_Graph_¢@&tPl_Comm comm, int maxindex, int maxedges,
int *index, intedges) The first of them allows t@btainthe number of vertices
nnodesind the number of edgesdgeof the graph for the communicatosmm
and the second returtise vertex degrearrayindex(the size of the array is ep
cified in the varable maxindexandthe edgearrayedges(the size of this array is
specified in the variablemaxedggs The functions MPIGraphins get and
MPI Graphget play the same role for the graph topology as the functions
MPI_Cartdim_gatdMPI_Cart_gtar the Gartesian topology.

It remains to implement the final part of the algorithm related to dats-tran
fer. In this part, for the current process (process of ramk the numbecounof
its neighbors and the arragighborsf their ranks in the current grapbpology
should be determinedfter which data exchange between the current process
and each of its neighbors shoulddezformed

To determine the number of neighb@mintof a process of rankankin-
cluded in a communicatorcomm with graph topology, He function
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MPI_Graph_neighbors_¢blitit Comm comm, int rantgaantis provided Knowing
the number of neighbors, one can allocate memory ofefeiredsize for the
neighborarray of ranksof neighborsand deternme these ranks using the fun
tion MPI_Graph_neighlfpt8]_Comm comm, int rank, int maxneighboeighiors)
where themaxneighboigarameterspecifies the size of theeighbors arraiote
that by means ofthese functionsany process can determine not only its
neighbors, but also the neighbors of any other process from this communicator.

To send data between a process and its neighbors, according to the task
formulation, theMPI_Sendredunction should be usedvhich ensures bother
ceiving a message from a certain process and sending another message to it or to
another process (s&ection 1.2.1).

Thus, the final part of the solution will take the following form:

int count;

MPI1_Graph_neighbors_count( g_comm, rank, &count);

int *neighbors = new int[count];

MPI1_Graph_neighbors(g_comm, rank, count, neighbors);

int a, b;

MPI_Status s;

pt >> a;

for (inti=0; i< count; i++)
{

MPI_Sendrecv(&a, 1, MPI_INT, neighbors]i], O,
&b, 1, MPI_INT, neighb  org]i], 0, g_comm, &s);
pt << b;

}

delete[] index;

delete[] edges;

delete [] neighbors ;

After running the program, we will receive a message that the task has been
solved

1.3. Additional features of the MPI interface (MPI-2 standard)

1.3.1. Distributed graph topology

The MPI2 standard includea new type of virtual topology, trdistributed
graph topology The tasks included in the third subgroup of MBISComm
group are devoted to (seeSection 2.5.3).

Distributed graphs have the following main differences garad to'requ-
lar" graphs (discussed Bection 1.2.9):

1 while to define the topology of a regular graph it is necessaryro co

pletely describe its structure &l processes of the defined commuaic
tor, a distributed graph can be defindd parts, specifing in each
process only those components of the structure of the distributed graph
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that are'known' to this process (it is for this reason that the new type of
graph is called distributedgraph);

1 the edges of a distributed graph, unlike the edgesedaar graph, are
oriented each edge connects a source process and a destination process;
it can be considered that each edge of a distributed graph is supplied
with an "arrow" that determines the preferential direction of data-tran
fer;

1 each edge of thdistributed graph can be supplied with an additional
numerical characteristigveight which can be taken into account in one
way or another by thBIPIl systemwhen choosing optimal data trées
routes. Weights are neamegative; in addition tots numeri@l values,
additional informationn a parameter of th®PI_Infdype can be ass
ciated with weights

To create a communicator with a distributed graph topoltuyy MPI-2
standard provides two functions: MPI_Dist_graph_create_adjaceand
MPI_Dist_grapheate Both of these functions are collective; they must be called
for all processes that are members of the original communidtamm

When using the functioNPI_Dist_graph_create_adjjhtComm oldcomm, int
indegree, intsources, insourceweights, int outdegreédestinations, ifdestweights,
MPI_Info info, int reorder, MPI_@distoommeach process must determine only the
set of graph edges that are associated withdt,those edge$or which the gv-
en process is either a souareareceiver For the first set of edges, their number
indegre@nd an arraysourcesontaining the ranks afourceprocesses are spec
fied; the second satefinesdestinationprocessegreceivers) namely,its size
outdegreand an arrayof its ranksdestinationsn addition, for each of these sets,
the values of the edge weights are specified &nayssourceweightnd deg-
weightsrespectively). If it is not necessary to specify weights, then the constant
MPIUNWEIGHTEMDuUSt be specified ahe sourceweighend destweightparane-
tersin all processes dheoldcomncommunicator

Of course, the information specified must be consistent betweenuhees
anddestinatiorprocesses; in particular, both the souand receivemust spee
fy the same weight for their common edge.

Theinfoandreordeparametergarethe same for both functions; they will be
described below, along with the other parameters ofMReé Dist_graph_create
function

MPI_Dist_graph_crefataction provides more flexible capabilities for defi
ing the topology of a distributed graph (note that this is the function thet is r
quired to be used in the tasksvoted to thelistributed graph topologgee Se-
tion 2.5.3. Using theMPI_Dist_graph_crefataction, each process can definay
part of the distributed graph being creatés parameterareas follows:

MPICommoldcomni the original communicator for whose processes the

distributedgraph topology is daed;
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intnT the number of source processes for which edges are defined in this
process;
int *sources’ array of sizen containing the ranks of the defined source
processes;
int *degreesi array of sizen that specifies the number aestination
processes for el of the defined source processes;
int*destinatioris array containing the ranks of all destination processes for
the defined source processes (its size is equal to the sum of-all el
ments of thalegreesirray);
int*weight$ array containing the weighof all defined edges (its size is a
so equal to the sum of all elements of tlegreesarray), or the co-
stantMPI_UNWEIGHTE®mveights do not need to be specified;
MPI_Info infio additional information related to the defined glgs; if it is
not provided, then the constaviPl_INFO_NUid specified as thisa
rametey
int reorder an integer flag that determines whether the MPI environment
can automatically reorder processes;
MPI_Commiistomni the resulhg communicator with distributed grapb-t
pology (output parameter).
If the constanMPI_UNWEIGHTEDused it must be specified when calling
the MPI_Dist_graph_crdatectionin all processes dheoldcomncommunicator
When defining a distributed grapusing theMPI_Dist_graph_crefataction,
various strategies can bsed We illustrate them using the example of a simple
distributed graph shown in Fig. 27 (assuming for simplicity that weights are not
specified).

0«1

A

2 » 3

Fig. 27. Example of a distributed graph

We can defindor each processnly those edges for which it is a source:

Process 0: n = 1, sources = {0}, degrees = {1}, destinations = {3}

Process 1: n = 1, sources = {1}, degrees = {1}, destinations = {0}

Process 2: n = 1, sources = {2}, degrees = {1}, destinations = {3}

Process 3: n =1, sources = {3}, degrees = {2}, destinations = {1, 2}

Another way (which is required to be applied in M@I5Comm group
taskg is that the graph is completely definedsome single process:

Process 0: n = 4, sources ={0, 1, 2, 3}, degrees ={1, 1, 1, 2},

destinations = {3, 0, 3, 1, 2}
Process 1: n =0, sources = {}, degrees = {}, destinations = {}

Process 2: n =0, sources = {}, degrees = {}, destin ations = {}
Process 3: n = 0, sources = {}, degrees = {}, destinations = {}
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Any intermediatevariantsare also possible.

Here is a variant of defining the same distributed graph using the
MPI_Dist_graph_create_adjaeeation

Process 0O: indegree = 1, so urces = {1},

outdegree = 1, destinations = {3}

Process 1: indegree = 1, sources = {3},

outdegree = 1, destinations = {0}
Process 2: indegree = 1, sources = {3},

outdegree = 1, destinations = {3}
Process 3: indegree = 2, sou rces = {0, 2},

outdegree = 2, destinations = {1, 2}

For the distributed graph topology, as for tegulargraph topology, there
are two functions that allow restoring its characteristics. However, unlike the
corresponding functions for theguar graph topology, which allowanyprocess
to obtain complete information about the neighladranyprocess, the functions
for the distributed graph topology return information about the neigldidise
process in which they are called

The function MPI Dist_graph_neighbors_ ¢t Comm comm,*integree, int
*outdegree, itweightedjllows to determine the number of source and destination
processes (output parametmgegreandoutdegregespectively). Iraddition, the
output flag parameter weightedtakes a noizero value if the constant
MPI_UNWEIGHT®As not use@vhen defining the distributed graph topology.

The function MPI_Dist_graph_neighidéiPé Comm comm, int maxieeednt
*sources, ifsourceweights, int maxoutdegree, int destinatdestygightsgturns n-
formation about the ranksf source and destination processes (output arrays
sourcesnddestinationsf size maxindegrend maxoutdegregespectively. In add-
tion, if the MPI_Dist_graph_neighbors_damation returned anon-zero weighted
flag, then the weights of the edges associated withstwce and destination
processes are returnedtime sourceweightsrddestweigh@rrays

1.3.2. Parallel input-output. File access functions

One of the important innovations of tMPI-2 standard is support fqa-
rallel file input-output

In parallel programs, the initial data are usually read from files, angthe r
sults are written to files. Due to the lack of paetliile access facilities in
MPI -1, it was necessary to organize data reading in seteetequsuallymas-
ter) process, and then send them to all other processes of the parallel application.
Similarly, to save the obtained results, it was necessaigstsénd these results
to some process and organize their writing to a file in this process. If inla para
lel application it was necessary to provide access to the same file for several
processes, then special synchronization actions had to be perfarc@udectly
organize suclanaccess.



Part 1. MPI: description and examples of use 95

In the MPI-2 standard, it became possible to read or write file data in each
process of a parallel application without making any special efforts to synchro
ize access to the file.

The file input-output mechanisms defed in theMPI-2 standard arexe
tremely flexible. They include botlocal and collectivefile access functions,
with threepositioning optiongrovided for each type of accesstherexplicit,
by specifying the file position in a special function parameieimplicit, using
the current value of amdividual (own for each process) ahared (by all
processesiile pointer, both types of file pointers can be used for both local and
collective access functions. In addition, all the types of parallel fitessce-
scribed above are implemented in two variabtsckingandnonblocking (the
differences betweethemare similar to the differences between blocking and
non-blocking data transfer operatigeeeSectionsl.2.1 and 1.2.3).

Thus, by combining theptionsdescribed above, we can obtai@ G Q =
24 variants of parallel file access:

1 readingor writing (2 options); the name of the reading functions uses

the wordreadthe name of the writing functions uses the worite

1 local or collective acces§ options); the wordhllis added to the name

of collective access functior(gxcept for functions that use shared file
pointers, for which the wordhareds used in the case of local access,
andthe wordordereds usedn the case of collective accégss

1 explicit positioning or individual file pointer or shared file pointer

(3 options); the wordat is added to the name of functions for explicit
positioning, the wordharedr ordereds added to the name of functions
using a shared pointer

1 blocking or non-blocking access (2 options); for local functions, in case

of nonblocking access, the prefixs added to the wordgadand write
(ireadandiwritg; collective norblocking functions are paired, the name
of the first of them ends with the wobéginand the name of the second
endswith the wordend

Each file accessarianthas its ownMPI function (or pair of functions for
collective nonrblocking accessptiony, so the total number of functions is 30.

The name of a function can easily determineabsociated file access-
riant For exampleMPI_File_read_at @ibvidesa blocking readoption (read
based orexplicit positioning(af) and iscollective (all), while MPI_iwrite_shared
provides anon-blocking writeoption (iwrit¢, usesa shared filepointer, and is
local (both of which are specified by the washlarell The simplest file read and
write functions are nametPI_File reaand MPI_File writéhese functions are
blocking local, and usendividual file pointers

Table 1 lists the names afl functions related to file access. The functions
are grouped into the categories described abBwsitioning(explicit position-
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ing, local file pointer, or shared file pointeA¢cesqblocking or norblocking),
Coordination(local or collective funabns).

Table 1

MPI file accesdunctions

Positioning | Access Coordination (input a}nd output)
Local Collective
Explicit Blockng | MPI_File_read_at | MPI_File_read_at_all
MPI_File write at | MPI_File write at all
Non MPI_File_iread_at | MPI_File_read_at_all_beqi
blocking MPI_File_iwrite_at | MPI_File _read_at all end
MPI1_File_write_at_all_begi
MPI File write at all end
Individual Blockng | MPI_File_read MPI_File read_all
file pointer MPI_ File write MPI_ File write all
Non MPI_File_iread MPI1_File_read_all _begin
blocking MPI_File_iwrite MPI_Fileread_all_end
MPI1_File_write_all_begin
MPI1_File write_all end
Shared Blockng | MPI_File_read_shar¢ MPI_File_read_ordered
file pointer MPI File write stdr| MPI File write ordered
Non MPI_File_iread_shan MPI_File_read_ordered_be
blocking MPI1_File_iwrite_shal MPI_File_read_ordered_en
MPI1_File_write_ordered_be
MPI1_File write ordered_er

Let us describe the blocking functions in more detail, since they are the

ones that need to be usedeaarningtasks.

Blocking

functions with

explicit

positioning

(MPI_File_read, at

MPI_File_write, &1R_File_read_at, dlPl_File_write_af) &lave the following pa-

rameters

MPI_Fileif file variable (file descriptor);
MPI_Offset off§etile position from which data reading/writing begins;

vod *bufi buffer for storing read (for read functions) or written data (for

write functions); for read functiong is an output parameter;
int counit the size of the buffdsuf(in elements of typdatatypg
MPI_Datatype datatyggpe of elements ohe bufferbuf

MPI_Statusstatus’ additional information about the completed read/write

operation (output parameter).

A file descriptorf of type MPI_Filés defined when opening a file, which is

performed by the functiomPI_File_opemhis function is colletive and must be

called for all processes sbmecommunicator; as a result, all processes of this
communicatorgain access to the file. A detailed description of the function

MPI_File_opéhngiven inSection 1.3.3.
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The MPI_Offsdypeis similar to the previously discusss&tPl_Aintype (see
Section 1.2.6); it is intended to store offsets between different file positions and
Is implemented as a signed integer type, the size of which is sufficient to store
any postle offset in the disk address space.

Using the output parametsetatus you can determine the number ofkeel
ments actually read/written (for this, as usual, you need to us@Rhé&set count
function see Section 1.2.}, and also gethe error code (using the field
MPI_ERRQROther fields of theMPI_Statustructureare not used in file access
functions.

Calling functions with explicit positioning does not affect the current-pos
tion of theindividualand shared file pointer.

All other blocking functions (MPI_File_readPI_File_wrjtdlPl_File_read,all
MPI1_File_write, aMPI_File_read_shar&dPI|_File_write_shar®dPI_File_read_ordered
MPI_File_write_ord¢rledvethe sameset ofparameterdiffering only absencéhe
offsetparaneter when using these functions, the starting position fod-+ea
ing/writing file data is determined by the positiontleé individual or shared file
pointer.

The positionof the file pointer used in the function is automatically
changed during readfite operations. In addition, this position can be setiexpl
citly using the functionsMPI_File_seelor the individual file pointer) and
MPI_File_seek_sha(tat the sharedfile pointer). These functions havihe same
set of parameters:

MPI_Fileif file variable;

MPI_Offset offdethe required offset of the file pointer (can be eithen-pos

tive or negative);

int whenck the offset mode to use.

Three constants are providedspecify thevhenceffset mode:

MP|_SEEK_SHTthe offset is counted from the diag file position;

MPI_SEEK_CURthe offset is counted from the current position of the file

pointer;

MP|_SEEK_ENDhe offset iscountedirom the enebf-file marker.

In the MPI_SEEK_SHEfode only positive values of theffsetparameter are
allowed; inthe MPI_SEEK _EN@ode only negative values are allowed.

To determine the current position of timelividual and shared file pointer,
the funcitons MPI_File_get positiand MPI_File_get_position_shae provided
which havethe same set of parameters:

MPI_Fileif file variable;

MPI_Offsébffset current position of the & pointer (outpuparameter).

It is necessaryo takeinto account that when usirigcal functions ass-
ciatedwith a sharedfile pointer (MPI_File_read_shasud MPI_File_write_shared
no additional synchronization is perfoedh i. e. the order of reading data will
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depend on thenoment oftime at which the functions were called different
processes

Collective functions associated with a shared file pointer
(MPI1_File_read_orderadd MPI_File wte_ordergdprovide the synchronization.
When they arealled (he function call as for any collective functions, must be
performed inall processes of the communicator for which the file was opened
the actions to read/write data using firared filepointer are performed seque
tially, in ascending order of the rankd the processes in this communicator.

For all the functions discussed abotles offsetpositionis specifiedin the
elementf the elementarytype etypeand is calculated taking into accouhe
initial offsetdisp specified when defining the file datatype (see the description of
the MPI File set viewfunctionin Section 1.3.3).

To convertthe offsetposition (inelements of kementarytype) tothe disp
offset in bytesmeasured from the beginning of the file, the helper function
MPI_File_get_byte offéBt_File f, MPI_Offset offset, MP1*(éigks provided

The functionMPI_File _get_di#°I_File f, MPI_Offsste)returrs the size of
the file f in the size parameter (in byteg. Its "pair* is the function
MPI File set sizéMPI Filef, MPI_Offsetizg, which allows changing the size tife
file f by setting it equal taizebytes. It is allowed to both decrease the file size
(in this case, its final part is deleted) and increase it (in this case, the content up
to the added finapartis undefined). TheMPI_File_set_siftenction is collective
and must be called (with the same valuéhefsizeparameterby all processes of
the communicator in which the file was opened.

In addition to various options for organizing reading and writi,l-2
provides a flexible way to configuithe typeof file data(file view): from the
simplest, in which the file is interpreted as a set of sequentially lobgted to
very complex ones, in which the file view can inclut@ necessarily comnt
guous groups of elements (empty spaces are allowed at therbeg, at the
end, and between some elements). In addition, each process can define its own
file data view. These possibilities are discussed in detail in thesaetibn

By executing the tasks dhe MPBFile group(see Section 2.6)y0u can
become faniliar with most of thefeaturesof parallel fileinput-output The first
subgroup of this groufMPI6Fileli MPI6File8) studiedocal file operations, the
secondsubgroup(MPI6File9i MPI6Filel6) studiesollectivefile operations, and
the final subgrougMPI6Filel7i MPI6File30) is devoted to various methods of
defining complex types of file datdhe tasks of each of the first two subgroups
use all thregositioningoptions(based on explicit indication of the position or
on the use oindividual or shared fié pointers); the third group uses collective
file operations, which mainly usedividual file pointers.Only additional fa-
tures related to rather rarely used #ocking file access remain outside the
MPI6File group.



Part 1. MPI: description and examples of use 99

1.3.3. Parallel input-output: an example. Setting up the file view

As an example of a task related to parallel iflput-output we consider
the MPI6File26 task, which is part of the third subgroupttod MPBFile group
(seeSection 2.6.3).

MPI6File26. The name ofile is given in the master process. In addition,
four real numbers, namelg, B, C, D, are given in each process. The number
of processes is equal K& Create a new file of real numbers with the given
name and write the given realmhers to this fileas follows:Aq, A, Axi 1,
Bki 1, 8., By, Co, Cy, €« 1, Dki1, &, (an index indicates the process
rank). To do this, use one call of thel_File_write_adillective function and a
new file view with theMPl_DOUBL&ementarydataype, the apprajpate ds-
placement(the displacementvill be differentfor different processes), and|a
new filetype that consists of two real numbers (with an additional empty
space between these numbers) and a terminal empty space of the appropriate
size.

In thistask we will learn about the steps required to open a file in parallel
mode to useone of the most common collective file operatiaviBl_File_write, all
andto definecomplex file datatypesNhen you run this task for the first time,
the taskbook window willdok like the one shown in Fig8.

Tasks related tograllel fileinputoutputhave a number of special features.
First, thesdasksare the first tancludestring input data containing a file name.
This name is always given in tmasterprocess; the esst way to send it to
other processes of the parallel application is to use the collective function
MPI_BcasfThe preamble to thMPI6File group states that it is sufficient to use
the char[12&rray to store the file name. When sending this arrayMheCHAR
type should be usedllote that to input a string(of the char’or char|] type) into
the taskbook, it is sufficient to usesinglecall to theptinput streampt >> s

The second feature of the task is the inclugibfile data.In some tasks,
file data is specified in thmput data section (if the task requires processing an
existing file), in othersfile data is specifieth the results section (if a new file is
required to be created or an existing fibeist be transform@dFile data is -
played in thetaskbook window on several lines, with the current file element
number indicated at the beginning of each line (elements are numbered from 1).
All tasks usetyped binary filesconsisting of either integers or real numbers.
Note that the caents of such files cannot be viewed in text editors, so the abil
ty to display them in thé&askook window is especially useful. The method for
splitting file elements into lines in thaskbook window depends on the features
of the task. In our case, weeed to write to the file the first elements given in
each process, then the second elements (in reverse order), then theethird el
ments, and finally the fourth elements (also in reverse order). Therefore, it is
most convenient to represent the contentheffile asfour lines, each of which
contains elements of all processes that have the samenardber.
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@ Programming Taskbook [C++] ? X
FILE VIEW SETTING Results (F2) Color (F3) Mode (F4)
Task: MPIEFile26* Student: Smith John

Acquaintance with the task; Exit (Esc)

input-output operations were not executed.

Input: 0 of 21 Tests: 1 0f 5
L

The name of file is given in the master process. In addition, four real
numbers, namely, A, B, C, D, are given in each process. The number
of processes is equal to K. Create a new file of real numbers with the given
name and write the given real numbers to this file as follows:
Ag, A1, ..., Ak-1, Bx-1, ..., B1, Be, Ce, €C1, ..., CK-1, Dk-1, ..., Do
(an index indicates the process rank). To do this, use one call
of the MPI_File write all collective function and a new file view
with the MPI_DOUBLE elementary datatype, the appropriate displacement
(the displacement will be different for different processes), and a new
filetype that consists of two real numbers (with an additional
empty space between these numbers) and a terminal
empty space of the appropriate size.

Input data

Process @: "i3e@b8.tst"
Process @: 27.05 23.57 41.26 21.46 Process 1: 77.44 43.00 22.11 64.36
Process 2: 42.44 65.76 50.66 41.24 Process 3: 35.17 86.48 99.78 97.62

Process 4: 52.03 98.67 13.61 67.80

Example of right solution
1: 27.@05 77.44 42.44 35.17 52.83
6: 98.67 86.48 65.76 43.00 23.57
11: 41.26 22.11 50.66 99.78 13.61
16: ©67.80 97.62 41.24 64.36 21.46

Fig. 28. Acquaintanceunning of the MPI6File26 task

You should also pay attention to the special tgpeutput indicatorin the
indicators section (located above the task formulation section). This indicator is
displayed in gray and does not contain any accompanying text. This means that
the results obtained during the taskving do not need to be sent to thekas
book (using thept output stream you only need to write the required data to a
file with the specified name, after which the tas&k itself will check the co
rectness of the created file.

Let us startto solvethe task. At the first stage, we will organize thpdut of
thegivendata and the transfer of the file name to all processes:

char name[12];

if (rank == 0)
pt >> name;
MPI_Bcast(name, 12, MPI_CHAR, 0, MPI_COMM_WORLD);
double a[4];
for (inti=0;i<4; i++)

pt >> a[i];
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After launching a new veramoof the program, a message will be displayed
in the taskbook window stating that all the datainput, but the resulting filés
not created (Fig. 29).

@Programming Taskbook [C++] ? X
FILE VIEW SETTING Results (F2) Color (F3) Mode (F4)
Task: MPISFile25® Student: Smith John

Correct data input:

all required data are input, but output file is not found. =
Input: 17 of 17 ® Tests: 1 of &
| |

The name of file is given in the master process. In addition, four real
numbers, namely, A, B, C, D, are given in each process. The number
of processes is equal to K. Create a new file of real numbers with the given
name and write the given real numbers to this file as follows:
Ag, A1, --.., AK-1, Bg-1, ..., B1, Be, Co, C1, ..., Ck-1, DK-1, --., De
(an index indicates the process rank). To do this, use one call
of the MPI_File_write_all collective function and a new file view
with the MPI_DOUBLE elementary datatype, the appropriate displacement
(the displacement will be different for different processes), and a new
filetype that consists of two real numbers (with an additional
empty space between these numbers) and a terminal
empty space of the appropriate size.

Input data

Process @: "lgcodz.tst"
Process ©8: 58.13 29.687 33.80 18.88 Process 1: 86©.92 97.58 77.71 67.71
Process 2: 99.86 43.20 39.81 43.14 Process 3: 43.43 17.67 30.59 57.84

Example of right solution
1: 58.13 80.92 99.86 43.43
5: 17.67 43.20 97.50 29.07
9: 33.80 77.71 39.81 30.59
13: 57.84 43.14 67.71 18.08

Fig. 29. The first stage ofolvingthe MPI6File26 task (input ofjivendata)

In the next sige we will perform actions related to opening and closing a
file:

MPI_File f;

MPI_File_open(MPl_COMM_WORLD, name,

MPI_MODE_CREATE | MPI_MODE_WRWIRI_INFO_NULL, &);

/I Access to the contents of file f

MPI_File_close (& );

First, a file variabld of type MPI_Filés declaredwhich will be used in all
functions related to file operations. Then, the functidiPl_File_op@tPl Comm
comm char*filenamgintamodeMPI_Infanfq MPI_Filéf) is called.This function is
collective and must be called in all processes of the communimatonsped-
fied as its first parameter. The file narilenameés specified inthe second par
meter, and the@ccess modamodes specifiedin the third parameter both of
these parameters must have the same values in all prodessesibine thep-
tions of the access mode, they must be combined with [theperator For ex-
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ample in our case, it is necessdpycreatea file (MPI_MODE_CREATand then
open itfor writing only (MPI_MODE_WROMLMere are some more of the agail
ble optionsof the access mode:

MPI_MODE_RDONL®&pen for reading only;

MPI_MODE_RDWRpen for reading and writing;

MPI_MODE_APPENRutomatically move all file pointers (bothdividual

and shareyto the end of the file when it is opehe

MPI_MODE_DELETE_ON_CLOSmitomatically delete a file when it is

closed.

Theinfoparameter othe MPI_Infoype allows you to specify additional file
characteristics; if this is not necessary (as isllg the case), then the constant
MPI_INFO_NUisLspecified

The last parameter of thdPl_File_opefunction is a file variablef as®-
ciated with the open file. This parameter is an output parameter, so it must be
passed using a paer.

After finishing working with the file, it must be closed with thenction
MPI_File_clo®aPI_Fil&f), which, like theMPI_File_opéduanction, is collective and
must be called in all processes in which the file was openedfil€hvariablefis
passed to this function as a pointer; as a result of executingiRhé=ile_close
function the value of the file variablidoecomes equab MPI_FILE_NULL

When you run a newersion of thegprogram, the message the inforna-
tion panel will change slightly:Correct data input: all required data are input,
resulting file is empty This message indicates that the file was created.

Note that after the program is completed, the taskbook automatieally d
letes all fies created during itworking. You can verify that the required file
was actually created by viewing the contents of the working direttefyre
closing the taskbook window.

To simplify the actions of filling the file with the required data as much as
possible, it is necessary tdefine the file data view For this purpose, the
MPI_File_set viefunction is providedwith a large number of parameters:
(MPI1_File f, MPI_Offset disp, MPI_Datatype etype, MPI_Datatype fiietigyep,char
MPI_Info info)

The first parametefrspecifies a file variable associated with the open file.
The next three parameters defthe basic characteristics of the file datatype:

dispi the starting offset (in bytes) that will be performed in this pssde-

fore reading the first file element;

etype theelementarydatatype on the basis of which the filetype iGrosl

(in all processes using this file, the samementaryatatype must be
specified);

filetypd a filetype used when directly readingwariting file data; it is a set

of elements of thelementarytype, as well as empty spaces (the size
of which must also be a multiple of the size of ¢hementarytype).
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Positioning in a file is always performed in elements of the elementary
type, and eipty spaces included in the filetype are not taken into accodlate
that by default (if theMPl_File_set_vidunction is not called), the initial offset
dispis assumed to be 0, artle etypeand filetypetypes are assumed to be
MPI_BYTE

Thedatareparameter determines how file data should be interpreted. In the
simplest case, when all processes are running on the same computer or on di
ferent computers with the same architecture),"tlative'option can be usedh
which the file repesentation exactly matches the representation of the same data
in RAM. In more complex situations (in particular, when the program is running
on heterogeneous hardware), other data representation options are used, in
which the data stored in memory undeeg additional transformation before-b
ing written to the file (and a similar transformation is performed when reading
data from the file into memory). In our case, it is sufficient to uséntte/edp-
tion.

Finally, theinfoparameterllows you to speafy additional information e-
lated to thefile view being defined. Typically, this parameter is set to
MPI_INFO_NULL

Let us define the type of file data that will be most convenient for solving
ourtask If we denote byR] the file elements (of typ®IPIDOUBLEthat need to
be written in the proces (R= 0, Kil), thén, the distribution of these
elements in the file will be as follows:

[O1[1][2]...[KT 1][KV 1]...[2][1][O][O][1][2].. [Ki1][Ki1 ] e [ 2] [ 1] [ O]
Thus, the file will contain two fragments of tisame structure (the first
fragment is highlighted in bold). We only need to define a filetype that allows us

to correctly read the data from the first fragméthie secondragment that
match the structure of the first fragment will also be read corjectly

It is natural to select thiklPI_DOUBLi¥pe as thelementarytype The file-
type will include two real numbers with an empty space between them. The size
of the space depends on the rank of the process: for prothss Dzeis the
largest and equabtthe size of 2Ki 2 real numbers, for procek$ 1 there is no
space between the elements.

Thus, if for a process of rarlR we set the initial offsedlispto be equal to
R*d, whered is equal to the size of théPI_DOUBLi¥pe in bytes, then the #&-
types br different processes can be represented as follows (an element of the
MPI_DOUBL#pe is denoted by [*], and the size of the empty interval e el
ments of theMlPI_DOUBIigpe is indicated in parenthe$es

process 0: [*](2* Ki 2)[*]

process 1. [*] (2*Ki4)[*](2)

process 2: [*](2* Ki 6)[*](4)

é

procesKi 1: [*][*](2* Ki 2)
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Note that the filetypextentis the same for all processes and equas (&t
elements of typ&Pl_DOUB)Ehe total size of empty spaces is also the s@&me,
Is equal to 2Ki 2 (also in elements of typdPl_DOUBILE

When defining data types containing initial or final empty spaces, we will
use the new convenient and flexilapproachntroduced in the MRR standard
(another approach, based on the use of the capabilities igiRthel standard, is
described irSection 1.2.6).

Recall that in our program the number of procegsesstored in the vaar
ble size and the rank of the proceBss stored in the variablenk We find the
size of theMPIl_DOUBLIFpe using theMPI_Type_siZunction and save it in the
variabledbl_sz

First, we define an auxiliary typ® containing two real numbers with the
requiredspacebetween themand then we supplement this type wéhfinal
empty spacesing theMPI_Type_create_resfzgattion (seeSection 1.2.6), obtar
ing thefinal typet:

int dbl_sz;

MPI_Type_size(MPI_DOUBLE, &dbl_sz);

MPI_Datatype t0, t;

MPI_Type_vector(2, 1, 2 * (size - rank) - 1, MPI_DOUBLE, &t0);

MPI_Type_create_resized(t0, 0, 2 * size * dbl_sz, &t);

Once we have defined tiygpet, we can use it in th®IPI_File_set vifwnc-
tion:

MPI_File_set view(f, rank * dbl_sz, MPI_DOUBLE, t, "native",

MPI_INFO_NULY;

Now, to write the required data to the file, we only need to peréosingle
call to the collective functioMPI_Filewrite_allpassing to it an arragof 4 given
real numbers:

MPI_File_write_all(f, a, 4, MPI_DOUBLE, MPI_STATUS_IGNORE);

The actions for setting the fileew and writing datdo the file must be pe
formed between the file opery and closing operations (this position of our
program was marked with the commeéAtcess tdhe contentof file ).

Here is the full texbf the resulting solution:

void Solve()

{
Task("MPI6File26");
int flag;
MPI_Initialized(&flag);
i f (flag == 0)
return;
int rank, size;
MPI_Comm_size(MPI_COMM_WORLD, &size);
MPI_Comm_rank(MPI_COMM_WORLD, &rank);
char name[ 12];
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if (rank == 0)
pt >> name,
MPI_Bcast(name, 12, MP|_CHAR, 0, MPI_COMM_WORLD);
double al[4];
for (inti=0;i<4; i++)
pt >> a[il;
MPI_File f;
MPI_File_open(MPl_COMM_WORLD, name,
MPI_MODE_WRONLY | MPI_MODE_CREATE, MPI_INFO_NULL, &f);
int dbl_sz;
MPI_Type_size(MPI_DOUBLE, &dbl_sz);
MPI_Datatype tO, t ;
MPI_Type vector(2, 1, 2 * (size - rank) - 1, MPI_DOUBLE&t0);
MPI_Type_create_resized(t0, 0, 2 * size * dbl_sz, &t);
MPI_File_set view(f, rank * dbl_sz, MPI_DOUBLE, t, "native",
MPI_INFO_NULL);
MPI_File_write_all(f, a, 4, MPI_DOU BLE, MPI_STATUS_IGNORE);
MPI_File_close (& );
}
After running the program, we will receive a message that théntsskeen

solved

1.3.4. One-sided communications: general description

Onesidedcommunicationsintroduced in theMPI-2 standard, allow data
transfer between processes to be organized without performing special actions
on the side oboth participants in the interaction. Recall that in the traditional
scheme of interaction between two processes, it is necessary to call one of the
sending functiongMPI Sendor its variants, both blocking and nblocking) on
the side of thesourceprocesssende}, as well as one of the receiving functions
(MPI1_Recor its nonblocking variant) on the side of thkestinationprocesyre-
ceivel). However, a situations possible when the source procédses not
know' what part of its data will be needed by other processes, or, conversely,
the destinationprocess'does not knowwhat data will be sent to it by other
processes. In the latter case, however, it is plestbuse theMPI_ANY_SOURCE
andMPI_ANY_TAsarameterswhich allow receiving data from arbitrary sources,
as well as determining the nature of the received data based ordtagiag
But such a possibility usually requires preliminary analysis ofébeived ms-
sage (by calling theéMPI_Probé&unction or its nonblocking version) and thus
complicates the algorithm on the side of thestinationprocess. If the source
process'does not knowwho may need its data, then the use of the traditional
MPI "sendi receivé mechanism becomes impossible.

Meanwhile, inmultithreaded programmingt is precisely oneideal inte-
ractions that are the standard way of exchanging information: a thread can write
data to some area shared memoryafter which any other thad will be able to
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access this memory and obtain the required part of the data. To implement this
type of interaction irVIPI, it is necessary that the processes of a parsiil
application have the ability to defirishared ared<f their memory, whicloth-

er processes of the same application could dirextbess. For this reason, the
mechanism of oneided communications MPI is also calledremote memory
accesgRMA).

A section of memory of some process that can be accessed by any process
of a paralléapplication is calle@d window

To create a window there isa collective furction MPI_Win_cre&teid*base,
MPI_Aint size, int disp_unit, MPI_Info info, MPI_Comm comrhwiR)RVhigim must
be called for all processes of thbemmunicatocommOne call to this function
allows creating shared memory areag (windows) inall processeicluded in
the specified communicator; all these areas will be associated with the same
window handlevinof type MPI_Winwhich is returned in the last parameter of the
function. Using this handle, any process can access the window of any other
process.

The starting addredsaseof the window for tle currentprocess and itsize
(in bytes) are specified as the first two pararedf theMPl_Win_credignction
Windows defined in different processes may have different sizes; if it iserot n
cessary to create a windofor some processeshen when calling the
MPI_Win_credignction in theseprocesss,it is sufficient to set theizeparameter
to zero

The third parameter of thRPI_Wircreatefunction nameddisp_unitis in-
tended to simplify the address arithmetic used when calling the window access
functions (described below): the off{et bytes)from the beginning of the wi
dow specified in the access functions is automatically multiplieth&gisp_unit
value If the window is intended to store elements of some array, then ihis co
venient to specify the size of the array element aglidpe uniparameterThis
will allow us to specifythe elementndexin the access functions when ases
ing a particular array elemerit we set thedisp_unjparameteto 1, then the df
set in the access functiomaistbe specified irbytes

The fourth parameteinfoallows additional infomation to be associated
with the window being created; it is usually not used and in this case is equal to
the constanMPl_INFO_NULL

After finishing working with the access window, it must be destroyed by
calling the functionMPI_Wh_freéMPI_Wirwin) the handle of the destroyedmwi
dow receives the valuglPl_WIN_NULmMeaning that no operations can be-pe
formed with this window.

To access a windowthe MPI library provides three functiondvPI_Get
(read accessMPI_Pufwrite access), anMPI_Accumulaimodify access). The
process that calls these functions is catlegl origin processthe process ¢o
taining the window being accessed is calllee targetprocess It is theorigin
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process that provides oseded communication, while the target process plays a
passive role, not performing any special actiddsth the origin and target
processes can act asher a source or geceiverof data. If theMPl_@t function

IS used thenthe origin process is theeceiverof data, and the target process is
the source; if theMPl_Pubr MPI_Accumulafanction is used then the origin
process is the source, and the target process lisdhirerof data.

Most of the parameters of all access functiongP( Get MPI_Puyt
MPI_Accumulatare the samelhe first three parameters define the data the
sidé' of the origin processthese arevoid*origin_addmnt origin_counmMPI|_Datatype
origindatatypeThe first pammeterspecifies the address of the beginning of the
data buffer, the second specifies the number of elements in the buffer, and the
third specifies the type of elements in the buffer. The next four parameters d
fine the datd'on the sidé of the target pcessinttarget_ranMPl_Aintarget_disp
inttarget_counmMPI|_Datatygarget_datatyp&he first parameter specifies the rank
of the target process, the second is the offset from the start of the window in this
target proces@n disp_unitinits speified when defining the windoysee the d-
scription of theMPI_Win_createnction abovg the third and fourth determine
the number and type of window elements to be accessegtljat the number is
measured in elements of the specified type andtiselated tadisp_unitinits).

If the types of elements in tHmuffer of the originprocesg origindatatype
and in thewindow of the target proces§arget datatypenatch as is most often
the case, then the specified sig@¥gin_couaindtarget_counmust also match.

The last parameter in all access functions specifies the window descriptor
winof the MPI_Witype.

The MPI_Accumuldtenction has the same parameters and one additianal p
rameterop of type MPI_Opspecified befor¢he wn parameterThe op parameter
specifies the operation used to change the contents of tdewithe operation
is applied to the buffer element in tbegin process and to the corresponding
window element in the target process, and the result of thetmoeis written
to the same window element.

Any standard reduction operation defined in @l library (see Sec-
tion 1.2.5) can be used as the operapnUserdefined operations cannot be
used.

The MPI_Accumulafienction is implemented in such a wayathit can be
safely used in thsituationwhen somewindow sectionof the target process is
modified by severalorigin processesNote thatthe MPI_Pufunction does not
have this property: if twarigin processes try to write their data to theme
window sectionof the target process during one acqessod then only the d-
ta of one of therigin processes will be stored in this window, and it is imposs
ble to say in advance which one).

When calling thevPI_Getunction the contents of the buffer indlorigin
process are changed; when calling ¥_Puand MPI_Accumuldtenctions the
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contents of the specified section of the window in the target process are
changed.

An important aspect of the orssded communication mechanism the
synchronization of access to the windowSince, unlike the standard tveaded
"sendreceivé exchange scheme, the target process does not perform special
actions in onesided exchanges, it is necessary to take additional effortedo
dinateaccess to the dattoredin the window. In particular, if the target process
plays the role of a data receiver (in this ¢asds called an active target
proces$, then it must know when it can access the window to read the received
data, and if the data receiver is thr&gin process, then it must know when it can
access the data received from the target process. In both cases, synchronization
is required. The only exception, in which synchronization is not required on the
side of the target process, is the variant of-sidedinteraction with the so
called passive target processn which the target process does not access its
window at all. The window of the passive target process is usadiat store
to which other processes of the parallel application access (this type-sitied
communication is closest to the shared memory model used in multithreaded
programming).

Synchronization functions allow you to setaaledaccesspochson the
side of origin processes anéxposure epochsn the side of active target
processes. WA results of onesided interactions performed during the access
epoch (and associatecexposure epoghwill be available to the procesmly
when thisepochends In other words, until the current accegsochhas ended,
the origin process should not acsedata obtained usingPl_Getunctions and
until the exposure epochas ended, the active target process should not access
its window to read data passed to this window usa®i_Puor MPI_Accumulate
functions

The simplest synchronization option is ywided by the function
MPI_Win_fen@et assert, MPI_Win wiis is a collective function that must be
called in all processes in which tivindow winis defined

In addition to thewin parameterwhich defines the window for whictine
acces®pochis set, this function includes thaserparameterwhich may co-
tain a set of constants specifyipgopertiesof the accesgpochbeing defined
(for example, theMPI_MODE_NOPUd@nstant means that no actions related to
changingthe window contents bihe MP1_Pubr MPI_Accumuldgnctionswill be
performed during this accespocl). Such castants allow thé1PI environment
to optimize actions performed during esidedcommunications. Ipropertiesof
the accesspochdoes not need to beesified, then the number 0 is specified as
the asserpparameterNote that theasserparameter is alsmcluded in other sy
chronization functions (described below).

The first call toMPI1_Win_fenbegins the first accegpoch(and associated
exposure epogthfor the window. Each subsequent call to this function ends the
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previous accesspoch(and associatedxposure epoghand simultaneouslyds
gins a new accespoch(and associated neaxposure epogh Thus, when s+
ing thissyndironization function, at leasto calls to this function must be made
in each process with a window. This type of synchronization is used tben
sameprocesses act &th origin processes amdtive target processes during an
accesspoch Its limitation is that it is global: a single synchronization is lesta
lished for all processes for which the window is defined.
Note 1 If the MPI_Win_fendenction is called only to terminate the last
accessepoch thenthis fact can be noted by specifying the spkealue
MPI_MODE_NOSUCCBEDheasserparameter
MPI_Win_fence(MPI_MODE_NOSUCCEED, w);

Another option for synchronization allows it to be démeally, defining an
accesepoch(and an associatezkposure epogtfor only someof the processes
in which the window is defined. This flexibility comes at the cost of a more
complex way of configuring accespochs in which special functions are@r
vided for the beginning and end of both the acagsschand theexposure
epoch
9 thefunction MPI_Win_stévtPI_Group group, int assert, MPl_Winnetign
starts the accespochfor all processes in which it is called, aihpe-
cifies the group of processgmupthat can act asctive target processes
for thisepoch
9 thefunction MPI_Win_compi@®®!_Wiwin) ends the accespochstarted
by theMPI_Win_stdttnctior
1 the functionMPl_Win_pd@stPI_Group group, int assert, MPI_\Wiegvrs a
exposure epocfor all processes in which it is called, and it speciftes
group of processagouhat can act agrigin processes for thispoch
9 thefunctionMPI_Win_wgitPl Wiwin) ends theexposure epochktarted by
the MPI_Win_poktnction
Exit from the MPI_Win_wditinction means that albrigin processes have
completed the accespochby calling theMPI_Win_compl&ction
Note 2 There is also a neblocking version of thevPI_Win_wditnction,
MPI_Win_testwhich ha& an additional output parametdtag The
MPI_Win_test(MPI_Win wirflagdfunction returns anon-zeroflagvalueif all
origin processes have completed the acepssh which in turn means that
the exposure epochas ended. Th#PI_Win_teftinction should be called
again within acurrentexposure epochnly if its previous call returned a
zero flag value. In thetasksincluded in thePT for MPF2 taskbook the
MPI_Win_teRinctionis not used.
Both considered synchronization options assume thatatiget processes
are active. For the om@dedcommunications, in which the target processes are
passive, ie. do not access their windows, a third synchronization option based
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on blockingis provided The main feature of the blocking synchronizatigr o
tion is that in this option the target process does not have to call any synchron
zation functions (and, therefore, Baposure epocls specified for it) Special
synchronization functions are intended only for the beginning and end of the
accesspochin the origin processes. To begin the blocking accegsch the
origin process must call thédP1_Win_logkt lock type, int rank, int assert, MPI_Win win)
function, and to end the blocking accesgsoch the MPI_Win_unidok rank,
MPI_Win wirfunction is intended The rank parameterdetermines the target
process. The lock can leeclusiveor shared the type of lock is specified by the
lock_typeparameter which can take the value of one of two constants:
MPI_LOK EXCLUSIV&hd MPI_LOCK_SHARHDany process attempts to orga
ize access with an exclusive lock to a target process for which gdbeky
type)is currently set by another process, then grantingsadsegpostponed until
the previously set lock is released (the exclusive lock mode is usually used if
severalorigin processes access the windofvthe target procesfor writing or
modifying. Unlike an exclusive lock, several processes can simultaneously
ganize access with a shared lock to the same target process (the shared lock
mode is used if therigin processes access thadow of thetarget process only
for reading.

The tasks of théMPI7Win groupallow you to get acquainted with alé-a
pects of omesided communicatios. The first subgroup of this group
(MPI7Win1li MPI7Winl7, Section 2.7.1) uses the simplest synchronization
based on the use of the collective functitil_Win_fercearious options for s
ing all three types of oasidedcommunicationgwith read, write, ananodify
access) are considered. In the initial tasks of this subg(®MBRI7Winli
MPI7Win6), shared memory within the access window is created only
in one process, and in the remaining tasks, shared memory areas are created in
groupsof processes or in all processes of the application. In the second subgroup
(seeSection 2.7.2), more complex types of synchronization are studied: local
synchronization based on the wuse of four functiomMPl Win_start
MPI1_Win_complet™Pl_Win_posMPIWin_wait(MPI7Win18 MPI7Win23), and
blocking synchronization based on the use of the functidi®s Win_locknd
MPI_Win_unlodMPI17Win24i MPI7Win27, MPI7Win29); in MPI7Win28 and
MPI7Win30 tasks, it is necessary to use both synchronization optiongs cons
deral in the second subgroup.

To demonstrate the variotsaturesassociated with orsidedcommunia-
tions, in the next two sections we will consider one task from each subgroup of
the MPI7Win group
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1.3.5. One-sided communications: an example using the simplest
synchronization option

Let us start with theMIPI7Win13 task, which uses the simplest synchron
zation based on thPl_Win_fendanction and at the same time uses the most
complex of the access functigmgPl_Accumulate

MPI7Winl13. Three integerdN;, No, N3 are given in each process; each
given integer is in the range 0 ko1 1, whereK is the number of processes
(the values of some of these integers in each process may coincide)i-In add
tion, an arrayA of R+ 1 real numbers is given in each process, wRagethe
process rank (@& , KT 1). Create an access window contagnihe arrayA in
all the processes. Using three calls of tel_Accumulafanction in each
process, add the integB+ 1 to all elements of the arraysgiven in the
processedN;, N,, N3, whereR is the rank of the process that calls the
MPI_Accumulafanction (for instance, if the numbé\, in the process 3 is
equal to 2then a real number 4.0 should be added to all the elements of array
Ain the proces®). If some of the integefd;, N,, N; coincide in the process
R, then the numbeRR + 1 should beadded to the elements of the correspan
ing arrays several times. Output the changed akaysach process.

Here is the taskbook window when the program is launched witma te
plate for this task (Fig. 30). To reduce the size of the window, the sedtion w
the task formulation is hidden.

BT| Programming Taskbook [C++] ? X
ONE-SIDED COMMUNICATIONS WITH THE SIMPLEST SYNCHRONEZATION Results (F2)  Color (F3)  Mode (F4)
Task: MPIFWin13® Student: Smith John

Acguaintance with the task; Exct (Esc)

input-output operations were not executed.

Input: O of 49 Output: 0 of 28 Tests: 1 of 5
—
O
Input data
Process @: 4 6 2 5.92 Process 1: 1 3 4 1.55 1.00
Process 2: 4 3 4 2.25 4.82 8.59 Process 3: 2 6 3 3.64 7.00 1.68 7.46
Process 4: 4 @ 4 7.58 9.14 2.88 3.34 3.29
Process 5 148 6.62 5.50 4.83 7.42 4.95 8.15
Process 6 214 2.01 1.87 8.69 2.37 2.66 4.57 6.11

Example of right solution

Process @ 16.92 Process 1: 16.55 16.00

Process 2: 14.25 16.82 20.59 Process 3: 12.64 16.00 10.68 16.46
Process 4: 39.58 41.14 34.08 35.34 35.29

Process 5: 6.62 5.50 4.3 7.42 4.95 B8.15

Process 6 7.81 6.87 13.69 7.37 7.66 9.57 11.11

Fig. 30. Acquaintanceunning of theMPI7Win13 task

The transformation of initial arrax required in the task is difficult (&
though possible) to implement using traditioN#1 tools The main problem is
that the receiving process does nobwrfrom which source processes it wi-r
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ceive data that must be added to the elements of its Arriaythe same time,
using the oneided communication mechanism, the required transformation is
implemented quite simply. Since in this case all process#sas origin
processes and, in addition, most processes are also target processes,cthe colle
tive synchronization option is the maosttural
In the example shown in Fig. 30, only one process is not the ténggeis
processs, for which the contents array A will not change (this is due to the
fact that among the integers given to the processes there is no number equal
to 5). It should also be noted that in some cases the same process acts as both the
origin and the target process (for example, predasiust increase the elements
of its array, since among the integers given to this process there isnthe nu
berl). In addition, for most processes, the arrays they contain will be modified
by severabrigin processes (for example, the array from prodesdl be mad-
ified by processes, 1, 2, 4, 5, and,6with processs2 and4 modifying this a-
ray twice; as a result, each elemeharrayfrom processt will increased by the
number32=1+ 2+ 3 + 3+ 5+ 5+ 6 +)7
At the initial stage of the solution,enwill declareall the necessary arrays
and ensure that they are filled with the initial data. In addition to the agiay
en in thetask formulationwe will declarean arrayn of three elements contwi
ing the given integerll; N, and N3, as well as amrrayb, which will contain the
values added by tharigin process to the arraysof target processeas the size
of the arrayb, it is sufficient to specify the maximum of the sizes of the areays
(equal to the maximum rank plus 1, or, in other woedgial tosize the number
of processes
Here is the first part of the solution:
int  n[3];
for (inti=0;1<3; i++)
pt >> n[il;

double *a = new double[rank + 1];

for (inti=0;i<rank + 1, i++)
pt >> a[il;

double *b = new double[size];

for ( inti=0;i<size; i++)

b[i]= rank +1;

When we run this version of the program, we will receive a message that
all the required initial datare input butno resultsareoutput.

Now we need to define a window that contains the memory areasltlat ot
processes of the application can access. In our case, the window should include
arraysa from each process. Lets give the corresponding code fragment and
then comment on it:

int dbl sz ;

MPI_Type_size(MPI_DOUBLE, &dbl_sz);

MPI_Win win;
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MPI_Win_create( a, (rank + 1) * dbl_sz, dbl_sz, MPI_INFO_NULL,
MPI_COMM_WORIL&Win) ;

First we defingin the variabledbl_sz the size of theviPl_DOUBLE/pe
in bytes (using the debug output, we can verify that it is 8). Then we create a
windowwinusing theMPI_Wircreatdunction In Section 1.3.4we noted that this
function is collective and therefore must be called in all processes of itiie co
municator for which the window is created (we create a window for the
MPI_COMM_WORt@Mmunicatorwhich is specified as tHast but ongarane-
ter of this function).

The first parameter of the function specifies the address of the beginning of
the memory area associated with the window in the given process; in our case,
this is always the beginning tfe arraya. Then, the size of this memory area in
bytes is specified (recall that it is permissible to specify a size equal to 0O; this
means that no memory area is associated with the window in the given process).
As the third parameter of the@PI_Win_aaee function, we specify the sizéin
bytes) of the array elemesdtored in the window; this will allow u® specify
the index of the required array elementthe window access function$he
fourth parameter is assumed to be equal to the corRIMIFO_NULThe last
parametemwinreturns thewindow handle, which must be specified in all &un
tions used when working with this window.

Recall that &er finishing working with the access window, it must & d
stroyed by theviPI_Win_frdeinction. In addibn, in our program, it is necessary
to free the memory allocated for the dynamic arragadb. Therefore, we add
to theSolvdunctionthe followingfinal statements

MPI_Win_free(&win);

delete[] a;

delete]] b;

The result of running the new version betprogram will not differ from
the previous one. All subsequent additions to the solution must be spéeiied
fore the fragment that leads to the destruction of the access window.

Now we need to organize access to the created window from different
processs. Since such access is possible only within the aepess we should
start such ma epochby calling theMP1_Win_fen&enction

MPI_Win_fence(0, win);

Since theadditional propertiesf this accesepochdo not need to be spec
fied, the number O igsedas the first parameter.

Once the accesspochhas startedwe can call thewindow access funt
tions. In this caseye need to call thivPl_Accumuldtenction three times each
process. Fothiswe organizea loop

for (inti=0;1<3; i++)

MPI_Accumulate(b, n[i] + 1, MPI_DOUBLE, n[i], 0, n[i] + 1,
MPI_DOUBLE, MPI_SUM, win);
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Recall that the first three parameters of any window access function define
the data'on the sidé of the origin processthe address of the start of the data
buffer, the number of elements in the buffer, and the type of the buffer elements.
The next four parameters define the data the sidé of the target process: the
rank of the target process, the offset from the stiathe window in this target
process, and the number and type of window elements to be accessé&kt The
but oneparameter defines the operation used to modify the window elements.
Since in our case we need to adnlv terms to the original values of thendow
elements, we used tihwPI_SUMperation

In order to be able to access the modified elements of the wiritiew,
accessepoch(and the associategkposureepochon the target processes side)
during which the window modification actiongere performed must be B
pleted. Therefore, before outputting the modified adathe synchronization
functionMPI_Win_feneeust be called one more time

MPI_Win_fence(0, win);

for (inti=0;i<rank + 1; i++)

pt << a[i];

After running the latdsversion of the program, we will receive a message
that the taskas beesolved

Here is the full text of theolution

void Solve ()
{
Task("MPI7Win13");
int flag;
MPI_Initialized(&flag);
if (flag == 0)
return;
int rank, size :
MPI_Comm_size(MPI_COMM_WORLD, &size);
MPI_Comm_rank(MPI_COMM_WORLD, &rank);
int n[3];
for (inti=0;1<3; i++)
pt >> n[if;
double *a = new double[rank + 1];
for (inti=0;i<rank + 1; i++)
pt >> ali];
double *b = new double[size];
for (inti=0; i< size; i++)
b[i] = rank + 1;
int dbl_sz;
MPI_Type_size(MPI_DOUBLE, &dbl_sz);
MPI_Win win;
MPI_Win_create(a, (rank + 1) * dbl sz, dbl sz, MPI_INFO_NULL,
MPI_COMM_WORLD, &win);
MPI_Win_fence(0, win);
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for (inti=0;1<3; i++)
MPI_Accumulate(b, n[i] + 1, MPI_DOUBLEnR[i], O, n[i] +1,
MPI_DOUBLE, MPI_SUM, im);
MPI_Win_fence(0, win);
for (inti=0;i<rank + 1, i++)
pt << a[il;
MPI_Win_free(&win);
delete[] a;
delete[] b;

}

Note: Both calls toMPI_Win_fenge the above program areandatory If

you comment out at least one of them, the program will terminate without
reporting anyMPI errors but the results will be diffent from what is e-
quired.

1.3.6. One-sided communications: an example of a more complex
version of synchronization

Now letusturn to theMPI7Win23 task from the second subgroup, which
requires using a different synchronization method.

MPI7Win23. An arrayA of 5 real numbers is given in each process. In
addition, two array®l andM of 5 integers are given in the master process.|All
the elements of the arrdyare in the range 1 4§, whereK is the number of
slave processes, alid elements of the arrdy are in the range 0 to 4. Some
elements of both the arrdyand the ray M may have the same value. Create
an access window containing the arfain each slave process. Using tlee|r
quired number of calls of th@PI_Getunction in the master process, receive
the element oA with the indexM, from the processl, (1 =0,é, 4) a nd
the received element to the eleménin the master process. After changing
the arrayA in the master process, change all the arrAym the slave
processes as follows: if some element of the alvipm the slave process jis
greater than the element, with the same index, of the Arfaym the master
processthen replace this element in the slave process by the corresponding
element from the maasit process (to do this, use the required number of |calls
of the MP1_Accumulafienction in the master process). Output the changed a
rays A in each process. Use two calls of tki@I_Win_posind MPI_Win_wait
synchronization functions in the slave processesl two calls of the
MPI_Win_stagnd MPI_Win_complesynchronization functions in the master
process.

Fig. 31 shows th&askbook window for this task. As with the previous task,
the window hides a section with tteesk formulation

U

ad
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gl Programming Taskbook [C++] ? X
ADDIMONAL TYPES OF SYNCHRONIZATION Results (F2)  Color (F3) Mode (F4)
Task: MPIFWin23® Student: Smith John

Acquaintance with the task; Exit (Esc)

input-output operations were not executed.

Input: 0 of 55 Output: 0 of 45 Tests: 1 0f S
]
O

Input data
Process @: 1.71 1.13 1.93 1.79 1.92 N: 76 386 M: 24012
Process 1: 1.41 3.46 1.60 5.62 6.88 Process 2: 7.35 9.73 3.53 3.72 7.91
Process 3: 7.06 3.8@ 2.79 8.26 3.83 Process 4: 5.56 2.18 9.21 4.41 9.79
Process 5: 4.83 2.92 4.54 5.43 2.49 Process 6: 1.04 6.84 5.87 3.27 9.34
Process 7: 3.79 3.22 2.11 1.46 5.80 Process 8: 5.41 6.00 4.15 1.50 4.82
Example of right solution

Process ®: 3.82 18.47 9.8 7.79 7.08
Process 1: 1.41 3.46 1.60 5.62 6.88 Process 2: 3.82 9.73 3.53 3.72 7.00
Process 3: 3.82 3.80 2.79 7.79 3.83 Process 4: 3.82 2.18 9.00 4.41 7.00
Process 5: 3.82 2.92 4.54 5.43 2.49 Process 6: 1.04 6.84 5.07 3.27 7.00
Process 7: 3.79 3.22 2.11 1.46 5.80 Process 8: 3.82 6.00 4.15 1.50 4.82

Fig. 31 Acquaintanceunning of the MPI7Win23 task

In this case, it is necessary to create a window to access Armaysdave
processes; thus, thmasterprocess acts as thaigin process, and thelave
processes act as the target processesudm & situation, it makes sense to use
synchronization that takes into account the specféaturesof exchange opar
tions.

Another feature of this task is that it requires two series of sequentially e
ecuted onsidedexchanges. First, it is necessavymodify arrayA in the master
process. Since this process acts a®tlggn proces,the MPI_Gefunction should
be used to perform this actioiihen, the modified arrayA from the master
process should be used thangesome elements of arrax in the dave
processes. Since the master process still acts asorthm process the
MPI_Accumuldtenction should be used in this caSénce it is necessary to start
changingthe arrays in the slave processes only after the array in the master
process has beanodified, the program must useo acces&pochsin the first
epoch the array in the master processnadified, and in the seconepoch the
arrays in the slave processes @ranged

At the initial stage, we organize the input of all initial data dreddefin-
tion of the access window:

int win_sz = 5;

int n[5], m[5];

double a[5];

for (inti=0;1<5; i++)

pt >> ali];
if (rank == 0)
{
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win_sz = 0;
for (inti=0;1<5; i++)
pt >> nfif;
for (inti=0;1<5; i++)
pt > > mli];
}
int dbl_sz;
MPI_Type_size(MPI_DOUBLE, &dbl_sz);
MPI_Win win;

MPI_Win_create(a, win_sz * dbl_sz, dbl_sz, MPI_INFO_NULL,
MPI_COMM_WORIL&Win) ;

/l Perform one -sided exchanges and output the result

MPI_Win_free ( &win);

Running this version of therogram will result in a message stating that all
the initial dataare input but no resultareoutput.

It should be noted that some initial data (arraysidm) areinput only in
themastermrocess, and also that a shared memory area is not cre#teanias-
ter process (the second paramaidieeof theMPI_Win_credtenction in the mater
window has the value 0).

The rest of the solution should be placed in the position marked with the
comment'Perform onesidedexchanges and ¢put the result.

In the synchronization functiondPl_Win_staanhd MPI_Win_posivhich are
to be used in this task, it is nassary to specify the target process group and the
origin process group, respeatly. Such groups are most conveniently obtained
from the process group assated with the communicattPI_COMM_WORLD

MPI_Group g0, g;

MPI_Comm_group(MPI_COMM_WORLD, &g0);

Given a groupgO of all processes, we can simplgmovethe process of
rank Ofrom thegroupgOto obtain a group of target processes, and take the first
element of the groupO(i. e., the process of rank 0) to obtain a grouprafin
processes.

Thus, to implement the first accesgochin the mastermrocess (and thesa
sociatedexposure pochin the slaveprocesses), it is sufficient to perform the
following actions:

intb =0;

if (rank == 0)

{ MPI1_Group_excl(g0, 1, &b, &g);

MPI_Win_start(g, 0, win);
/[ Call to access functions
MPI_Win_complete(win);
/[ Qutput of result S

else
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{
MPI_Group_incl(gO0, 1, &b, &g);
MPI_Win_post(g, 0, win);
MPI_Win_wait (win) ;

}

Let us recall that the first parameter of Mel_Win_staand MPI_Win_post
functionsis a group of processes, the second isatsertparameterwhich ha
the same meaning as the parametethefMPI_Win_fendanction of the same
name (it is enough to set it equald)o the third parameter determines the access
window used.The MPI_Win_completed MPI_Win_wdiitnctions which complete
the current accesgpoch are simpler: they only specify the access window.
Between the calls tthe MPI_Win_stamnd MP1_Win_compldtenctions it is
possible tacall access functions, iaur case, thaviPl_Getunctions which allow
usto obtain elements from slave processes that should be added to the elements
of the arraya of the master process. To store the data obtained from the slave
processes, we allocate an auxiliary buffer of reaflmersa0of size 5(the buffer
size corresponds to the number of numbers obtained from the slave processes).
The contents of the buffer can be accessed only after the end of theegmess
(i. e., after calling thé/P1_Win_compldtaction). Thus, to obtairdata from the
slave processes, it is sufficient to add the following fragnmeefore the
MPI1_Win_completefveall (in the position marked with the commeitall to
access functioni$:

double a0[5];
for (inti=0;1<5; i++)
MPI_Get(&a0Ji], 1, MPI_DOUBLE, n[il, mli], 1, MP|_DOUBLE,
win);

In this fragment, the elements of the auxiliary amawre filled in a loop
the value of the element with indéks assumed to be equal to the value of the
element of arragwith indexmliJlocated in the process dnknli]

After the MPI_Win_completefweall (in the position marked with the B
ment"Qutput of resulty), it is necessary to add a fragment that ensures tde mo
ification and output of the arrajin themastermrocess:

for (inti=0;1<5; i++)
a[i] += aOfi];

for (inti=0;1<5; i++)
pt << ali];

In this fragment, the obtained elements of ara@yre added to the come
ponding elements of arrayof the masterprocess, after which the modified- a
ray is output.

Note that between the calis the MPI_Win_poand MPI_Win_wditinctions
we didnot need to perform any actions in thllaveprocesses.

When running this version of the program, a message will appear in the
taskbook window stating that the resulting data has not been output slatie
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processes, but the contents of areain the masterprocess will be correct
(Fig. 32).

@Programming Taskbook [C++] ? X
ADDITIONAL TYPES OF SYNCHRONEZATION Resutts (F2) Color (F3)  Mode (F4)
Task: MPTWin23® Student: Smith John
The error has occured in the processes 1-8.

Input: 55 of 55 B Qutput: 5 of 45 W Tests: 1 of &
| ] [ ]

[u]
Input data
Process @: 1.42 1.89 1.35 1.4 1.71 N: 41154 M: 34143
Process 1: 7.088 4.14 5.64 7.30 4.84 Process 2: 4.34 5.55 4.43 1.98 5.02
Process 3: 5.48 5.19 6.31 4.37 9.088 Process 4: 3.79 1.52 2.84 9.33 4.76
Process 5: 9.60 5.57 2.92 3.12 9.47 Process 6: 8.65 8.30 7.82 7.86 2.38
Process 7: 8.90 7.82 4.97 7.86 3.23 Process 8: 4.97 9.37 3.84 5.36 6.43
Results obtained
Process @: 108.75 6.73 5.49 16.87 11.04
Process 1: Process 2:
Process 3: Process 4:
Process 5: Process 6:
Process 7: Process 8:
Example of right solution
Process @: 18.75 6.73 5.49 16.87 11.04
Process 1: 7.08 4.14 5.49 7.30 4.84 Process 2: 4.34 5.55 4.43 1.98 5.02
Process 3: 5.48 5.19 5.49 4.37 9.08 Process 4: 3.79 1.52 2.84 9.33 4.76
Process 5: 9.60 5.57 2.92 3.12 9.47 Process 6: 8.65 6.73 5.49 7.86 2.38
Process 7: 8.90 6.73 4.97 7.06 3.23 Process 8: 4.97 6.73 3.84 5.36 6.43
Ble 1234567s

Fig. 32. Thefirst stage okolvingthe MPI7Win23 task

The second part of the osaledexchanges remains to be performedi-ad
ing the modified contents of arrayfrom the master process to all arrays in the
slave processes. To do this, a neseessepochmust be started in the master
process andreassociate@xposure epochust be started in the slave processes.

Within the new acces®poch the master process must execute the
MPI_Accumulafienction, transferring data ém arraya of the master process
the windows of all slave processes:

MPI_Win_start(g, 0, win);

for (inti=1;1<size; i++)
MPI_Accumulate(a, 5, MPI_DOUBLE, i, 0, 5, MP|_DOUBLE,
MPI_MIN, win);

MPI_Win_complete(win);

In accordance with th&ask formulation we usethe MPI_MINperation in
the MPI_Accumuldtenction

Within the newexposure epocfin slaveprocesses), as for the firskpo-
sureepoch no action needs to be performed, but after ¢pigschends, we can
outputthe changed contents of the areay
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MPI_Win_post(g, 0, win);

MPI_Win_wait(win);

for (inti=0;i1<5; i++)

pt << a[il;

By running this version of the program, we will receive a message that the
task has beesolved

The output of results in the masfocess and in the slave processes can
be combined by taking the corresponding loop out of the two parts of the cond
tional statement and placing it immediately before the window destruction
statemenMPI_Win_fré&nn).

Here is the fnal version of the solution:

void Solve ()

{

Task("MPI7Win23");
int flag;
MPI_Initialized(&flag);
if (flag == 0)

return;
int rank, size;
MPI_Comm_size(MPI_COMM_WORLD, &size);
MPI_Comm_rank(MPI_COMM_WORLD, &rank);
int win_sz =5;
int n[5], m[5];
double a[5];
for (inti=0;1<5; i++)

pt >> alif;
if (rank == 0)
{

win_sz = 0;

for (inti=0;1<5; i++)

pt >> n[if;
for (inti=0;1<5; i++)
pt >> mli];

}
int dbl_sz;
MPI_Type_size(MPI_DOUBLE, &dbl_sz);
MPI_Win win;
MPI_Win_create(a, win_sz * dbl_sz, dbl_sz, MPI_INFO_NULL,

MPI_COMM_WORLD, &win);
MPI_Group g0, g;
MPI_Comm_group(MPl_COMM_WORLD, &g0);

intb= 0;
if (rank == 0)
{

MPI_Group_excl(gO0, 1, &b, &Q);
MPI_Win_start(g, 0, win);
double a0[5];
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for (inti=0;i<5; i++)
MPI_Get(&aO[i], 1, MPI_DOUBLE, n[i], m[i], 1,
MPI_DOUBLE, win);
MPI_Win_complete(win);
for (inti=0;i1<5; i++)
a[i] += aOfi;
MPI_Win_start(g, 0, win);
for (inti=1;i<size; i++)
MPI_Accumulate(a, 5, MPI_DOUBLEj, 0, 5, MP|_DOUBLE,
MPI1_MIN, wi n);
MPI_Win_complete(win);
}

else

{
MPI1_Group_incl(g0, 1, &b, &g);
MPI_Win_post(g, 0, win);
MPI_Win_wait(win);
MPI_Win_post(g, 0, win);
MPI_Win_wait(win);

}

for (inti=0;i<5; i++)
pt << a[il;

MPI_Win_free(&win);

}

1.3.7. Inter-communicators

Inter-communicators(or intercommunicatons appeared already in the
MPI-1 standard. Unlike th&regulat communicator, also callgtie intra-conm-
unicator (or intracommunicatoy, which conrects to a certain group of processes
and provides various types of interaction between any processaded in this
group, the intecommunicator connects two groupsof processes and if-i
tended to provide interaction between processes tifi@ent groups; in this
case, the ranks of the processes in these groups are used. This type of interaction
is convenient if the parallel algorithm assumes the distribution of actiens b
tween several groups of processes and at the sameetjmees the exchangd o
information between processes included in different groups.

In the MPI-2 standard, the concept of iteommunicators was furtheed
veloped: the possibilities fareating intercommunicatorsvere expandecdcd-
lective interactionsof processes within ist-communicators became possible
and, finally, intercommunicators became the tool that was used as the basis for
the mechanisrfor dynamic process creation

Any intercommunicator is connected to two groups of processes. A
process from any group can iate dataexchange with a process from another
group within the intecommunicator that connects these groups. In this case, the
group to which the process that calls the function to send or receive a message
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belongs is calledthe local group and the goup, containing the processes with
which the connection is establishesl calledthe remote groupThus, for the
sending process, the remote group is the one in which the receiving process is
located, and for the receiving process, the remote group anthé which the
sending process is located.

ThefunctionMPI_Comm_s{&P|_Comrommint*sizg to determine the nu-
ber sizeof processes included in the communicatemm can also be used for
the intercommunicator; in this casdé returns the number of processes of the
local group, i.e. the intelcommunicator group to which the process that called
this function belongs.Similarly, for an intercommunicator the function
MPI_Comm_rdhPl_Comeommint*rank returns theankrankof the process in the
local group. There is also an additional functidRl CommremotesizéMPl Comm
commint*sizg, which is available only to intetommunicators; iteturns the size
ofthe remog group, ie. the group of the intetommunicatocomnto which the
process calling this functiotioes not belong

The functionMPI_Comm_gréM®|_CommommMPI Grouprgroup, in the case
of an intercommunicatocomm returns itdocal groupgroupand to get a remote
group, the functioMPl Commremotegroupis providedwith the same set ofep
rameters.

You can checkvhether the communicat@ommis an intercommunicator
using the functiorMPICommted inte(MPICommcommint*flag, which returns a
nonzero value ofthe flag parameterfor inte-communicators and a zero value
for intracommunicators.

To get acquainted with the basic method of creating anao@municator
and the simplest techniques for organizing interaction between its groups, let
consider the following task.

MPI18Inter9. The number of process&sis an even number. An integ€ér

Is given in each process. ThadgerC is in the range 0 to 2, the first value
C =1 is given in the process 0, the first valDe= 2 is given in the process
K/2. Using theMPl_Comm_siitnction, create two communicators: the first
one contains processes with= 1 (in the same order), the sex one co-
tains processes wit = 2 (in the same order). Output the rariRof the
processes included 1 n these communi
process is not included into the created communicators). Then combine these
communicators into anniercommunicator using thevPl_Intercomm_create
function. A group containing processes With= 1 is considered to be the first
group of the created inteommunicator and the group of processes with
C =2 is considered to be its second group. InpunhéegerX in the processes
of the first group, input an integ#&rin the processes of the second grousg- |U
ing the required number of calls of th#°l_SendndMPI_Recfunctions for all
the processes of the inteommunicator, send all the integexsto eat
process of the second group and send all the int&gergach process of the
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first group. Output all received numbers in ascending order of ranks af|sen
ing processes.
When you run the program with a template for a given task, a window
similar to the me shown in Fig. 33 will appear on the screen (this window hides
a section with the task formulation).

BT| Programming Taskbook [C++] ? X
INTER-COMMUNICATOR CREATION Results (F2)  Color (F3)  Mode (F4)
Task: MPgInters” Student: Smith John

Acguaintance with the task; Exct (Esc)

input-output operations were not executed.

Input: O of 19 Output: 0 of 36 Tests: 1 of 5
—
u]
Input data
Process @: (=1 xX=77 Process 6: (=2 Y=92
Process 1 C=0 Process 7: (=2 Y=04
Process 2: (=1 X=32 Process 8: (=2 Y=97
Process 3: (=1 X=20 Process 9: (=0
Process 4: (=0 Process 10: (=0
Process 5 C=0 Process 11: (C=2 Y=85

Example of right solution

Process @: =8 Y: 92 64 97 85 Process 6: =80 X: 77 32 20
Process 1 =-1 Process 7: =1 X: 77 32 20
Process 2: R= 1 Y¥: 92 64 97 85 Process 8: R= 2 X: 77 32 20
Process 3: R= 2 Y: 92 64 97 85 Process 9: R=-1
Process 4: R=-1 Process 18: R=-1
Process 5 R=-1 Process 11: R= 3 X: 77 32 28

Fig. 33. Acquaintanceunning of the MPI18Inter9 task

At the first stage of solving th&ask it is necessary to create two new
communicators containing processes with identicalzemo value®f C. An in-
dicationof successful completion of ghistage will be the output of the correct
values of rank® of processes in the new communicators.

Since at this stage there is no need to use theMt&wibrary tools we will
immediately provide the corresponding program fragment (the features of using
the MP1 Commsplitfunction were previously discussed in detail$action 1.2.7
devoted to creating new communicators):

int c;

pt >> c;

if (c == 0)

¢ = MPI_UNDEFINED;

MPI_Comm local;

MPI1_Comm_splittMPI_COMM_WORLD, c, rank, &loca );

if (local == MPI_COMM_NULL)

{
pt<< -1,
return;

}

int local_rank;
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MPI_Comm_rank(local, &local_rank);

pt << local_rank ;

After input ofthe numbelC, weimmediately correct its value if it is O: the
zero value is replaced byPI_UNDEFINEE®D as not to create a communicator for
processes witlC = 0. The new communicator @@ining the current process is
associated with theariable namedocal(the variable name indicates that the
group of this communicator will later becontiee local group of the inter
communicator). If anew communicator is not associated with the process, then
the value' 1 is output in it and the program exits; athise, the rankocal_rankf
theprocess in the new communicatoplstainedand output.

When the program is launched, a message will be displayed stating that in
some processes not all thwendata has beeinput (since the input of numbers
X andY has not yet beeperformedin our program, however, thevaluesR will
be found correctlyor all processeg¢Fig. 34).

BT Programming Taskbook [C++] ? X
INTER-COMMUNICATOR CREATION Results (F2)  Color (F3)  Mode (F4)
Task: MPIBInterd® Student: Smith John

Some required data are not input.

The error has occured in the processes 2, 5-6, 8. Exit (Esc)

Input: 10 of 15 & Output: 10 of 22 Tesis: 1 of 5
] -] —
O
Input data
Process @: C=1 X=88 Process 5: (=2 Y=23
Process 1: (C=0 Process 6: (=2 Y=96
Process 2: (C=1 X=22 Process 7: (C=0
Process 3: (=0 Process 8: (=2 Y=76
! Process 4: C=0 Process 9: C=0
| Results obtained
Process @: R= @ VY: Process 5: R= @8 X:
Process 1: R=-1 Process 6: R= 1 X:
Process 2: R=1 Y: Process 7: R=-1
Process 3: R=-1 Process 8: R= 2 X:
Process 4: R=-1 Process 9: R=-1
Example of right solution
Process @: R= 8 Y¥: 23 96 76 Process 5: R= @ X: 88 22
Process 1: R=-1 Process 6: R= 1 X: 88 22
Process 2: R=1 ¥: 23 96 76 Process 7: R=-1
Process 3: R=-1 Process 8: R= 2 X: 88 22
‘ Process 4: R=-1 Process 9: R=-1 l
Ila 2 56 8

Fig. 34. The first stage ofolvingthe MP18Inter9 task

Let us proceed to the main stage of the solution: definingirdar-
communicator that contains both previously created groups of processes. The
main tod for creating intercommunicators is th#PI_Intercomm_creftaction.

This is a collective function that must be called in all processes that need to be
included in the intecommunicator being createth other words, it must be
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called inall processes of those twoegulaf communicators(intra-communt
cators)that contain groups of processes included in the-cdarmunicator.

The main problem in creating an irl@mmunicator is defining a remote
group. As a local groupt is sufficient to specify the corresponding commanic
tor, which includes the process calling MBI_Intercomm_crefatection. Howev-
er, a communicator created for processes of an{therote)group is not avd
able in this processhe problem is solwk by specifying thé'representative
processesléaderg of each of the two groups. In thesise,it is necessary that
both selectedeadersare included in some common communicatopeer A
natural candidate for the role of a peer is the universal concator
MPI_COMM_WORIwever,in order to avoid possible conflicts when sending
data, it is desirable to usecopy of the communicatoMPI_COMM_WORI1y
means othe MPI_Comm_dfynction.

Let uslist the parametersf the MPI_Itrcomm_creafienctiorn

MPI_Comnocali a communicator associated with the local group of the

creatednter-communicatar

intlocal_leadérrank of thelocal groupleader(in thelocalcommunicatoy,

MPI_Comrpeer_comrm a peercommunicatoy this paramedr is taken into

account only in the process that ieaderof the local group

int remote_leaddr the rank of theleader of the remote group (in the

peer_comrmsommunicatoy;, this parameterlike the previous one, is
taken into account only in the praa®that is deaderof the local
group

inttagi an integer'security ta§) that must be the same in all processes that

calls the MPI_Intercomm_creafeinction to create this inter-
communicatofother values for this tag should bged when creating
otherinter-communicatos);

MPI_Comrintercomrin pointer to the createadter-communicatooutputpa-

rameter).

Thus, to create aimter-communicator aleaderof each group must know
the rank of thdeaderof the other group in thpeercommunicator. In our cas
we can use the following part of thesk formulation"The first valueC= 1 is
given in the process 0, the first valGe= 2 is given in the proceds/2" (K de-
notes the total number of processes). This means that the first of the groups we
created (fo processes wit = 1) is guaranteed to include a process of rank 0 of
the communicatoMP] COMMWORLDand this process ihe firstprocessof the
created group (e., it has rank O in the corresponding communicator), and the
second of the groups weeated (for processes with= 2) is guaranteed tam
clude a process of rank/2 of the communicatoMPl COMMWORLDand this
process is alsthe first processf the created group.

Therefore, when calling thBIPI_Intercomm_crehtaction in all processes,
we canset thelocal_leadgrgarameteto 0. As for theremote_lead@arameterits
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value can be determined by the rank of the calling process in the
MPI_COMM_WORt@nmunicatarif this rank is O (this means that the process is

a leaderofthe firstgroup), then theemote_leadparameter shoullde set tK/2,

and if the rank of the calling process in W1el_COMM_WORt@mMmunicatoiis

K/2, then theremote_leadgparametershould beset to O (in the remaining
processes, the value of thenote_leadparametercan be arbitraryfor example

equal to 0). Another way to do this is to analyze not the rank of the process in
the MPI_COMM_WORKkDbmmunicator but the value of C; in this case, for
processes witle = 1, theremote_leadparameteshould beset egal toK/2, and

for the remaining processes (with= 2), it should be setqual to O.

To make sure that the requireder-communicatothas been created reo
rectly, you can use the following simple test: determine the remote group size
for eachinte-communicator process by calling th®1PI_Comm_remote_$inec-
tion (and displaying tis sizein the debugsection). Note that we will need this
size later when organizing data transfers.

When implementing the second stage of solviretask it is easy to make
a serious mistake by trying to create a copy ofMR&COMMWORLZommun-
catorafter some processes exit tBelvefunction This will inevitably lead to a
hang of the parallel application. It is necessary to define an ayxieercom-
municatorbeforethe conditional statement in which theturn statement isxe
ecuted(for example, at the very beginning of the solution).

Here is an expanded version of the solution, in which new fragments are
highlighted in bold:

MPI_Comm peer

MPI_Comm_dup(MPI_COMM_WORLD, &peer);

int c;

MPI_Comm local;

pt >> c;

if (c == 0)

¢ = MPI_UNDEFINED;

MPI_Comm_splittMPI_COMM_WORLD, c, rank, &local);

if local == MPI_COMM_NULL)

{ pt<< -1

return;

}

int local_rank;

MPI_Comm_rank(local, &local _rank);

pt << local_rank;

MPI_Comm inter;

int lead = 0;

if (rank == 0)

lead = size / 2;

MPI_Intercomm_create(local, O, peer, lead, 100, &inter);

int remote_size;
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MPI1_Comm_remote_size(inter, &remote_size);

Show remote _size );

When running this solutionthe message in the information section will not
change, but in the debug section, along with error messages, for each process
with a nonzeroC valug the correct size of the corresponding remote group in
the created communicator will be displayeskd Fig. 35; in this case, for
processes witlC = 1, the size of the remote group is 2, and for processes with
C=2, the size i4).

FT| Programming Taskbook [C++] ? X
INTER-COMMUNICATOR CREATION Resutts (F2)  Color (F3)  Mode (F4)
| Task: MPigInterg® Student: Smith John

Some required data are not input.

The error has occured in the processes 4, 7. R
Input: & of 11 B Output: 8 of 12 Tests: 1of &
| | ]
O
Input data
Process @: C=1 X=23 Process 4: (C=2 Y=80
Process 1: (=90 Process 5: (=90
Process 2: (=90 Process 6: (=90
Process 3: (=90 Process 7: (=2 Y=56
Results obtained
Process @: R= @ Y: Process 4: R= @ X:
Process 1: R=-1 Process 5: R=-1
Process 2: R=-1 Process 6: R=-1
Process 3: R=-1 Process 7: R= 1 X:
Example of right solution
Process @: R= @ Y¥: 80 56 Process 4: R= 8 X: 23
Process 1: R=-1 Process 5: R=-1
Process 2: R=-1 Process 6: R=-1
Process 3: R=-1 Process 7: R= 1 X: 23
[
| 8] 1> 2

@| 2> !If there are errors in the slave processes,

@] 3> ! then the solution for the master process is not checked.
4] 1> 1

4| 2> 1Some required data are not input.

4| 3> ! The program has input 1 data item(s) (of 2).

71 1> 1

7| 2> !Some required data are not input.

71 3> ! The program has input 1 data item(s) (of 2).

.947

Fig. 35. The second stage eblvingthe MPI8Interd task

The final sageof the task solutionis the sinplest, since it requires using
the weltknown MPI_SendndMPI_Recfunctionsto exchange messages between
two processes. The onfgatureis that in this casethese functions are called for
the inter-communicator and herefore the rank of the receiving process (in the
MPI_Sentunction)and the rank of the sending process (inMif¢_Recfunction)
should be specified as the rank of the procefisdmemotegroup

MPI_Status s;
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int a, b;

pt>> a;

for (inti=0;i<re mote_size; i++)

{ MPI_Send(&a, 1, MPI_INT, i, O, inter);

MPI_Recv(&b, 1, MPI_INT, i, O, inter, &s);
pt << b;

}

Note that the number of iterations in the loop is equal to the size of-the
motegroup.

After running this version of the program,ewwill receive a message
that the task has beenlved
Note 1. The solution uses only tho9dPI library toolsthat are already
available in theMPI-1 standard, so this program will also work succdssfu
ly under the control of th®IPICH system. As noted ithe preamble to the
MPI8Inter task groupfive tasks in this group (numberg4land 9) can be
executed in thdPI-1 version.

The MPI2 standard introduceda number of new features related
to the creation of inter-communicators (see task$/1P18InterSi MPI8Inter8). In
this standard, the functiomdPl_Comm_creard MPI_Comm_smanbe used not
only to create new intraommunicators based on existing gnkst also to
create newnter-communicatos (also based on existing ones).

If the functionMPl_Comm_ate(MPI_ComreommMPI_GrougroupMPI Comm
*newcomins called for processes of theter-communicatorcomm then in the
processes of each group of thee-communicatocomnmit is necessary to spiec
fy the same parametgroupwhich determines the subset of processes from this
group, which will become the omsponding group of the nevnter-
communicatomewcommr his function must be called in all processes included
in the communicatocommin this case, for those processesath group that
are not included in the specified groupe valueMPICOMMNULLwWiIll be re-
turned in the parameteewcomm

Flexible capabilities for creating a whofamily of new inte-communt
catos with pairwise disjoint groupsf grocesses are provided by thection
MPI_Comm_s@iPl_Comm comm, int color, int key, MPI*@acommiunction
When it is called for thenter-communicatocomma set of newnter-communt
catoss is created, the groups of iwh include the processes of the origimdér-
communicatomwith the same values of tlelorparamete(the keyparameteras
usual, is used to determine the order of processes in the created gemifise
description of this parameter for this function Section 1.2.7). If one of the
groups of thenter-communicatocomndoes not contain processes witie color
value specified in any processes of another group, ¥ieh COMM_NUisLre-
turned in the processes with tleidorvalue (this is due to théact that thanter-
communicatommust contain twanonemptygroups of processes). As usual, the
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MPI_COMM_NUW\alue is also returned for those processeshich thecolorpa-
rameter has the valuéPl_UNDEFINED

Note 2 It should be noted that ithe MPICH system the MPI_Comm_split
function behaves incorrectly in songpecialsituations related to the ere
tion of newinter-communicatas. These situations are described in detail in
the note to th&/PI18Inter7 task(seeSection 2.8.1)In the MSMPI system,
the MPI_Comm_sflinction behaves correctly in ajpscialsituations.

Another important innovation of thkIPI-2 standard is the possibilitgf
using collective operations for intercommunicators The tasksMPI8InterlOi
MPI8Interl5 are devoted to these piblities. When performing collectivex-
changesthe same functions are used fmth intra=communicatorsand inter-
communicatas (seeSectionsl.2.4 and 1.2.5); it should only be taken inte a
count that collective exchanges are always performed betsviéerent groups

of theinter-communicatolin other words, the processes of one group exchange
data onlywith the processes of another group).

As an example of applying the collective operation to the -coer
communicator we casshow the second variantfahe final fragment of the
MPI8Inter9tasksolution, in whichinstead of multiple calls of th&Pl_Sendnd
MPI_Recfunctions in the loopywe useone collectiveMPI_Allgathéanction call
in each process:

int a;

pt >> a;

int *b = new int[remote_size];

MPI_Allgather(&a, 1, MPI_INT, b, 1, MPI_INT, inter);

for (inti=0; i <remote_size; i++)

pt << bJ[i];

delete[] b;

Note that in the case of inteommunicators, collective functiongithout
the rootparameter actbidirectionally’ by sendingdata fom processesf each
inter-communicator group to process#she other group.

Note 3.In the case where collective functions fister-communicatos use

a special process specified by tloet parameter(such asthe MPI_Bcast
MPI_Scat, andMPI_Gathdunctiong, special rules apply. Recall that for i
tra-communicators,the root parameterdefines the rank of the special
process andmust have the same value in all processes. iRtar-
communicatos, the rank of the special process is specified only in the
processes of the group thabes notcontain the special process. In the
processes of the group that contains the special process, one of teo pred
fined valuesnust bespecified as theootparaméer. in the special process,
therootparametemust have th&iP1_ROOWalue and in the other processes
of this group,the rootparametemust havethe MPI_PROC_NU\lalue Ex-
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amples of using such collective functiongl be givenin the next section
when solving thévPI8Interl5 task

1.3.8. Dynamic process creation

Theinter-communicatas discussed in the previossctionare also used for
dynamically creating new processasring the execution of a parallel apjplic
tion. The ability to create new processes appeared imvifAae2 standard. Such
an ability allows implementing parallel algorithms for which the number of
processes can be increaseldle the application is runnindn addition,inclu-
sion of this feature into the M standard simplifies the transition to MPIHhec
nologes for those developers who previously used other parallel technologies
allowing to generate processagnamically (for example,Parallel Virtual Ma-
ching PVM).

There are two functions for creating n@nocessesMPI_Comm_spaand
MPI_Comm_spawn_mulfidhe first of these functions allows you to create @e r
quired number of new processieg runningthe sameexecutable filewith the
samecommandine parameters(thus, it acts similarly to thMPI environment
which performs the mial launch of a parallel application). The second function
is more flexible: it Hows you to usdifferent sets ofommand line parameters
and everdifferent executalel filesfor different processes in the created group

TheMPI_Comm_spafumction has the following set of parameters:

char‘command a string defining the file to be launched (this parameter is
only taken into account in th®ot processsee below for aescrp-
tion of therootparametey;

char**argM a string array containing command line parameters (the- par
meter is also taken into account only in tbet process); if paras:
ters are not required, thenhis sufficient to specify a null pointer
(NULLor nullptrasargy

int maxproic maximum number of launched processes (the parametdsr is ta
en into account only in th®ot procesy,

MPI_Info info additional information related to the file being launched (the
parameter is taken into account onlythieroot process); if additional
information is not used, theh is sufficient to specify the constant
MPI_INFO_NUakinfq

int root’ the rank of the process from the parent communicaiom in
which the values of the four previous parameters muspeéeified;

MPI_Comm conmimparent communicator that provides creation of a new
process group;

MPI_Comrfintercomin a pointer to the resultingter-communicatofoutput
parameter)one ofits groups is the group of all processes of the pa
ent communicatocomm and the other is the group of all created
processes;
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int*array_of_errcodesan integer array containing error codes associated with
each of the created processes (output parameter). If all processes are
created successfully, then all elementstlodé array are equal to
MPI_SUCCESSH the program does not usgror codesthe constant
MPI_ERRCODES_IGNO®&fbe specified athis parameter

The MPI_Comm_spavunction is collective; it must be called by all
processes ohe parent communicateomn{however, the values of the param
ters defining the properties of the created processes need only be specified in
one process of this communicator, which has the raw)k Successful exit from
this function occw only if all the required new processes are launched and each
new process calls thdPI_Inifunction which initializes the g@rallel mode.The
exit from all MPI_Inifunctions in the new processes will occur simultaneously
with the exit from theMPI_Gmm_spawhinctionsin the parent processes.

The MPI_Comm_spawn_multipfection differs from theMPI_Comm_spawn
function only in that all the settings for the parameters of the processes being
launched are specified arrays each of which has a sizgual tocoun{the first
parameter of the function)There is a parameter list for thefunction
MPI_Comm_spawn_mult{pie count, ch&farray _of commands, tharray of argv, int
*array_of _maxprocs, MPI_fafvay oifnfo, int root, MPI_Comm comm, MPI_Comm
*intercomm, irdrray _of errcodes)

All features of theMPI_Comm_spafumction that are described below also
apply to theMPl_Comm_spawn_mulipietion.In the tasks included in tHeT for
MPI-2 taskbookthe MA_Comm_spawn_mulfipiectionis not used.

By default,call to theMPI_Comm_spafumctionis considered successful if
all maxproprocesses afaunchedlt is possible to change this behavior by-sp
cifying additional settings in thimfoparameter; inhis casefor the success of
the MPI_Comm_spafumction, it is enough to laundiewer processes than spec
fied in themaxproparameter (we will not discuss this option in more detail).

Communication between thaitial (paren} and new(child) processess
established using a nevnter-communicator intercomm returned by the
MPI_Comm_spafumction

However, as a result of calling tiPl_Comm_spavumnction this inter-
communicatorwill be accessible only to parent processehild processes
access this interr-communicator using the special function
MPI_Comm_get_paidiitl_ Comrtparent)If this function is called by one of the
child processes, €. processes createdter the parallel application has been
launched, then itsgpameteparenteturrs a descriptor of thente-communicator
that connects the parent and child processes. MtHeComm_get_pafemction
is called by one of thiitial processes of the parallel application, thies con-
stantMPI_COMM_NuUkLretuned in theparenparangter.

Since the same executable file is often used to start bothitiaé and new
(child) processes, it is thdPI_Comm_get_parentction thatallows you to ree-
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ognizetheinitial processes and thus ensurattdifferent code fragments ane-e
ecuted for thenitial and new processes.

For new processes, there is also a communicatBi COMM_WORLD
defined which includes all processes created during the call of the
MPIl_Comm_spafumction We can think of thente-communicatoreturned by
the MPI_Comm_spafunction as combining twd'regulal’ intraacommunicators
MPI_COMM_WORbDe containing all parent processes, and the other containing
all child processes.

If two calls toMPI_Comm_spaare made in the parent communicatben
two new process groups will be created in the parallel application, each of which
will be connected to the parent group via its amer-communicator Another
scheme is possible in which the child process grdcipld) itself calls
MPI_Comm_spgvas a result, a new process grdupild2 is created, for which
the parent group will behild1

Thus, to create new processes and ensure their subsequent interaction with
parent processes, it is sufficient to ia® MPI functions(MPl_Comm_spawand
MPI_Comm_get_pareamd to apply the data transfiemctionsthat are provided
for inter-communicatas.

As an illustration of the described possibilities, let us consider the first task
from the subgroup of thBIPI8Inter goup which is devoted to the creation of
new processes (s&ection 2.8.3).

MPI8Interl5. A real number is given in each process. Using |the
MPI1_Comm_spafumction with the first parametéeptprj.exe'create one new
process. Using théMPl_Reduceollective furttion, send the sum of the given
numbers to the new process. Output the received sum in the debug sggtion u
ing theShowfunction in the new process. Then, using KMf_Bcagtollective
function, send this sum todhnitial processes and output it in each process.

When we launch the templapeogramfor this task, we will see a window
similar to the one shown in Fig6.

Note the sample content of the debug section given imnihé data se-
tion. The process ranlpscified there contains, in addition to the numeric value
"0, the prefix"a" This prefix means that this process was created duringcthe e
ecution of the parallel application (geveral groups of new processes are
created in the parallel application, thdifferent letter prefixes are associated
with them in the debug sectiota’; "b'; "c'; etc.).

Let us startto solvethe task. First of all, we need to create a new process.
In all tasks of this subgroup, the standard communicsier COMM_WORLD
should 2 used as the parent communicatoraddition, in all tasks, we need to
specify the same name of the executable"fileriexe, since any project created
by the PT4Load program has such a naniée number of processes to be
created is defined in the tasormulation,the values of other settings for new
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process groups are defined in the preamble tdviR&8Inter group(see Sec-
tion 2.8).

@Programming Taskbook [C++] ? X
PROCESS CREATION Results (F2) Coler (F3) Mode (F4)
Task: MPISInter15® Student: Smith John

Acquaintance with the task; Exit (Esc)

input-output operations were not executed.
Input: 0 of 4 Qutput: 0 of 4 Tests: 10f 5

A real number is given in each process. Using the MPI_Comm_spawn function
with the first parameter "ptprj.exe", create one new process. Using
the MPI_Reduce collective function, send the sum of the given numbers
to the new process. Output the received sum in the debug section using
the Show function in the new process. Then, using the MPI_Bcast collective
function, send this sum to the initial processes
and output it in each process.

Input data
Process @: 18.73
Process 1: 17.42
Process 2: 19.76
Process 3: 19.53

The content of the debug section should be as follows:

a0| 1> 75.43

Example of right solution

Process @: 75.43
Process 1: 75.43
Process 2: 75.43
Process 3: 75.43

Fig. 36. Acquaintanceunning of the MPI18Interl5 task

When executing tasks to create procesges necessary to take inte-a
count that the code of th&olvefunction will be executeaot only in theinitial
processes of the parallel application, but also in the created processes. Note that
for the created processes, as well as foritiiteal ones, you cannotcall the
MPI_Initunction, since this call is automatically executed by taskdook before
calling theSolvefunction in each process

To ensure that th&PI_Comm_spavumnction is called only in thenitial
processes, it is necessary #il ¢the MPI_Comm_get_parkemiction at the begr
ning of the Solve function and analyzats result. If it returns the value
MPI_COMM_NULUhen this process is one of theitial processes, and the
MPI_Comm_spatunction should be called for;iif a nonrempty communicator
Is returned, this means that the process is a phildessand this communicator
can be used to communicate with parent processes.

To check that the new process was created successfulaweutputhe
sizeandrankvaluesfor eachprocess of the parallel application in the debuy se
tion. We getthe following coddragment

MPI1_Comm inter;
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MPI_Comm_get_parent(&inter);
if (inter == MPI_COMM_NULL)

{
MPI_Comm_spawn("ptprj.exe”, NULL, 1, MPI_INFO_NULL, O,
MPI_COMM_WORLD, &n MPI_ERRCODES_IGNORE);
}
Show( size );
Show rank ) ;

When you launch this version of the program, the taskbook window will
look like that shown in Fig. 37.

@ Programming Taskbook [C++] ? X
PROCESS CREATION Results (F2) Color (F3) Mode (F4)
Task: MPiginter15° Student: Smith John

Acquaintance with the task; Exit (Esc)

input-output operations were not executed.

Input: O of 4 Output: 0 of 4 Tests: 1 of 5
—
O

Input data

Process ©8: 14.73

Process 1: 19.25

Process 2: 14.71

Process 3: 20.87
The content of the debug section should be as follows:

ad| 1> 69.56

Example of right solution

Process @: 69.56
Process 1: 69.56
Process 2: 69.56
Process 3: 69.56

Fig. 37. The first stage o$olvingthe MPI8Interl5 task

At the beginning of each line in the debug section, the rank of the process
is indicated. Along with théusual ranks 03, the section contains a rank $tar
ing with the prefix"a" As was said above, dynamically created processes are
marked in this way. So, in our case, the program includesid processes (for
them,size= 4, and ranks vary from O to 3) and one new process. The standard
communicatoMPl_COMM_WORIsDalso associatedith this processbut it in-
cludes only one process (since when calling Nt Comm_spafunction, we
specified the value &sthe maxproparameter, so the line with the labeho"
displays the numbers (the number of processes in the communicatod) @n
(the rank of the process). So, our program correctly creates a new process.
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At the second stage of the solution, mastobtain in the new process the
sum of the numberspecified in thanitial processes. According to thesk fa-
mulation the collecive functionMPI_Reduamust be used for thi©Obviously, it
must be applied to thater-communicatointer which is defined both in thimi-
tial processeand in the new process.

When defining theootparametefor the MPI_Reduckindtion, it is neces-
sary to take into account the peculiarities of using collective operatiomddor
communicatas (seeNote 3 inSection 1.3.7): in all processes sending their data
to anotheninter-communicatorgroup, we must specify th@actual rank ofthe
receivingrootprocessn the remote group (in this case, 0), and in the receiving
process, a special valudPl_ROOTnust be specifiedlf the group of new
processes contamore than ong@rocessthen in the remainingrocessesthe
valueMPI_PROC_Nuinust be spefied as therootparameter

Thus, before calling th®IP1_Reducinction, we need not only to perform
thedatainput (in theinitial processes), but also to determine the valubeifoot
parametern all processes. After calling this function, we need to outputlthe o
tained result in the debug section corresponding to the new process.

Let us present a new version of the solution, highlighting the addgd fra
ments in bold:

double a, sum;

int root;

MPI_Comm inter;

MPI_Comm_get_parent(&inter);
if (inter == MPI_COMM_NULL)

{
MPI_Comm_spawn("ptprj.exe", NULL, 1, MPI_INFO_NULL, O,
MPI_COMM_WORLD, &inter, MPI_ERRCODES_IGNORE);
pt >> a;
root = 0O;
}
else
root = MPI_ROOQOT;
Show({rank).—

MPI_Reduce(&a, &sum, 1, MPI_DOUBLE, MPI_SUM, root, inter);

if (root == MPI_ROOQOT)
Show(sum);

We replaced the previoughow(sizeand Show(rankunctionswith a single
Showsum)statementhat outputsthe resulting sum of thgiven numbers in the
new process. Note that we also used ribm value to "distinguist the new
process from thaitial ones.

As a result of launching this version of the program, the window will look
like that shown in Fig. 38.
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gl Programming Taskbook [C++] ? X
PROCESS CREATION Results (FZ) Color (F3) Mode (F4)
Task: MPIgInter1s® Student: Smith John

Correct data input: Exit (Esc)

all required data are input, no data are output.

Input: 3of3 @ Output: 0 of 3 Tests: 1 0of &
] —
O
Input data

Process ©: 17.48
Process 1: 17.75
Process 2: 20.03
The content of the debug section should be as follows:

aB| 1> 55.26

Example of right solution
Process ©: 55.26
Process 1: 55.26
Process 2: 55.26

a8] 1> 55.26
@

Fig. 38. The secondtage ofkolvingthe MPI8Interl5 task

Note that the contents of the debug section exactly match the sample shown
in theinput datasection. The message in the information sedsdiCorrect da-
ta input’ because the program has all the required inputhdwutput has been
performedin any of thenitial processes.

Let us performthe last part of the taskend the found sum from the new
process to alinitial processes and output the received data. To dovikialso
need to use a collective functigim this caseMPI_Bcakt but now the sending
processis the new (child) process, and the receiving proceasethe initial
(parent) processes. For the#°1_Bcadunction you need to sehe same values
for therootparameter as for thereviously calledVPI_Redudenction; indeed, in
this case, the process sending d#ta root procegss the new process, see
need to use theoot parameter equal t®&MPI_ROOTN this processand all
processesn the other (receivingproup must indicate that theyeceive data
from proces® of the sending group.

Thus, after callindg/Pl_Reducwe only need to add a call to the new aolle
tive function MPI_Bcasand provide the last conditionaktatementwvith an else
branch(executed irtheinitial processes), in which we organize the output of the
resulting sumHere is the final version of the solution, highlighting the new
statements bold:

double a, sum

int root;

MPI_Comm inter;

MPI_Comm_get_parent(&inter);
if (inter == MPI_COMM_N ULL)
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{
MPI_Comm_spawn("ptprj.exe", NULL, 1, MPI_INFO_NULL, O,
MPI_COMM_WORLD, &inter, MPI_ERRCODES_IGNORE);
pt >> a;
root = 0;
}
else

root = MPI_ROOT;
MPI_Reduce(&a, &sum, 1, MPI_DOUBLE, MPI_SUM, root, inter);
MPI_Bcast(&sum, 1, MPI _DOUBLE, root, inter);
if (root == MP1_ROOT)
Show(sum);
else
pt << sum
After launchingthis version of the program, we will receive a message that
the taskhas beersolved
In the final partof this section, we describe two more features relat@alt
ter-communicatas and dynamic process creation. These features are the subject
of the four final tasks of thielP18Inter group
The communicator that is created when new processes are created-is an
ter-communicatar oneits group includes th@arentprocesses and the othies
group includes thehild processes. Sometimes, after creating new processes, it
IS conveniento mergethe parentand child processes into one commarira-
communicatar For this purpose, MPIprovides a special function
MPI IntecommmergéVPl Comncomminthigh MP1_Comrmewcomjwith three @-
rameters: the originahter-communicatorcommthe highparameterwhich ce-
termines the order of processes in the created-aatmanunicator, and the tu
put paameter newcomma pointer to the created intracommunicator The
MPI_Intercomm_mefigiection must be called in afprocesses of the originaiter-
communicator
The highparameter is an integer flag; all processes in each group of the
original inter-commnunicatormust specifjthe samevaluefor the highparameter.
If the highparameter is 0 in one of the groups and 1 indheher, then the
processes of the first group (wittigh=0) are placed first in the created intra
communicator in the order in wiiicthey appear in this group, and then the
processes of the second grofwith high=1) are placedin the intra
communicatoralso in the ordein which they appear in this groul the value
of thehighparameters the same imll processesf theinter-communicatorthen
the order of the groups is undefined, but even in this case the order of the
processes from each group coincides with the order of the processes in this
group.
The MPIIntercomnmergefunction isusedin the MPI18Interl9 MPI18Inter20
tasls.
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A situation is possible when two groups of processes do not hava-a co
mon inter-communicator(for example, if each of these groups was created
using a separate call to tMPI_Comm_spatumction). To establiscommunia-
tion between such groups, a siéclientserver interaction mechanisimple-
mented inMPI-2 canbe used One of the groups of processes between which
communication needs to be established plays theof@deserver and the other
plays the role of client The processes of the servaogp createa port for
communication(using thefunction MPI_Open_p@PI_Infanfq char*portnamé,
the port nameparameteis output) and definéhe public namef this port (using
the functionMPI] Publishnaméchar*servicename MPI Infoinfq char*portnamé, all
parameters are input), after which they start listening to this port waiting for the
client to connectFor this purpose, the process®sthe server group uséhe
function MPI Commaccegthar*port name MPI Infoinfq int roof MPI_Commomm
MPI_Comrinewcomin This function is collective and must be called for all
processes of the communicatmmm however, the port namport_namenly
needs to bepecified in thgrocess of rankoot

Processesf the client group obtain the port created bysbeser group s+
ing the public nameservice_namef this port (by means ofthe function
MPI_Lookup_naiebarservice_nam®IPI_Infinfq charportnam¢ the last paraet
ter is output), after which they connect to the server on this port using tte fun
tion MPICommconnedthar *portname MPIInfo infg int root MPI_Comntomm
MP1_ComrmewcominThis function like the MPI Comm_accefatnction, is collec-
tive and must be calledr all processes of theommcommunicator, andike for
the MPI_Comm_accépnction the port nameort_namenly needso be specified
in theprocessf therankroot

When theMPI_Comm_acceptd MPI_Comm_connéanctions complete su
cessfully theyreturnaninter-communicatomewcomrthat joinsthe client group
and theserver group

The port the port_namparameteris a text string generated by the MRl e
vironmentwhen calling the MPI_Open_gdunctiory its maximum length (with
the terminating null character) does not exceedMRé MAX_PORT_NA®SEB-
stant It is sufficient to create theortin one of the processes$ the server group
and receive it in one of the processes of the client grblg public name of the
port theservice_nanmarametey, unlike the parametegport_namemustbe known
in advance to both the processes of the server group and the processes of the
client group; this is a kind dpasswortl exchanged between these greup

All thesefunctions provide an additional parameitég which canbe seto
MPI_INFO_NULL

Let usgive a standard sequence of actions on the server group side:

char portfMPI_MAX_PORT_NAME];

if (rank == 0)

{
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MPI1_Open_port(MPI_ INFO_NULL, port);
MPI1_Publish_name("password”, MPI_INFO_NULL, port);

}
MPI_Comm_accept(port, MPI_INFO_NULL, 0, comm, &inter);

The sequence of actions on the client group side is as follows:

char portfMPI_MAX_PORT_NAME];

if (rank == 0)

MPI1_Lookup_name("password”, MPI_INFO_NULL, port);

MPI1_Comm_connect(port, MPI_INFO_NULL, 0, comm, &inter);

It is importantto coordinatethe function callso that theviPI_Publish_name
functionin theroot proces®f theserver groups calledearlier in timethan the
MPI_Lookup_narfunction in theroot processf theclient group

Three functions are intended foeleasingresources allocated during a
client-server connection:

1 MPI_Close_ptar*port_nameglosesthe port port_namereated by e

MPI_Open_pduanctior

1 MPI_Unpublish_ndomarservice_name, MPI_Info info*pbdr nameakleas-
esthe portpublic nameservice_nanfareviouslyconnectedwith the port
port_naméthe public name of the portshould be releasedbefore the
closing theportitself);

1 MPI_Comm_discon(id&l_Comntcomm) destroys communicator comm
createdfor client-serverconnectionand returnsMPlI_COMM_NUir_the
commparameterUnlike the standard functioMPl_Comniree the furc-
tion MPI_Comm_disconnesits for all communicationoperations pe
formed using the communicatoommto complete and only then é-
stroys this communicator.

The clientserver interaction mechanismusedin the taskdMPI8Inter21i
MPI8Inter22. The notes to these tasks descvilags tocoordinae the order of
calling the MPIPublishname and MPI_Lookup_nanfeinctions based onthe
MPI_Barriéunction

1.4. Parallel matrix algorithms

1.4.1. Band and block algorithms for parallel matrix multiplication:
general description

The MPBMatr group unlike the previous groups, is devoted nostane
specific section of th&PI library, butto parallel matrix algorithmswhich use
various tools of this library, including various options for iatd#fon between
processes, new derivathtaypes, communicators with virtual topologies, and
parallel file inputoutput. Thus, th&PI9Matr groupcan be considered as a final
group, allowing you to repeat and consolidate most of the previously studied
topics related tdMPI technologes
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Matrix processing is one of those types of computational tasks for which
efficient parallelization methods have been developed, including those based on
MPI technologes. It should be noted that tHdPI library contains a nuitver of
tools specifically designed for working with matrices; such tools include derived
dataypes associated with various matrix fragments (columns, sets of cglumns
blocks), as well as additional capabilities of communicators with Cartesian t
pology.

A typical representative of matrix algorithms is tmatrix multiplication
algorithm.The MPBMatr group considers two main types of parallel distributed
matrix multiplication algorithmsband algorithmsin which the distribution of
computations between pregses is achieved by dividing matrices ibends
including sets of adjacent rows or columns, diock algorithmsin which ma-
trix division into rectangulablocksis used In addition, the group includes the
introductory taskMPI9Matrl (seeSection 2.91), which describes the matriad
ta storage format, provides the necessary formatas requires the implement
tion of the simplest neparallel matrix multiplication algorithm.

For each type of parallel matrix multiplication algorithm, two variants are
considered, differing in implementation details.

In the band algorithm 1 (Section 2.9.2 MPI9Matr2i MPI9Matr10), only
horizontalbands(sets of adjacent rows) are used, and their transfer does-not r
guirenew deriveddatatypes.

In the band algorithm 2 (Section 2.9.3 MPI9Matrl1li MPI9Matr20), both
horizontal and verticadbandsare used, which, on the one hand, somewhatlsimp
ifies the implementation of the multiplication algorithm itself (since it is based
on multiplying the rowsof one matrix bythe columnsf another), and on the
other hand, requires the use of new datatypes that provide more efficient transfer
of verticalbandd(i. e., sets of adjacent columns).

In the first version of the block algorithifCannon's algorithm Sec-
tion 2.9.4 MPI9Matr21i MPI9Matr31), before the iterative calculation of the
fragments of the final matrix product, an initial stage of blaakistributionbe-
tween processes is performed, which simplifies subsequent actions for sending
data. To send blocks at any stage of the algoridmmauxiliary communicator
equipped with a topology of a square matrix of processes is used.

In the second version of the block algorithfifoxXs algorithm, Sec-
tion 2.9.5 MPI9Matr32f MPI9Matr44), the special stage of initial redistribution
is absent and, asconsequence, each step of calculating the final matrix product
requires more complex actions for sending blocks. In this sending, it is proposed
to use not only a communicator with the topology of a square matrix of
processes, but also communicatorsegated on its basendassociated withni-
dividual rows and columns of this matrix.

In each of the variants of the block algorithitnis necessary to define a
new derived datatype that simplifies the transfer of matrix black§€annon's
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algorithm, it isproposed to use thdPI_Sendnd MPI_Recfunctions to transfer
blocks and in Foxs algorithm it is proposed to uséhe collective function
MPI_Alltoallprovided that thé/PI-2 library is used).

In each of the considered matrix multiplication algori#) three main sta
es can be distinguished:

i source datascatteringstage initial scatteringsource matrix fragments

(bandsor blocks) to all processes;

1 computation stagesequential computation of fragments of the final m
trix product, each step of whigh accompanied by the transfer ofdgra
ments of the original matrices between processes (for Cannoa's alg
rithm, the computation stage is preceded byiratialization stage
which performghe initial redistribution of blocks between processes);

9 result gathering stage sending the calculated fragments of the matrix
product to thenasterprocess in order to obtain the final matrix.

Each of these stages is associated with a separate task (or series of tasks);

in this case, the initial data in each task i®ta$ data that must be formed as a
result of the execution of thagreviousstage. This simplifies the development
and testing of each stage, and also makes it possible to impleepamatestay-

es of the algorithm without first developing all the previstages.

The task seriethatare associated with the computatioaggtarethe most
complex. The initial task of each series requires the development of the simplest
version of the computation used in the first step of the algorithm, and iae-subs
guent taks, this version is modified to be applicable to each step of the womp
tational shge An exception is Cannon's algorithm, for which the actions at each
step do not depend on the step number (see the nbeNtIO9Matr25 task).

There are also taslessoa@ted with the modifiednitial and final stages of
each algorithnusingparallel file input-output

1 file data reading stageeach process obtains fragments of the source
matrices directly from the files containing these matrices;

1 final file writing stage each process writes theceived fragments of
the final producto the corresponding part of the resulting file.

In addition, for those algorithms that require the use of new datatypes or

communicators with Cartesian topology, additional tasks are pivealated to
the creation of the corresponding objgcistype MPI_Datatyps MPI_Comn

In all tasks devoted to the implementatiorvafiousstages of matrix atgy
rithms, as well as the creation of auxiliary objects (new deroegdypes or
communicates), it is necessary to formalize the corresponding actions in the
form of an auxiliary function Functions that create new objects are used later
when implementing various stages of the algorithm, and functions associated
with the stages themselves aredisn final tasks in which it is necessary o |
plement the corresponding matrix algorithm in full.
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Tables 2 and 3 below list the task numbers associated with implementing
the various stages of each algorithm and also provide the names of the functions

tha must be developed in these tasks

Table 2

MPI9Matr group tasks related toband algorithms

Algorithm stage

Band algorithm 1

Band algorithm 2

Defining a new Absent MPIOMatrll

derived datatype Matr2CreateTypeBand
(p. k, a, 1)

Source data MPIO9Matr2 MPI9Matr12

scattering stage MatrlScatterD@ta Matr2ScatterData()

Computation stage

MPI9Matr3 MatrlCalc()
MPI9Matrdi MPI9Matr5:

MPI9Matrl3 Matr2Calc()
MPI9Matrl4 MPI9Matrl5

of the algorithm 8-
ing file input-output

Matr1Calc(l) Matr2Calc(l)
Result gathering MPIOMatr6: MPIO9Matrl6G
stage MatrlGatherData() Matr2GatherData()
Full implementation | MPI9Matr7 MPI9Matrl7
of thealgorithm
File data reading MPIO9Matr8: MPIO9Matrl8:
stage MatiScatterFi(@ MatBScatterFi(@
Final file writing MPI9Matr9: MPIO9Matrl9:
stage MatiGatherFi{g MatPGatherFi(g
Full implementation | MPI19Matrl10 MPI19Matr20

Table 3
MPI9Matr group tasks related to block algorithms
Algorithm stage | Cannon'sblock algorithm Fox's block algorithm
Defining a new MPI9Matr21 MPI9Matr32
derived datatype Matr3CreateTypeBlock Matr4CreateTypeBlock
(M0, pO, p, 1) (M0, p0, p, )
Definingnew con- | MPI9Matr22 MPI9Matr33
municators with Matr3CreateCommGrid Matr4CreateCommGrid
Cartesian topology (comm) (comm),
Matr4CreateCommRow
(grid, row)
MPI9Matr34
Matr4CreateCommCol
(grid, col)
Source data MPI9Matr23: MPI19Matr35:
scattering stage Matr3ScatterData() Matr4ScegrData()
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Table 3 (continued)

Algorithm stage

Cannon's block algorithm

Fox's block algorithm

Initializationstage

MPI19Matr24: Matr3Init()

Absent

Computation stage

MPI9Matr25 MPI9Matr26
Matr3Calc()

MPI9Matr3a6 Matr4Calcl()
MPI9Matr37 Matr4Calc2()
MPI9Matr38 MPI9Matr39

of the algorithm 8-
ing file input-output

Matr4Calcl(Matr4Calc2(
Result gathering MPIOMatr27. MPI9Matr4Q
stage Matr3GatherData() Matr4GatherData()
Full implementation | MPI9Matr28 MPI9Matr41
of thealgorithm
File data reading MPI19Matr29: MPI9Matr42:
stage MatBScaterFil@ MatdScatterFi(@
Final file writing MPI9Matr30: MPIO9Matr4 3;
stage MatBGatherFi(g MatdGatherFi(@
Full implementation| MPI9Matr31 MPI9Matr44

Another feature of the tasks thife MPI9Matr groupis the creation o$pe-
cialized template projectsvhich already contain déarationsof global variables
for storing various objects used whsolving the task (this feature is noted in

the preamble to this group of taskeeSection 29).

1.4.2. Implementation of a non-parallel matrix multiplication algorithm
Let us start by looking at the introductory task of tki&19Matr group

which is intended to introduce the techniques of working with matrices that are

necessary whesolvingany tasksn this group.

J=0, Q&, 1.

MPI9Matrl. IntegersM, P, Q, a netrix A of the sizeM I P, and a matrix
B of the sizeP I Q are given in the mster process. Find and outpuival Q
matrix C that is the product of theatnicesA andB.

The famula for calculating the elements of the mai@xunder the s
sumption that the rows and columns of all matrices are numbered from
follows: C|,‘] = A|,o|_'Bo"] + A|’1L'B]_,\] +é + A|’P'|'1|_'BP'|'1,J, wherel =0 )

To store the maittes A, B, C, use onalimensional arrays of sizillP,
PLQ, andMILQ placing elements of matrices in a romajor order (that is, the
matrix element with indices andJ will be stored in the element of therec
responding array with the indéN + J, whereN is the number of columns of
the matrix). The slave processes are not used in this task.

T, 1,

O

MPI9Matrl.cpp filg created as a template fewlvingthis task, contains the

following code:

Ois as
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#include "pt4.h"
#include "mpi.h"
# include <cmath>

int  k; /[ numbe r of processes
int r; /I rank of the current process
int m p, q; /sizes of the given  matrices

int *a ,* b ,* c_;
Il arrays to stor e matrices in the master process

void Solve()
{
Task("MPI9Matrl");
int flag;
MPI_Initialized(&flag );
if (flag == 0)
return;
int rank, size;
MPI_Comm_size(MPI_COMM_WORLD, &size);
MPI_Comm_rank(MPI_COMM_WORLD, &rank);
k size ;
r rank ;

}

Let usdescribethe features of the created template. First, it includes the
standad headercmath, since many tasks dhe MPBMatr grouprequire the
use of the rounding functigreeiland floordeclared in this header. Second, the
file contains delarationsof a set of global variables associated with the task b
ing solved (the purpse of the variables is indicated in the comments located
next to the delarations. In particular, shorter names are introduced for the
number of processes and the rank of the current prdcasdr. The variablesk
andr, unlike the variablesizeandrankadded to the template of any prograsa a
sociated with théT for MPF2 taskbookcan be used not only in ti8alvefunc-
tion, but also in auxiliary functions that need to be developed whking most
of the tasks in th&#PI9Matr group

It should be nad that the names of the pointer varialdes , ¢ , which
must be associated with the arrays containinggilien matricesA and B, as
well as the result of their multiplicatio@ = AB, are provided with the under
core character. This is explained by tfact that the shorter names of tree v
riablesa, b, c are associated withatrix fragmentgbandsor blocks) that are
processed in each process. The variables , c, unlike the variables, b, c,
must be usedonly in the masterprocessBesidesthe MPI9Matrl task, the a-
riablesa , b, c_are requirednly in those tasks in which fragments of teen
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matrices are sent to all processes, as well as fragments of the resulting matrix
product are sent to thmasterprocess

When you launch thisemplate a taskbook window will appear on the
screen(Fig. 39. To reduce the size of the window, the section with the task
formulation is hidden in this and subsequent figures.

BT| Programming Taskbook [C++] ? X
NON-PARALLEL MATRI MULTIPLICATION ALGORTHM Results (F2)  Color (F3)  Mode (F4)
Task: MPISMatr1* Student: Smith John

Acguaintance with the task; Exct (Esc)

input-output operations were not executed.

Input: O of 69 Output: 0 of 28 Tests: 1 of 5
I
u]
Input data
Process 9: M = 4 P =6 Q=7
A:
-3 3 -7 5 4 (5]
5 7 6 e -3 -5
-5 -6 5 1 -7 1
-7 1 4 5 4 -3
B:
4 -6 5 -3 -1 -2

7
4
-2 5 -1 -2 3 -2 -6
5} 5 4 -3 -7 6
2 -4 -7 -2 -7 1
1 -5 1 -6 -4 -6
Example of right solution
Process @: C:

-2 -60 52 -18 -23 -43 94
37 36 43 8 67 31 9
67 1 17 37 11 27 -51
50 -22 68 -57 32 -51 46

Fig. 39. Acquaintanceunning of theMPI9Matrl task

Althoughthe created proje¢like all other projects for tasks included in the
PT for MP}2 taskbookruns as a parallel applicatiom does not require the use
of slave processes: data input, processing, and output of results must be pe
formed only in themastemprocess.

In all MPI9Matr group tasksmatrices must be stored anedimensional
dynamic arrays (row by row). Twdimensional arrays should not be used in this
case, since this complicatihe transfer of matrix fragments between processes.

At the first d¢age of the solution, we organize the input of the initial data.
To do this, weaddthe followingstatements tthe Solvefunction

if (r 1= 0)

return;

pt >>m >>p>>qQ;

a_ = new intfm*p];

b_ = new int[p*q];

for (inti=0; 1< m*p; i++)
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pt>>a [ i
for (inti=0; 1< p*q; i++)
pt >> b [i];

At the beginning of this fragmentye analyze the rank of the processd
immediately exit thesolvefunctionif the process is not thmasterprocess (ie.,
a process of rank 0). Then the matrix sizesrgyut and memory is allocated for
thegivenarraysa_andb_, after which the elements of the matrideandB are
read into these arrays. Since thskook always passes matrix elements row by
row, it is sufficient to use aingleloop to input these Ements into each of the
onedimensional arrays

When you launch this version of the program, a message will appear in the
taskbook window stating that all initial deieesuccessfullynput

At the second stage of the solution, we allocate memory farthgc in-
tended for storing the resulting matrix prod@stsetits elementsequal to zero
and perform matrix multiplication using the formula given in the formulation of
the task (the element of matr&with indicesl andJ is obtained as a result of
pairwise multiplication of the elements tbfe I-th row of matrixA andthe J-th
column of matrixB and summing the resulting products):

Cyi=AoBos+A1Big+ €& +Api1Briy

Since all matrices are stored in etienensional arrays (by rows), é&im-
dexing of both matrix elements and array elements starts from 0O, to accass a m
trix element with indice$ andJ, one should access the array element with index
| LN + J, where the symbd\ denotegshe number of matrix columns

After finding the matet product, all its elements must batput Thus, the
second part of the solution loekke this:

C_ = newint [n¥q];
for (inti=0; i< m*q; i++)

c [i]=0;
for (inti=0;1<m; i++)

for (intj=0;j<aq; j++)

for (intn=0; n<p; n++)
c_[i*q+j] +=a_[i*p+n] * b_[n*q+]];

for (inti=0; i< m*q; i++)

pt << c_[i];

Note that to output the obtained results (as well as to input the elements of
thegivenmatrices), it is sufficient to use a sing®p; in this case, theaskbook
itself provides a visual display of the resulting matrix in its window.

In the final part of the solution, we free the memory allocated for aarays
b _andc :

delete[] a_;

delete[] b_;
delete[] c_;
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As a result of launching this version of thegram, a message will besdi
played in the taskbook window stating that the task has smeed

So, ths task allowed us to become familiar with the methods of input and
output of matrix data, and also demonstrated the standard algorithm of matrix
multiplication.

Note that instead of dynamic arrays, when soltagkson implementing
matrix algorithms, you can ussd:.vectoxT> containers (se&ectionsl.2.6 and
1.2.7). This allows you to representhe matrix inputoutput adbns in a more
concise and visual manndret us presentthe corresponding solution to the
MPI9Matrl task highlighting the modified or added fragments in bold:

#include "pt4.h"
#include "mpi.h"
#include <cmath>
#include <vector>
#include <algorithm>

int k; /l number of processes
int r; Il rank of the current process

int m, p, q; //sizes of the given matrices

std::vector<int> a,b , c;
/[ arrays to store matrices in the master process

void Solve()
{
Task("MPI9Matr1");
intflag ;
MPI_Initialized(&flag);
if (flag == 0)
return;
int rank, size;
MPI_Comm_size(MPI_COMM_WORLD, &size);
MPI_Comm_rank(MPI_COMM_WORLD, &rank);
k = size;
r = rank;
if (r'=0)
return;
pt >>m >>p >> Q;
a.assign (ptin_iterator<int>(m*p), ptin_iterator<int>());
b.assign(ptin_iterator<int>(p*q), ptin_iterator<int>());
c.assign(m*q, 0);

for (inti=0;i<m; i++)
for (intj=0;j<q; j+t)
for (int n=0;n<p; n++)

c_[i*q+j] += a_[i*p+n] * b_[n*q+];
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copy(c_.begin() ,c_.end() , ptout iterator<int>());
Il or:
Il pt<<c_;
}

1.4.3. Scattering source data: an example of implementation

Now letus turn to theMPI9Matr2 task, which is related to the implement
tion of the first stage of the algorithmamely,input of thesourcedata in the
masterprocess and sending them to other processes of the parallel application.
This task is the first in the subgroup devoted to the first version dfatha@algo-
rithm (in which both matrices are divided into horizortahds.

MPI9Matr2. IntegersM, P, Q, a netrix A of the sizeM I P, and a matrix
B of the sizeP I Q are given in the mster process. In the first variant of the
band algorithm of matrix multiplication, each matrix multiplier is divided nto
K horizontal bands, whel€ is the number of processes (hereinafter bands are
distributed by pocesses and used to calculate a part of the total matux [pro
uct in each process).

The band of the matriA containsN, rows, the band of the matrB con-
tains Ng rows. The numbersN, and Ng are calculated as follow:
N, = ceil(M/K), Ng = ceil(P/K), wherethe operation "/ means the division|of
real numbers and the function ceil performs rounding up. If the matnx|co
tains insufficient number of rows to fill the last barlklen the zerealued
rows should be added to this band.

Add, if necessary, the zek@lued rows to the initial matrices, save them
in onedimensional arrays in the master process, and then send the matrix
bands from these arrays to all processes as follows: a band with theRirsdex
sent to the process of raRi(R =0, 1,é ,K1 1), allthe band#x are of the
sizeNa T P, all the band®x are of the sizé&lg I Q. In addition, create a band
Cr in each process to store the part of the matrix proGuetAB which will
be calculated in this process. Each b@ads of the sizeN, I Q and is flled
with zerevalued elements.

The bands, like the initial matrices, should be stored irdimensiona
arrays in a rowmajor order. To send the matrix sizes, useMiPe Bcastol-
lective function, to send the bands of the matridesdB, use theMPI Scattel
collective function.

Include all the above mentioned actions inMatrlScatterDafanction
(without parameters). As a result of the call of this function, each process will
receive the valuell,, P, N, Q, as well as ondimensional arrays fillegvith
the corresponding bands of the matriéeB, C. Output all obtained data (that
is, the numberd,, P, Ng, Q and the bands of the matricAsB, C) in each
process after calling thatrlScatterDdtanction. Perform the input of initial
data in theMatr1ScatterDatanction, perform the output of the results in the
Solvefunction.

U)
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Note. To reduce the number of thdPI_Bcadgtunction calls, all matrix g+
es may be sent as a single array.

The template for this task as follows

#include "pt4.h"

#inclu de "mpi.h"

# include <cmath>

int k; /l number of processes
int r; Il rank of the current process
int m p, q; /lsizes of the given  matrices

int na, nb; [// sizes of the matrix bands

int *a ,* b ,* c_;

Il arrays to store  matrices in the master process
int *a, *b, *c;

Il arrays to stor e matrix bands in each process

void Solve()

{
Task("MPI9Matr2");

int flag;
MPI_Initialized(&flag);
if (flag == 0)

return;
int rank, size;
MPI_Comm_size(MPI_COMM_WORLD, Zs;,
MPI_Comm_rank(MPI_COMM_WORLD, &rank);
k = size ;
r = rank;

}

In this case, the global variables additionally include araapsc for star-
ing matrixbandsin each process, as well as varialsl@andnh, which determine
the sizes of thebands

When you launch the created template, the taskbook window will appear
on the screen (Fgy40i 41). The first figure shows the section with thpuhda-
ta, the seconfigure showghe section with an example of correct results.

As follows from thefigures, the tasks of thBIPI9Matr groupcan use a
large number ofjiven and resulting data (for the variant shown in the figures,
the number ofjiven numbers is 33, and the number of resulting data B8}
However, despite the large amount of datapfithem are displayed in the kas
book window in a clear form thanks to special formatting and comments.
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gl Programming Taskbook [C++] ? X
BAND ALGORITHM 1 (HORIZONTAL BANDS) Results (F2) Color (F3) Mode (F4)

Task: MPIZMatr2* Student: Smith John

Acquaintance with the task; Exit (Esc)

input-output operations were not executed.
Input: 0 of 133

Output: 0 of 198 Tests: 1 0f 5

——
Input data
Process 8: M = 6 =18 Q =
A
-3 -2 -6 -6 -7 2 7 1 -7 -4
7 -7 4 4 -4 -4 3 -5 1 -4
-1 -6 7 -7 2 4 -2 5 -4 4
4 1 2 5 1 0 2 6 -1 7
-5 4 -3 7 1 -1 -1 6 5 -7
-4 2 -7 -4 -7 7 7 -7 5 3
B:
2 -2 3 -5 -5 -6 1
4 2 7 2 @ -6 -6
-1 6 4 -1 -5 3 -1
-7 -7 3 3 6 5 -5
@ -6 5 -4 2 6 (4
-4 4 8 -5 @ 4 2
-6 4 -6 -6 2 -3 2
2 -5 3 -3 6 -3 -7
-3 2 -5 -4 2 2 2
-6 -5 -7 4 -6 2 6

Fig. 40. Acquaintanceunning of the MPI9Matr 2task(inputdata section)

All given data must benput in the masterprocess.The output for each
process must be thmndsizes (these values are the same for all processes) and
the bandsthemselves; théandsfor the final productC must be zero. In some
processes, the final rows of thandsassociated with the initial matricésand
B may also be zero. In our caseptzero rovs arecontained in thébandof ma-
trix B associated with the last process (of rank 2).

According to the task condition, all actions related to the inpgiven da-
ta and their distribution must benplemened in the function MatiScatterData
without parameters (global variablescligedin the program templateustbe
used in this function). At the first stage, we will perform data input imtaster
process:

void Matr 1ScatterData ()

{ if (r ==0)

{ .
int m;
pt>>m>>p>>q;
na = (int)ceil(m / (k*1.0));
nb = (int)ceil(p / (k*1.0));
a_ = new int[na*k*p];
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b_ = new int[nb*k*q];
for (inti=0; i< m*p; i++)

pt>>a_[i];
for (int I = m*p; i < na*k*p; i++)
a_[i]=0;
for (inti=0; i< p*q; i++)
pt >> b _[i];
for (inti = p*q; i < nb*k*q; i++)
b [i]=0;
}
}
FT| Programming Taskbook [C++] ? X
| BAND ALGORITHM 1 (HORIZONTAL BANDS) Results (F2Z) Color (F3) Mode (F4)
Task: MPISMatr2® Student: Smith John

Acquaintance with the task;

input-output operations were not executed. ErilEs
Input: 0 of 133 Cutput: 0 of 198 Tests: 1of 5
—
Example of right solution
J Process @: Nap = 2 P =10 N = 4 Q =7
Aa:
-3 -2 -6 -6 -7 2 7 1 -7 -4
7 -7 4 4 -4 -4 3 -5 1 -4
Bg:
2 -2 3 -5 -5 -6 1
4 2 7 2 8 -6 -6
-1 6 4 -1 -5 3 -1
-7 -7 3 3 6 5 -5
Co:
0 (5] (%) 0 0 0 (5]
0 (5] (%) 0 0 0 (5]
Process 1: Na = 2 P =18 Ng = 4 Q =7
A1:
-1 -6 7 -7 2 4 -2 5 -4 4
4 1 2 5 1 0 2 e -1 7
B1:
8 -6 5 -4 2 6 (%)
-4 4 @ -5 a 4 2
-6 4 -6 -6 2 -3 2
2 -5 3 -3 6 -3 -7
Cq:
0 (4] a 5 0 0 (%)
0 (4] a 5 0 0 (%)
Process 2: Na = 2 P =18 N = 4 Q =7
Az :
-5 4 -3 1 -1 -1 5] 5 -7
-4 2 -7 -4 -7 7 7 -7 5 3
Ba:
-3 2 -5 -4 2 2 2
-6 -5 -7 4 -6 2 6
0 (5] @ 5 0 0 (5]
0 (4] a 5 0 0 (%)
Ca:
0 (5] a 5 0 0 (5]
0 (5] a 5 0 0 (5]

Fig. 41. Acquaintanceunning of theMPI9Matr2 task(example of the correct solution)
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Note that it is necessary taputinto arraysa_andb_not only the elements
of the givenmatrices, but also the terminating zero rows, which will allow us to
obtainbandsof the same size in each process.
The Sobe function must be supplemented by callitige MatiScatterData
function
When you run this version of the program, a message will be displayed
stating that aljivendataare input
Now letus add the final fragment to tiMatiScatterDatunction, which en-
sures data transfer:
MPI_Bcast(&na, 1, MPI_INT, 0, MPI_COMM_WORLD);
MPI_Bcast(&p, 1, MPI_INT, 0, MPI_COMM_WORLD);
MPI_Bcast(&nb, 1, MPI_INT, 0, MPI_COMM_WORLD);
MPI_Bcast(&q, 1, MPI_INT, 0, MPI_COMM_WORLD);
a = new int[na*p];
b = new int[nb*q];
Cc = ne w int[na*q];
MPI1_Scatter(a_, p*na, MPIL_INT, a, p*na, MPI_INT, O,
MPI_COMM_WORLD);
MPI_Scatter(b_, g*nb, MPI_INT, b, g*nb, MPI_INT, 0,
MPI_COMM_WORLD);
for (inti=0; i < na*q; i++)
c [i]=0;
In this fragment, we have not used teeommendatin from the task note
and have not placed the transferred sizes in an auxiliary array (the readler is a
vised to perform such a modification of the algorithm). In addition to trensfe
ring thebandsof matricesA and B, we create dandfor the final producC in
each process arstits elementso zero
The result of launching a new version will not differ from the previous one.
All that remains is to output the results. This action should not be included
in the MatiScatterDathunction since this functio will be used later in the final
MPI9Matr7 task, which does not require outputting the results obtained in the
first stage of the algorithm. Therefore, we will place the ouspatementst the
end of theSolvefunction (the addedtatementsare highlighed in bold):

void Solve()
{
Task("MPI9Matr2");
int flag;
MPI_Initialized(&flag);
if (flag == 0)
return;
int rank, size;
MPI_Comm_size(MPI_COMM_WORLD, &size);
MPI_Comm_rank(MPI_COMM_WORLD, &rank);
k = size;
r=r ank;
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MatrlScatterData();
pt<<na<<p<<nb<<q;
for (inti=0; i< na*p; i++)
pt << a[il;
for (inti=0; i < nb*q; i++)
pt << bJ[i];
for (inti=0; i< na*q; i++)
pt <<c [ i ]
}
After running the programye will see a message that the task has been
solved

1.4.4. Redistribution of blocks at the initial stage of Cannon's algorithm

When implementing the next stages of matrix multiplication algorithms, we
arenot need to perform input givendata in themasterprocess and send them
to other application processes, since the corresponding tasks in each grocess
readyprovide the initial data associated wikhis process
As an example ofuch a tasket usconsider theViPI9Matr24 task, which

is devotedto the steghat must be performed immediately after the insicd-
tering the source data (in this casee selectthe task from the subgroup ass
ciated with one of the block algorithms, namely Cannon's algorithm).

MPI9Matr24. Integers My, Py, Qo and onedimensional arrays filled with
the corresponding blocks of matricasB, C are given in each process (thus,
the given data coincide with the results obtained in the MPI9Matr23 task).
Implement the initial block redistrution usedn the Cannon's algorithm for
block matrix multiplication.

To do this, define a Cartesian topology for all processes as a| two
dimensional periodid, I Ko grid, whereKqlK, is equal to the number of
processes (ranks of processes should not be reorderdd)edarm a cyclig
shift of the blocks?s given in all processes of each grid riyty I positions
left (that is, in descending order of ranks of proces$gs)0, é , K1 1, and
perform a cyclic shift of the blocks given in all processes of eachdyca-
umn Jo by Jo positions up (that is, in descending order of ranks of processes),
Jo=0,é ,KoT 1.

To create thé1PI_COMM_GRiDmmunicator associated with the Cartesian
topology, use the Matr3CreateCommGrfdnction implemented in the
MPI9Matr22 tak. Use theMPI_Cart_coorddPIl_Cart_shiflPl_Sendrecv_replace
functions to perform the cyclic shifts (compare with MPI9Matr22).

Include all the above mentioned actions iMar3Inifunction (without @&-
rameters). Output the received bloésandBzg in each process; perform data
input and output in th8olvefunction.

The template for this task as follows

#include "mpi.h"
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#include "pt4.h"
#include <cmath>

int  k; /l number of processes

int r; Il rank of the current process

int m p, Qq; Il sizes of the given  matrices

int nD, p0, qO; // sizes of the matrix blocks

int  kO; /[ order  of the Cartesian grid (equal to sgrt (k))

int *a ,* b ,* c_;

Il arrays to stor e matrices in the master process
int *a, *b, *c;

Il arrays to stor e matrix blocks in each process

MPI_Datatype MPI BLOCKA;

/l datatype for the block of the matrix A
MPI_Datatype MPI _BLOCKB;
/l datatype for the block of the matrix B
MPI_Datatype MPI_BLOCK_C
/I datatype for the block of the matrix C
MPI_Comm MPI_COMM_GRID = MP|_COMM_NULL;
// communicator associated with a two - dimensional Cartesian grid
void Solve()
{
Task("MPI9Matr24");
int flag;
MPI_Initialized(&flag);
if (flag == 0)
return;
int rank, size;

MPI_Com_size(MPI_COMM_WORLD, &size);
MPI_Comm_rank(MPI_COMM_WORLD, &rank);
k = size;

r = rank;

kO = (int)floor(sqrt((double)k) + 0.1);

}

Theglobal variables already described in the template include not only the
arraysa, b, c for storing the ratrix blocks in each process and the variabi@s
pQ gOthat determine the sizes of these blocks, but also objects associated with
the newdatatypes and communicatarsed in Cannon's algorithm. Note that in
the tasks for implementing block algorithmse thumber of process&sis ape-
fect square K = KglKy; in this case, a special varialdeis provided for storing
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the value oK, (the order of the Cartesiamid of processesjvhich already co-
tains the required value (see the Esatemenin the Sdvefunction).

When you launch the created template, a taskbook window similar to the
one shown in Fig 42 43 will appear on the screen (the first figure contains the
initial part of the section with theput data, and the second one containsca se
tion with an example of correct results). The data are distributed among
9 processe, (the order of the Cartesian gyig 3.

BT| Programming Taskbook [C++] ? X |
CANNON'S BLOCK ALGORITHM Results (F2) Color (F3) Mode (F4) |
Task: MPIBMatr24* Student: Smith John

Acquaintance with the task;

Exit (Esc)

input-output operations were not executed.

Input: O of 324 Output: 0 of 189 Tests: 1 of 5
—
- [u]
: Input data
Process @: Process 1: Process 2:
Ma= 2 Pg= 3 Q@g= 4 Ma= 2 Pg= 3 Q@p= 4 Ma= 3 Pg= 3 Qp= 4
Ap: A1 A2:
6 -0 7 -2 1 5} -7 -2 4
-1 -2 -5 -1 4 -2 %] 4 -2
5 -3 8 1 3 -2 -6 2 1
Ba: B1: Ba:
2 7 3 -5 -6 4] 8 -1 2 -4 -7 e
-3 -4 6 -2 @ @ 2 -7 7 -1 6 a
-3 -5 7 -3 -3 5 1 -4 -2 6 -2 a
Coa: C1: Cz:
@ %) (%] (%] @ @ (%] a %] (%] (%) e
(%) a 5 0 (5] 5 5} 0 (%) 5 0 0
(%) a 5 0 (5] 5 5} 0 (%) 5 0 0
Process 3: Process 4: Process 5:
Ma= 3 Pg= 3 Qp= 4 Ma= 3 Pg= 3 Qp= 4 Ma= 3 Ppg= 3 Qp= 4
A3 Ag: As:
3 -2 -5 -4 2 3 7 2 7
@ 7 -3 -3 3 7 2 4 -3
@ 6 -5 @ 7 6 1 3 2
B3: Ba: Bs:
1 4 7 -7 2 1 7 -5 6 -6 -5 e
7 -6 -1 -2 4 7 5 -1 -4 e -0 0
-2 1 -5 -2 (5] 4 -5 0 @ -2 -5 0
Ciy: Ca: Cg:
%] %] 8 (5] 4] %] (%] (5] %] (%] (5] 5]
%] %) (%) (%] %] 2 (%] (5] %) (%) (5] e
%] %) (%) (%] %] 2 (%] (5] %) (%) (5] e
Process 6: Process 7: Process 8:
Ma= 3 Pp= 3 Qo= 4 Ma= 3 Pp= 3 Qo= 4 Ma= 3 Pp= 3 Qo= 4
Ag: A7: Ag:
a -3 7 5 2 -4 -4 (%] 4
1 5 5 -1 4 -3 5 2 3
-3 4 -3 8 -6 -4 -4 -7 -3
Bg: B7: Ba:
-3 -1 -1 -2 2 3 2 -1 -3 3 -7 5]
1 6 -1 -6 7 -6 (%] (5] -4 5 2 e
-1 -4 -5 -7 -1 -5 -2 -7 1 -2 -7 e

Fig. 42. Acquaintanceunning of theMPI9Matr24task(inputdata section)
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gl Programming Taskbook [C++] ? hd
CANNON'S BLOCK ALGORITHM Results (FZ) Color (F3) Mode (F4)
Task: MPISMatr24* Student: Smith John

Acquaintance with the task;

input-output operations were not executed. i
Input: 0 of 324 Output: 0 of 189 Tests: 1 0of 5
]
. Example of right solution
/ Process @: Process 1: Process 2:
Ap: Ay: A2:
6 -6 7 -2 1 @ -7 -2 4
-1 -2 -5 -1 4 -2 0 4 -2
5 -3 Q 1 3 -2 -6 2 1
Bg: B1: Bz:
2 7 3 -5 2 1 7 -5 -3 3 -7 5
-3 -4 6 -2 4 7 5 -1 -4 5 2 5
-3 -5 7 -3 0 4 -5 0 1 -2 -7 0
Process 3: Process 4 Process 5
A3: Ag: As:
-4 0 3 7 2 7 3 -2 -5
-3 3 7 2 4 -3 0 7 -3
0 7 6 1 3 @ 0 6 -5
B3: Ba: Bs:
1 4 7 -7 2 3 2 -1 2 -4 -7 0
7 -6 -1 -2 7 -6 a 5 7 -1 6 5
-2 1 -5 -2 -1 -5 -2 -7 -2 6 -2 5
Process 6 Process 7: Process 8:
Ag: A7: Ag:
-4 0 4 0 -3 7 5 2 -4
5 2 3 1 5 (%) -1 4 -3
-4 -7 -3 -3 4 -3 8 -6 -4
Bs Bz Bs
-3 -1 -1 -2 -6 6 8 -1 6 -6 -5 0
1 6 -1 -6 0 0 2 -7 -4 8 -6 0
-1 -4 -5 -7 -3 5 1 -4 e -2 -5 5

Fig. 43. Acquaintanceunning of theMPI19Matr24 task(example of the correct solution)

The actions required to inpuhe given data are no difient from those
previouslydiscussed iMPI9Matrl andMPI9Matr2, but now they must be pe
formed for each of the processes in the parallel application (the followigg fra
ment must be added to the end of Soévefunction):

pt >> mO0 >> p0 >> q0;

a=newint [mO*pO0];

b = new int[p0*q0];

¢ = new intfm0*q0];

for (inti =0; i < m0*p0; i++)

pt >> afi;

for (inti =0; i < p0*qO; i++)
pt >> bi];

for (inti =0; i < m0*qO; i++)
pt >>c[i];

It should be noted that the contents of the blocks of m&ti@xe not used
in this task, but they must beput, since all tasks associated with the matrix
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product omputationstage offerthe same set gfiven data. This set coincides
with the results obtained at the stagescdtteringthe initial data to all apple:
tion processeséethe solutiornof the MPI9Matr2 taskgiven inSection 1.4.3).

When you launch a new version of the program, a message willsbe di
played stating that afjivendataare input

Let us turn to the implementation of the initial redistribatiaf blocks.

First of all, it is necessary tdmplement the auxiliary function
MatBCreateCommG@Gristhich creats a communicator with the topology of a two
dimensional square cyclic grid of ordkd. This function is associated with a
special taskMPI9Matr22, which is, in fact, a simpler version of the task
MPI9Matr24. Since we did nosolve the MPI9Matr22 task, the function
MatBCreateCommGlhids to be implemented during tle®lving our task, using the
recommendations given in tidP19Matr22 task

void Ma tr3CreateCommGrid(MPI_Comm &comm)

{
int dimsJ] = {kO, kO0},
periods[] = {1, 1};
MPI_Cart_create(MPI_COMM_WORLD, 2, dims, periods, 0, &comm);
}

In the delarationof the MatBCreateCommGfighction,we used a globalar
riable kO, which contans the order of the Cartesian grid.

Now we describe the main functidfat8init First, it is necessary to create a
communicator with the required Cartesian topology (note that the variable
MPI_COMM_GRiaBsociated with this communicataas alreadypeen @claredin
the template program). Then it is necessary to determine the coordinates of the
current process in this communicator using kel_Cart_coordsnction The
coordinates wilbe stored in the auxiliary arrapordwith two elementscoor0]
coadl] Using these coordinates, it is necessary to transfer the blocks of Aatrix
to coorfD] positionsto the leff i. e. in the direction of decreasirige second
coordinateof the grid (corresponding to the column numbers), taking ioto a
count its cydkity along this coordinate, and the blocks of maixo cooril]
positionsup, i. e. in the direction of decreasitige first coordinateof the grid
(corresponding to the row numbers), also taking into account its ¢tyclia
satisfy the conditionsof the task the ranks of the sending and receiving
processes should be determined usingthRe Cart_shiftnction, and the transfer
itself should be carried out using tMPI_Sendrecv_replégection (by this furnc-
tion, the received block will beopied b thelocation of theblock sentto anoh-
er procesg

void Matr3Init()

{
Matr3CreateCommGrid(MP1_COMM_GRID);
int coord[2];
MPI_Cart_coords(MPI_COMM_GRID, r, 2, coord);
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int src, dst;
MPI_Cart_shift(MPI_COMM_GRID, 1, -coord[0], &src, &dst );
MPI1_Sendrecv_replace(a, m0*p0, MPI_INT, dst, O, src, O,
MPI_COMM_GRID, MPI_STATUS_IGNORE);
MPI1_Cart_shift(MPI_COMM_GRID, 0, - coord[1], &src, &dst);
MPI1_Sendrecv_replace(b, p0*q0, MPI_INT, dst, 0, src, 0O,
MPI_COMM_GRID, MPI_8TUS_IGNORE);
}
In the MatBInit function, we used along with the local variablesoord src
anddst the global variablemPl_COMM_GRIHijthe rank of the currentprocessy,
a, b (arrayswith blocks of matriceA and B), and n0, p0, q0 (the sizes of the

block data).

It remains to call this function in th&olvefunction and output the new ito
tents of the matrix block& andB in each process. Here is the final content of
the Solvefunction (the addedtatementsre highlighted in bold):

void Solve()
{
Task("MPI9Matr24");
int flag;
MPI_Initialized(&flag);
if (flag == 0)
return;
int rank, size;
MPI_Comm_size(MPI_COMM_WORLD, &size);
MPI_Comm_rank(MPI_COMM_WORLD, &rank);
k = size;
r = rank;
kO = (int)floor(sqrt(( double)k) + 0.1);
pt >> m0 >> p0 >> q0;
a = new intfm0*p0];
b = new int[p0*q0];
¢ = new intfm0*q0];

for (inti=0; i < mO*pO0; I++)
pt >> a[il;

for (inti=0; i< p0*qo; I++)
pt >> bJ[i];

for (inti=0; i <mO0*q 0; i++)
pt >> c[i];

Matr3Init();

for (inti=0; i < mO*pO0; I++)
pt << ali];

for (inti=0; i < p0*qO; I++)
pt << b[i];

}
After launching this version of the program, a message will be displayed in
the taskbook windowtating that the task has besoived
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Note 1.The meaning of the initializingansferof blocks of matriceé& and

B is that as a result of thisransfer each process will receive a pair of
blocks, the multiplication of which will determine the summanod the
elements of the corresponding block of the matrix proQuct

Note 2.The MatBInitfunction implemented in this taskill be used further
in tasksMPI9Matr28 andMPI9Matr31, which are devoted to the impleme
tation of Cannon's algorithm in full.

1.4.5. Result gathering stage: an example of file-based output
implementation

At the final stage of any matrix algorithm, it is necessary to combine the
fragments of the final matrix produ€t obtained in different processes. Tlee r
sult of such a combination may ber example, an array obtained in tmaster
process and containing all the elements of the m&t{which can be displayed
on the screen or saved in a file). When implementing this stage usiNPiH2
library, you can immediately wetfragments of thenatrix C to a binary file, s-
ing the parallel file inpubutput tools that appeared in this standard Gee
tions 1.3.2 1.3.3). This avoidadditional actions associated with sending e r
sulting data to thenasterprocess.

As an exampldet usconside theMPI9Matr19task which requires saving
in the resulting file the matrix product obtained using the second version of the
bandalgorithm.

MPI9Matrl19. IntegersN,, Ng and onedimensional arrays filled with the
(NAlK) T Ng bandsCy are given in each process (the given baBgsre d-
tained as a result & steps of the bandgorithm of matrix multiplicatiod
see the MPI9Matrl5 task). In addition, an intelye(the number of rows g
the matrix product) and the name déf{to store this product) are given in the
master process. The number of colurihsf the matrix product is a multiple
of the number of processkgand, thegfore, is equal tiNgLK).

Send the numbé¥l and the file name to all processes usingMif Bcds
function. Write all the parts of the matrix product contained in the b@rtts
the resulting file, which will eventually contain a matéhof the sizev I Q.

To write the bands to the file, set the appropriate file view using the
MPI_File_set_vieflunction and theMPI_BAND_diletype defined with the
Matr2CreateTypeBduuction (see the MPI9Matrll task), and then use| the
MPI_File_write falhction.

Include all these actions (namely, the input of file name, sending number
M and the file name, and wing all bands to the file) in Matr2GatherFfienc-
tion. Perform the input of all initial data, except the file name, inSbiee
function.

Note. When writing data to the resulting file, it is necessary to take|into
account that the band@% may contairfinal zercvalued rows that are nog+

=N

14
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lated to the resulting matrix product (the numbérshould be sent to a‘ll
processes in order to control this situation).

The templatefor this task contairs the same global variables as tiem-
platefor the MPI9Matr2taskgiven inSection 1.4.3in particular,k (the number
of processesy), (the rank of the current process),p, g, na nb(the sizes of the
matricesA, B, C and their bands}h, b, c (arrays for storing the bands of them
tricesA, B, C in each process)n addition the templateincludes the variables
MPI_BAND @dMPI_BAND i@tendedfor storingnew datdypes associated with
the vertical bands of the matricBandC.

Fig. 44 shows the taskbook window that will appear when you launch the
created tempite.

BT programming Taskbook [C++] ? X |
BAND ALGORITHM 2 (HORIZONTAL AND VERTICAL BANDS) Results (FZ) Color (F3) Mode (F4)
Task: MPISMatr19° Student: Smith John

Acquaintance with the task; Exit (Ezc)

input-output operations were not executed.

Input: 0 of 80 Tests: 1 0f S
]
O
Input data
Process @: Np = 2 Ng = 4
Co:

38 83 53 -20
19 -46 19 -42
64 9 -15 -12
42 16 -55 59
181 13 -3 -42
0 5} a (4]
M=2>5
Name of file for matrix C: "Ca®@9r8.tst™
Process 1: Na = 2 Ng = 4
Cq1:
-22 39 -2 -18
38 -67 3 12
-3 -8 26 28
-16 13 76 -39
-7 -1 37 7
0 5} a (4]
Process 2: Np = 2 Ng = 4
Co:
29 31 -23 [
52 -18 -35 -11
9 -7 -12 11
47 -52 6 41
35 9 -48 32
0 0 (5] @

Example of right solution
File with matrix C:

1: 38 83 53 -20 -22 39 -2 -18 29 31 -23 6
13: 19 -46 19 -42 30 -67 3 12 52 -18 -35 -11
25: 64 9 -15 -12 -3 -8 26 28 9 -7 -12 11
37: 42 16 -55 59 -16 13 76 -39 47 -52 6 41
49: 181 13 -3 -42 -7 -1 37 7 35 9 -48 32

Fig. 44. Acquaintanceunning of theMPI19Matr19 task
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This task does not require outputting the results usingtthatput stream;
it only requires writing the elements of the resulting mairto a binary integer
file (note that the indicatersection of théaskbookwindow does not specify the
number of data elements to be output). Tdskbookdisplays the contents of the
created file and checks if it is correblote that themasterprocess specifieda
ditional input data tha#reabsent irthe slaveprocessesnamely,the number of
rows M of the resulting matrixC and the name of the file for storitigis matrix
It should also be noted that thandsof the matrixC given in each processto
tain not only its elements, but alsextrd' zerorows that should not be saved in
the resulting file (the presence of these rows is explained by the fact that the
product N, &, whereK is the number of processes, in this cazeeedgshe
number of rowdM of the matrixC).

At the first stage of the sdion, as usual, it is necessary to organize ke i
put of thegivendata. Thaaskcondition states that all thggvendata, except for
the file name (which is given in theasterprocess), must beputin the Solve
function It should also be taken inte¢@unt that the number of rows of the
resulting matrixC is also given only in thenastemprocess. The file name should
beinputat the beginning of thelateGatherFileunction The requirement toput
all the data, except for the file name, in ave function is related to the fact
that when implementing the matrix multiplication algorithm in full, all this data
will already have beemput (or calculated) in the corresponding procedses
fore calling the MateGatherFilefunction, so their repeatednput in the
MatPGatherFiltunctionwould lead to incorreatxecutionof the program.

So, letus implementthe MateGatherFiléunction, in which weinput the file
name in thanastemprocess, anddd to theSolvefunction a fragment containing
the input of other data and the callo the MateGatherFilefunction (the
MatPGatherFiléunction and thestatementadded to theSolvefunction are hg-
hlighted in bold):

void Matr 2GatherFile ()

{

char cnamdgl12];
if (r ==0)

pt >> cname;

}

void Solv €()

{
Task("MPI9Matr19");
int flag;
MPI_Initialized(&flag);
if (flag == 0)

return;

int rank, size;

MPI_Comm_size(MPI_COMM_WORLD, &size);
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MPI_Comm_rank(MPI_COMM_WORLD, &rank);
k = size;
r = rank;
pt>>na>>n b;
¢ = new int[na*k*nb];
for (inti=0; i < na*k*nb; I++)
pt >> cfi];
if (r == 0)
pt>>m;
Matr 2GatherFile ();

}

When declaringthe file namecnamewe took into account that this name
consists of no more than 11 characi{gsee the preamble to thdPIOMatr task
group Sectior2.9).

After running this version of the program, we will receive a message that
all the initial dataare input but the resulting fillhasnot beencreated.

The remaining actions will benplementedn the MateGatherFiléunction
First of all, it is necessary to transfer the numibkeand the file name to all
processes:

MPI_Bcast(&m, 1, MPI_INT, 0, MPI_COMM_WORLD);

MPI_Bcast(cname, 12, MPI_CHAR, 0, MPI_COMM_WORLD);

Then you need to dtarethe file varablef andopen the file with the given
nameusing theMPI_File_opdunction It is advisable to immediately add a @4n
tion for closing this fileat the end ofhe Mat2GatherFiltunctiorn

MPI_File f;

MPI_File_open(MPI_COMM_WORLD, chname,

MPI_MODE_WWRC | MPI_MODE_CREATE, MPI_INFO_NULL, &f);

MPI_File_close (&f);

All actions with the file must be performed between calls to the
MPI_File_opemdMPI_File_clo$enctions

Running this version of the program will result in a new message which, in
additionto informing you that all the input dagae input will also note that the
resulting file is empty. This indicates that the transfer of the file name to all
processes and the actions to create and close it in each process have-been su
cessfully completed

It remains to ensure that thandsof the resulting matrix are correctly \wri
ten to the created file. To do this, it is necessary to define a spleciddtatype
since each process must write to the file not a set of sequentially located el
ments (asvould be the case if the process contained matnvs), but several
fragments with empty spaces (each fragment corresponds to the elements of a
separate row, and the spaces provide a transition to the corresponding elements
of the next row). EachandCghas the siz¢NalK) 1 Ng: thus, it contain®\g ad-
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jacentcolumns This means that thieagmentfor each row must contaillg ad-
jacentelements. What is the number of such fragments? It would seem that it
should be equal to the numberrofvsin thebandCx i. e. the valueNaLK, but

we should not forget that the numberofvsin thebandcan begreaterthan the
number ofrows M in the resulting matrix (theextrd' rows are zero and should

not be written to the resulting file). Thus, the number of fragmentten to the

file should be equal tM.

So, each process must wriké fragments into the file witiNg consecutive
integersin each fragment, and the distance between the initial positionsasf adj
cent fragments must be equal@i. e.the number of colmnsof the resulting
matrix (this will lead to the fact that the fragments written into the file by each
process will form columns of thesultingmatrix).

Suchcompounddata types (associated with a set of adjacent matfx
umng are also required in ¢himplementation of other stages of the band-alg
rithm using vertical bands. In particular, such a data type simpst@iatering
the bands othe givenmatrix B (which are also sets of columns) agathering
the bands othe resultingmatrix C in the mager process (if the algorithm does
not use fileinputoutpud. Therefore, it would be useful to describe an auxiliary
function Mat2CreateTypeBarfdr the creation of types associated with vertical
bands.

The implementation of th®lateCreateTypeBarfidnction is the subject of a
specialtask MPI9Matrll, which is the first in a series of tasks related to the
second variant of the band algorithm (see Section 2.9.3). Since we didlviot
the MPI9Matrll task, theMatBCreateTypeBaridnction has to be implemated
when solving our task, using the recommendations given in Nti&9Matrll
task (recall that we encountered a similar situation earlier in Section 1.4.4 when
solving the MP®Matr24 task in which we had to implement the auxiliary
MatBCreateCommGfiginction, which defines a new communicator with a @art
sian topology).

As stated irMPI9Matrl1, to implement a derivedhtaype associated with
matrix columns, theMPI_Type_vectiunction should be used.et us recallthe
meaning of the first three parametef this function (all othemareof integer
type):

couni the number of blocks containing consecutive elements;

blocklein the size of each block (in elements);

stridei the distance between the starting positions of adjacent blocks (also

in elements).

The next parametesldtypedefines the base type of the elemefsour
caseit is MPL_IN)I and the last parameteewtypes an output parametett is a
pointer to the created datatype.

Whenimplementingthe auxiliary functionMat2CreateTypeBanidl iS more
convenient to use parameters related to the characteristics of vertical bands. In
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the MPI9Matrll task, it is proposed to use the paramegiensg, wherep andn
determine the number of rows and columns of the bandg anthe number of
columnsof the matrix from which this band is extracted. It is easy to see that
these parameters exactly correspond to the first three parameters of the
MPI Typevectorfunction Therefore, v obtain the following implementation of

the Mat2Create TypeBafuhction:

void Matr2CreateTypeBand(int p, int n, int q, MPI Datatype &t)

{ MPI_Type_vector(p, n, g, MPL_INT, &t);
MPI_Type _commit( &t) ;

}

TheMPI_Type_comifinction call included in this function is requirédhe
newdatdype mustbe used in data trafes. Whensolvingthe MPI9Matrl19 task,
the call toMPI_Type_comnsinot required but we have provided this impleme
tation of the Mat2CreateTypeBafidnction because it can be used in all tasks a
sociated with the second variant of the band algorithm

Having implemented th®atr2CreateTypeBdudction, let us defir the file
view. TheMPI_File_set_viéwnction, which was previously discussed in detail in
Section 1.3.3, is intended for this ddfion. To define the fileview, we must
specify the initi& offset disp(in bytes), the elementary tymeype(in our case
MPI_INJF and the file datdype filetypg which can be obtainedising the
Matr2CreateTypeBdindction. As for the initial offset, shouldbe equal tant_sz *
nb*r, wherer is the procss rank,int_szis the sizeof the base typ&IPI_INTn
bytes andnbis the number of columns in each bafitie easiest way to dete
mine thevalue ofint_szs to use theviPl_Type_sifanction Thus the fragment
of the Matr2GatherFilenction associatd with defining the fileview will look as
follows:

Matr2CreateTypeBand(m, nb, nb*k, MPI_BAND_C);

intint_sz;

MPI_Type_size(MPI_INT, &int_sz);

MPI_File_set view(f, int_sz*nb*r, MPI_INT, MPI_BAND_C,

"native ", MPI_INFO_NULY;

Recall that the variabl&Pl BAND does noneed to be declared, since it is
already declared in our program as a global variable. When defining the type
MPI_BAND, @ve took intoaccount that the verticddandwith elements of the
matrix C (without terminating zero roydas a sizef M 1 g inNeachprocess
and the number of column® of the matrixC is equal to the produdilK,
whereK is the number of processes.

Once the file view has been defined, we can implement wialirglements
of each band to the file with a single call to the collective function
MPI File writealt

MPI_File_write_all(f, c, m*nb, MPI_INT, MPI_STATUS_IGNORE);
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In this call, we specify the array containing thendand the number of its
elements that need to be written to the file (recall that the arraglsarcontain
terminatingzeroelements that do not need to be written to the file).

Let us present the finalersionof the MateGatherFiléunction In this ve-
sion, we highlight in bold the operators associated with defining the View
and writing daa to the file:

void Matr2GatherFile()

{

char cname[12];
if (r ==0)
pt >> cname;
MPI_Bcast(&m, 1, MPI_INT, 0, MPI_COMM_WORLD);
MPI1_Bcast(cname, 12, MPI_CHAR, 0, MPI_COMM_WORLD);
MPI_File f;
MPI_File_open(MPI_COMM_WORLD, cnan
MPI_MODE_WRONLY | MPI_MODE_CREATE, MPI_INFO_NULL, &f);
Matr2CreateTypeBand(m, nb, nb*k, MPI_BAND_C);
intint_sz;
MPI1_Type_size(MPI_INT, &int_sz);
MPI_File_set_view(f, int_sz*nb*r, MPI_INT, MPI_BAND_C,
"native”, MPI_INFO_N ULL);
MPI_File_write_all(f, c, m*nb, MPI_INT, MPI_STATUS_IGNORE);
MPI_File_close (&f);
}
After launching this version of the program, a message will be displayed in
the taskbook window stating that the task has lsebdred

1.5. Additional techniques for developing parallel programs

1.5.1. Debugging parallel programs using taskbook tools

The examples adolving parallel programming tasks discussed above show
that using the taskboo&nsuresa significant acceleration of parallel program
development. This is achied primarily due to a special mechanism that ensures
a quick launch of a parallel program directly from the integrated environment. In
addition, debugging a parallel program is simplified by usingSti@function,
which ensuredisplaying any requiredada from various processes in thektas
book window and subsequently viewing the resulting debug information for
both a separate process and all processes of the parallel program.

The noted features of thaskbook may be useful not only in solvitasks
on parallel MPI programming but also in developing genesplirpose parallel
programs Therefore, along with théusual groups of tasks that allow you to
study the capabilities of thdPI library, the Programming Taskboadlor MPI-2
includes a special groudPIDebug intended not fosolving specific tasks, but
for debuggingany parallel program. This group consists of"3&sks$, and task
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numberN ensures the launch of a parallel program wWitprocesses. Thus, if
you create dgemplateprogram for one of theasks of theMPIDebug groupthen
when you launch this program from the integrated environment, it will attoma
ically be executed in parallel mode with the required number of processes.

Let us use MPIDebug group to develop a progtaat implements one of
the parallel algorithms for multiplying a matri by a vectorb, the soecalled
selfscheduling algorithm(see [10, Chapter 7]), in which theasterprocess
coordinates the work dflave processessending them thenitial data sets and
receiving results.

The initial data arenput in the master process. Then the master process
sends the vectdr and one row of the matriX to each slave procesafter this,
a loop is started in which the master process receives the results of multiplying a
row of the mat by a vector from the slave processes and sends them-the r
maining rows of the matriA. The loop ends when the master process sends all
the rows of the matriXA to the slave processasd receses all the elements of
the resulting vectoAb from them

It should be noted that when implementing this algorithm, it is impossible
to determine in advance which matrix rows will be processed by a particular
slave process. If, for example, the program uses 5 processes, then matrix row
number 5 will be sent to therocess ¢f slave processes with ranks from 1 to 4)
that first completes the multiplication of the row sent to it earlier and returns the
result to thanasterprocess.

To test the algorithm, we will process a matinf orderN = 20, each line
of which catains identical elements equal to the ordinal nusbktheir rows
ajy=ifori,j=1, NeVectorb of the same sizdl will containidenticalele-
ments equal to 0.01. Thus, the elements of vectoAb will have the form
Ci=O.2',i=1, |\é,

fi=(0.2, 0.4, 0.6, €, 3.8, 4.0)

For the algorithm to work correctly, it is necessary that the numisawoé
processes does not exceed the order of the miditsince at the initial stage of
the algorithmeachslaveprocess is sent one of the rows of timatrix. For ce-
tainty, we choose the number of processes of our program equal to 10; in order
to ensure automatic launch of a parallel program with this number of processes,
we shoulduse theMPIDebudlLO task.

When you run the template program the MPIDé&uglO task, the tds
book window will look like the one shown in Fig. 45. Instead of the initial and
resulting data, this window displays a description of those taskbook tools that
are intended for outputting debug information.
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E Programming Taskbook [C++] ? X
MPI PROGRAM DEBUGGING Results (F2) Color (F3) Mode (F4)
Task: MPIDebug10® Student: Smith John

Acquaintance with the task; Exit (Esc)

input-output operations were not executed.

Input: 0 of 1 Qutput: 0 of 1 Tests: 1 0f 5
L

The task provides running and debugging
parallel MPI programs with 10 processes.

Input data
Use the HideTask procedure for hide all panels except of the debugging panel.
The Show procedure may be used for data output to the debugging panel:
Show(S) — output a string S; Show(S,A,W) and Show(A,W) — output a number A
with or without a comment S, the width of output field is equal to W;
Show(5,A) and Show(A) — data output with the default width of output field.®

Example of right solution
The similar forms of the ShowlLine procedure provide the additional line break
in the debugging panel after the data output. The SetPrecision(N) procedure
determines the amount of fractional digits in the fixed point format
(provided that N»®) and in the floating point format (provided that N<@);
it affects all subsequent calls of the Show and ShowlLine procedures. 7

Fig. 45. Acquaintanceunning of theMPI1DebudLO task

Let us supplement the created template with a fragment that describes all
the necessary variables (including those that will be reqairdkde next stages
of the algorithm implementationThen he creatio of the initial matrixA and
vector b is performedin the master procesand vectorb is sent to allslave
processes (added operators are highlighted in bold):

void Solve()

{
Task("MPIDebug10");
int flag;
MPI_Initialized(&flag);
if (flag ==0)
return;
int rank, size;
MPI_Comm_size(MPI_COMM_WORLD, &size);
MPI_Comm_rank(MPI_COMM_WORLD, &rank);
const int n = 20;
double a[n][n], b[n], c[n], d;

int cur_row;
MPI_Status s;
/[ Qreation of initial data in the master process:
if (rank == 0)
for (inti=0;i<n; i++)
{
b[i] = 0.01;

for (intj=0;j<n; j++)
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afil[j]= 1 +1
}

/I Sending vector b to all processes :
MPI_Bcast(b, n, MPI_ DOUBLE, 0, MPI_COMM_WORLD);
ShowLine("Vector b: . ..,", b[n - 1));

}

A two-dimensional static array (array of arrays) is used to store the matrix,
since the order of the matr{X = 20) is known in advance.

When you launch a new version of the programdebug section will -
pear in the taskbook window (Fig. 46).

| Programming Taskbook [C++] ? X
MPI PROGRAM DEBUGGING Results (F2) Color (F3) Mode (F4)
Task: MPIDebug10® Student: Smith John

Acquaintance with the task;

input-output operations were not executed. i

Input: 0 of 1 Output: 0 of 1 Tests: 1 0f 5
L

The task provides running and debugging
parallel MPI programs with 1@ processes.

Input data
Use the HideTask procedure for hide all panels except of the debugging panel.
The Show procedure may be used for data output to the debugging panel:
Show(S) — output a string S; Show(S,A,W) and Show(A,W) - output a number A
with or without a comment S, the width of output field is equal to W;
Show(5,A) and Show(A) — data output with the default width of output field.®

Example of right solution
The similar forms of the Showline procedure provide the additional line break
in the debugging panel after the data output. The SetPrecision(N) procedure
determines the amount of fractional digits in the fixed point format
(provided that N»>@) and in the floating point format (provided that N<@);
it affects all subsequent calls of the Show and Showline procedures. 4

@] 1> Vector b:..., 0.01
1| 1> Vector b:..., 0.01
2| 1> vVector b:..., 0.01
3| 1> Vector b:..., 9.01
4] 1> Vector b:..., 0.081
5| 1> Vector b:..., 0.81
6] 1> Vector b:..., 0.01
7| 1> Vector b:..., 0.01
8| 1> Vector b:..., 0.01
9] 1> Vector b:..., 0.01

ll&l 2 3456789
Fig. 46. Debug data output

Since the new version of the program uses calls t&ShoevLindunction,
the taskbook window displays a debug section with information that was output
using this function. In our case, each of the processes (inglulenmaster
proces} output informatiorabout successful creation of thectorb. For brev-
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ty, only the value othe lastelemenbf thebarray(with indexni 1) is output To
emphasize that thanly last element is displayed, an ellipsis is placedieeit.

Since the main sections of tteskbook window in our case contain only
reference information, it is convenieit hideall sections of the window except
the debug section. If theaskbook windowis already displayed on the screen
then to do thisit is enough to press theey combination Ctrl]+[ Space]. Haov-
ever, it is even more convenient to automatically hide unnecessary sections
when displaying théaskbook window on the screen. To do this, it is enough to
call the auxiliary functiorHideTasknywhere in the progranif we add a call to
this function to the end of our program anetua it, then thaaskbook window
will contain only the debug section (Fig. 47).

BT| Programming Taskbook [C++] ? X
8] 1> Vector b:..., 0.01
1| 1> Vector b:..., 0.01
2| 1> Vector b:..., 0.01
3| 1> Vector b:..., 0.01
4| 1> Vector b:..., 0.01
5| 1> Vector b:..., 0.61
6] 1> Vector b:..., 0.01
7| 1> Vector b:..., 8.01
8| 1> Vector b:..., 0.01
9] 1> Vector b:..., 0.01

Ble1234567¢889
Fig. 47. Hiding the main sections of the tdslokwindow when displaying debug data

Let us return to the implementation of the matvector multiplication &
gorithm and present its final part:

if (rank ==0)
{
/I Sending the initial rows o f matrix A to slave processes :
for (inti=1;i<size; i++)
{
MPI_Send(a[i - 1], n, MPI_DOUBLE, i, i -1, MPI_COMM_WORLD);
Show("Sending initial data: dest=", i);
Show("tag=", i - 1);
ShowLine(" ->. .., ", aJi - 1][o]);
}
cur_row =size - 2;

/I Receiving the elements of the product

/l and sending the remaining rows:

for (inti=0;i<n; i++)

{
MPI_Recv(&d, 1, MPI_DOUBLE, MPI_ANY_SOURCE,

MPI_ANY_TAGMP|_COMM_WORLD, &s);

Show("Receiving result: source=", s.MPI_SOURCE);
Show("tag=", s.MPI_TAG, 2);
Show("<- ", d);
c[s.MPI_TAG] = d;
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cur_row ++;
if (cur_row < n)
MPI_Send(ajcur_row], n, MPI_DOUBLEs.MPI_SOURCE,
cur_row, MPI_COMM_WORLD);
else
MPI_Send(&d, 1, MPI_DOUBLE, s.MPI_SOURCE,
cur_row, MPI_COMM_WORLD);
Show("| Sending data: dest=", s.MPI_SOURCE);

ShowLine(" tag=" , cur_row, 2);
}
//  Qut put of the obtained vector Ab
SetPrecision(1);
ShowLine("Resulting vector Ab:");
for (inti=0;1<n; i++)
Showc[i], 3);
}
else
// D ata processing in slave processes:
while (true)
{
MPI_Recv(c, n, MPI_DOUBLE, 0, MPI_ANY_TAG,
MPI_COMM_WORLEX);
Show("Receiving data: tag=", s.MPI_TAG, 2);
if (s.MPI_TAG >=n)
break;
d=0;
for (inti=0;1<n; i++)
d +=cl[i] * b][i];
MPI_Send(&d, 1, MPI_D OUBLE, 0, s.MPI_TAG,
MPI_COMM_WORLD);
Show("| Sending result: tag=", s.MPI_TAG, 2);
ShowLine (" ->", d);
}

This part consists of two large fragments, the first of which mustxbe e
ecuted in themasterprocess and the seconaust be executeth each of the
slave processes.

The masterprocess first sends one row of thien matrix to each slave
process and initializes the varialder _rowwhich contains the index of the last
processedi. e, sent to the slave procgsaatrix row; rows are indexed fromez
ro. After this, the main loop is started, in which thasterprocess receives the
resulting elements of the product from the slave processes and sends them the
next rows of the matrix.

Since the order of receiving data fronava processes is nottdamined
the sourcegparameter othe MPI1_Recfunctionis set toMPI_ANY_SOURG#hich
ensures receiving dateom any process that sent thedm the messageag, the
slave process passes additional information to the master prdwessdexof
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the calculategroduct element. In order for the master process to be abde to r
ceive messages with any tags, thegtagparameter of théP1_Recfunction is
set toMPI_ANY_TAGhe master process receives infation alout the rank of
the process that setite message and abdbe message tagsingMPI_SOURCE
andMPI_TAdelds of the structures of typeMPI_Status

After receiving a message from a slave process, the master process sends it
a new mesage, which either contains the next unprocessed row of the matrix (if
such rows still remain) or a special termination indicator. If the next row is sent,
thenthe tag of the message being sent is assumed to be equal to the row index
cur_rowif the termiration indicator is sent, then the&g contains a number that
greater than the maximum matrix row index

After theforloop completesall elements of thealculatedoroduct are ot
put in themasterprocess.

In the slave process,l@opis started, in with the next row of the matrix is
received from the master process (its indar beobtained fromthe message
tag), then the receivethatrix row is multiplied by the previously receivedcre
tor, and finally, the result of the multiplication is sent to nhaster process. If,
when receiving the next message from the master proctessgisareceived that
exceeds the number of the maximum index of the matrix row, then an immediate
exit from theloop occurs, and the slave process completes its work.

All stagesof the algorithm described above are accompanied by dmittig
put. For this, theShowfunction and itsShowLin&ersionare usedtfie ShowLine
function provides a transition to a new line in the debug section after data ou
puf). Before outputting the nextumeric element, as a rule, a string comment
preceding it is outpyuthe amountof screen positions that should bsedfor da-
ta output is additionally indicated (this ensurestical alignment of the output
data).

Before the output of the elements of tlesulting product in thenaster
process, th&etPrecisi¢h)function is callegdensuring that all subsequent data of
the real type is output withnedigit after the decimal separator. Note that by d
fault the number of fractional digits is assumed tcefeal to 2, but using this
value it would not be possible to output all the resulting elements in one line,
since the width of the output data area in the debug section is equal toi-80 pos
tions.

When formatting the output, it was taken into account thatdata output
by the Showor ShowLinéunction is separated by one space from the previously
output data located on the same screen line.

Let us present the debug data that was obtained when the program was
launched (recall that before the first symbplthe rank of the process thattou
put the debug information is indicated, and before the syriidothe ordinal
number of the output line is indicated; in this case, the lines associated fwith di
ferent processes are numbered independently).
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0] 1> Vecto rb:...,0.01
0] 2> Sending initial data: dest=1 tag=0 ->..,1.00
0] 3> Sending initial data: dest=2 tag=1 ->..,2.00
0| 4> Sending initial data: dest=3 tag=2 ->..,3.00
0] 5> Sending initial data: dest=4 tag=3 ->..,4.00
0] 6> Send ing initial data: dest=5 tag=4 ->..,5.00
0] 7> Sending initial data: dest=6 tag=5 ->..,6.00
0| 8> Sending initial data: dest=7 tag=6 ->..,7.00
0] 9> Sending initial data: dest=8 tag=7 ->..,8.00
0] 10> Sending initial data: dest=9 tag =8 ->..,9.00
0] 11> Receiving result: source=1 tag= 0 < - 0.20 | Sending data: dest=1 tag= 9
0] 12> Receiving result: source=2 tag=1 < 0.40 | Sending data: dest=2 tag=10
0] 13> Receiving result: source=3 tag= 2 < 0.60 | Sending data: dest=3 tag= 11
0] 14> Receiving result: source=1 tag=9 < 2.00 | Sending data: dest=1 tag=12
0] 15> Receiving result: source=2 tag=10 < 2.20 | Sending data: dest=2 tag=13
0] 16> Receiving result: source=3 tag=11 < 2.40 | Sending data: dest=3 tag=14
0] 17> R eceiving result: source=2 tag=13 < 2.80 | Sending data: dest=2 tag=15
0] 18> Receiving result: source=1 tag=12 < 2.60 | Sending data: dest=1 tag=16
0] 19> Receiving result: source=3 tag=14 < 3.00 | Sending data: dest=3 tag=17
0] 20> Receiving resu It: source=1 tag=16 < 3.40 | Sending data: dest=1 tag=18
0] 21> Receiving result: source=2 tag=15 < 3.20 | Sending data: dest=2 tag=19
0] 22> Receiving result: source=3 tag=17 < 3.60 | Sending data: dest=3 tag=20
0] 23> Receiving result: source=1 tag=18 < - 3.80 | Sending data: dest=1 tag=21
0] 24> Receiving result: source=2 tag=19 < 4.00 | Sending data: dest=2 tag=22
0] 25> Receiving result: source=6 tag=5 < 1.20 | Sending data: dest=6 tag=23
0] 26> Receiving result: source=7 tag= 6 < 1.4 0 | Sending data: dest=7 tag=24
0] 27> Receiving result: source=8 tag= 7 < 1.60 | Sending data: dest=8 tag=25
0] 28> Receiving result: source=9 tag= 8 < 1.80 | Sending data: dest=9 tag=26
0] 29> Receiving result: source=5 tag= 4 < 1.00 | Sending d  ata: dest=5 tag=27
0] 30> Receiving result: source=4 tag= 3 < 0.80 | Sending data: dest=4 tag=28

0] 31> Resulting vector Ab:
0] 32> 0.20.40.60.81.01.2141.61.82.02.22.42.62.83.03.23.43.63.84.0
1| 1> Vector b: ..., 0.01

1| 2> Receiving data: tag= 0 | Sending result: tag= 0 ->0.20
1| 3> Receiving data: tag= 9 | Sending result: tag= 9 ->2.00
1| 4> Receiving data: tag=12 | Sending result: tag=12 ->2.60
1| 5> Receiving data: tag=16 | Sending result: tag=16 ->3.40
1] 6> Receiving data: tag=18 | Sending result: tag=18 ->3.80
1| 7> Receiving data: tag=21

2| 1> Vector b: ..., 0.01

2| 2> Receiving data: tag= 1 | Sending result: tag= 1 ->0.40
2| 3> Receiving data: tag=10 | Sending result: tag=10 ->2.20
2| 4> Receiving data: tag=13 | Sending result: tag=13 ->2.80
2| 5> Receiving data: tag=15 | Sending result: tag=15 ->3.20
2| 6> Receiving data: tag=19 | Sending result: tag=19 ->4.00
2| 7> Receiving data: tag=22

3| 1> Vector b: ..., 0.01

3| 2> Receiving data: tag= 2 | Sending result: tag= 2 ->0.60
3| 3> Receiving data: tag=11 | Sending result: tag=11 ->2.40
3| 4> Receiving data: tag=14 | Sending result: tag=14 ->3.00
3| 5> Receiving data: tag=17 | Sending result: tag=17 ->3.60
3| 6> Receiving data: tag=20

4| 1> Vectorb: ..., 0.01

4| 2> Receiving data: tag= 3 | Sending result: tag= 3 ->0.80
4| 3> Receiving data: tag=28

5] 1> Vector b: ..., 0.01

5| 2> Receiving data: tag= 4 | Sending result: tag= 4 ->1.00
5| 3> Receiving data: tag=27

6] 1> Vector b: ..., 0.01

6] 2> Receiving data: tag= 5 | Sending result: tag= 5 ->1.20
6] 3> Receiving data: tag=23

7| 1> Vector b: ..., 0.01

7| 2> Receiving data: tag= 6 | Sending result: tag= 6 ->1.40

7] 3> Receiving data: tag=24
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8| 1> Vector b: ..., 0.01

8| 2> Receiving data: tag= 7 | Sending result: tag= 7 ->1.60
8| 3> Receiving data: tag=25

9| 1> Vector b: ..., 0.01

9] 2> Receiving data: tag= 8 | Sending result: tag= 8 ->1.80

9 3>

It is clear from the given text that during the execution of the algorithm,
processes of ranks 1 and 2 processed 5 rows @jivka matrix, the process of
rank 3 processed 4 rows, and the remainirsgjg@e processes processed 1 row
eah. The last, 32nd row, associated with thasterprocess, contains theeel
ments of the found product.

Note that the text displayed in the debug section otakkkbook window
can be copied to the&/indows clipboardto do this, simply press the standard
key combination Ctrl]+[C] or call the window'pop-up menu(by mouseright-
clicking) and execute its commafubpy the debugdata to clipboard.

By changing the task name in tiieskfunctionto "MPIDebug5ive can test
the developed algorithm in parallel deusing 5 processes. Here is the debug
information that was output when running the program in this way:

0] 1> Vector b: ..., 0.01

Rec eiving data: tag=26

0| 2> Sending initial data: dest=1 tag=0 -> ..., 1.00

0| 3> Sending initial data: dest=2 tag=1 -> ..., 2.00

0| 4 > Sending initial data: dest=3 tag=2 -> ..., 3.00

0] 5> Sending initial data: dest=4 tag=3 ->..,4.00

0] 6> Receiving result: source=4 tag= 3 < - 0.80 | Sending data: dest=4 tag= 4

0] 7> Receiving result: source=2 tag=1 < - 0.40 | Sending data: dest=2 tag= 5
0] 8> Receiving result: source=3 tag= 2 < - 0.60 | Sending data: dest=3 tag= 6

0] 9> Receiving result: source=4 tag=4 < - 1.00 | Sending data: dest=4 tag= 7

0] 10> Receiving result: source=1 tag= 0 < - 0.20 | Sending data: dest=1 tag= 8

0] 11> Receiving result: source=2 tag=5 < - 1.20 | Sending data: dest=2 tag= 9

0] 12>
0] 13>

Receiving result: source=3 tag= 6 < -
Receiving result: source=4 tag= 7 < -

1.40 | Sending data:
1.60 | Sending data:

dest=3 tag=10
dest=4 tag=11

0] 14> Rec eiving result: source=1 tag= 8 < - 1.80 | Sending data: dest=1 tag=12
0] 15> Receiving result: source=2 tag= 9 < - 2.00 | Sending data: dest=2 tag=13
0] 16> Receiving result: source=3 tag=10 < - 2.20 | Sending data: dest=3 tag=14
0] 17> Receiving result :source=4 tag=11< - 2.40| Sending data: dest=4 tag=15

0] 18>
0] 19>

Receiving result:
Receiving result:

source=2 tag=13 <
source=4 tag=15 <

2.80 | Sending data:
3.20 | Sending data:

dest=2 tag=16
dest=4 tag=17

0] 20> Receiving result: source=2 ta g=16 <- 3.40 | Sending data: dest=2 tag=18
0] 21> Receiving result: source=3 tag=14 < - 3.00 | Sending data: dest=3 tag=19
0] 22> Receiving result: source=1 tag=12 < - 2.60 | Sending data: dest=1 tag=20
0] 23> Receiving result: source=4 tag=17 < - 3.60 | Sending data: dest=4 tag=21

0] 24>
0] 25>
0] 26>

Receiving result:
Receiving result:

source=2 tag=18 <
source=3 tag=19 <

Resulting vector Ab:

3.80 | Sending data:
4.00 | Sending data:

dest=2 tag=22
dest=3 tag=23

0/ 27> 0.20.406081.01.21 4161820222426283.03.2343.63.84.0
1| 1> Vector b: ..., 0.01

1| 2> Receiving data: tag= 0 | Sending result: tag= 0 ->0.20
1| 3> Receiving data: tag= 8 | Sending result: tag= 8 ->1.80
1| 4> Receiving data: tag=12 | Sending result: tag=12 ->2.60
1| 5> Receiving data: tag=20

2| 1> Vector b: ..., 0.01

2| 2> Receiving data: tag= 1 | Sending result: tag= 1 ->0.40
2| 3> Receiving data: tag= 5 | Sending result: tag= 5 ->1.20
2| 4> Receiving data: tag= 9 | Sending result: tag= 9 ->2.00
2| 5> Receiving data: tag=13 | Sending result: tag=13 ->2.80
2| 6> Receiving data: tag=16 | Sending result: tag=16 ->3.40
2| 7> Receiving data: tag=18 | Sending result: tag=18 ->3.80
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2| 8> Receiving data: tag=22
3] 1 > Vectorhb: ..., 0.01
3| 2> Receiving data: tag= 2 | Sending result: tag= 2 ->0.60
3| 3> Receiving data: tag= 6 | Sending result: tag= 6 ->1.40
3| 4> Receiving data: tag=10 | Sending result: tag=10 ->2.20
3| 5> Receiving data: tag=14 | Send ing result: tag=14 ->3.00
3| 6> Receiving data: tag=19 | Sending result: tag=19 ->4.00
3| 7> Receiving data: tag=23
4| 1> Vector b: ..., 0.01
4] 2> Receiving data: tag= 3 | Sending result: tag= 3 ->0.80
4| 3> Receiving data: tag= 4 | Send ing result: tag= 4 ->1.00
4| 4> Receiving data: tag= 7 | Sending result: tag= 7 ->1.60
4] 5> Receiving data: tag=11 | Sending result: tag=11 ->2.40
4] 6> Receiving data: tag=15 | Sending result: tag=15 ->3.20
4| 7> Receiving data: tag=17 | Sending result: tag=17 ->3.60
4] 8> Receiving data: tag=21

1.5.2. Developing and running parallel programs without the taskbook

The example given in the previogsctionshows that the use of th&o-
grammingTaskbookfor MPI-2 simplifiesthe development ofgrallel programs
not relatedo solvingtasks

However, our ultimate goal is to create parallel programs whose execution

does not depend on the presencéheftaskbook on the computer. In thiscse
tion, we will describe in detail the process of creatinghsorograms in thi-
crosoft Visual Studio environmentIn a similar way, parallel programs can be

developed in other environments on a local computer (for example, in the

Code:Blocks or Dev-C++ environment Of course, parallel programs are

usually intewled to be run on a supercomputer or a computing cluster, but if you

have a parallel program created and tested on a local contpetaransferring

it to another computing platform is quite simple and requires only knowledge of

how to compile and run therogram on this platform (see, for example, rha

ter4 in the book [4], which describes the steps that allow you to compilela para

lel program on &Jnix server usindntel andGCC compilersand run it on a set
of cluster nodes using tiRBSjob managemergysten).

As before, we assume that the program is being developedMidrasoft
Visual Studio 2@2 environmentCreate a new console application in thisienv
ronment by following the standard steps:

T
T

start with the menu commarkdle | New | Projecté ;

in theright-hand part of th&reate a new projectwindow, select the
following values in the comboboxeS:++, Windows, Console then g-
lect theConsole Appproject option and click thext button

configure the properties of the project being crediaine (we assume
that the naméarallelApplicatioislspecified and the todevel directory
Location (we assume that the working direct@yPT4Worbf the tag-
book is selecteglin addition, check th@lace solution and project in
the same directorycheckboxo avoid creating an extra level of direct
ries and finallyclick the Create button
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Other versions o¥isual Studiomay require slightly different steps. Lt
describe the steps required to create a console applicativisual Studio
2017

1 start withthe menu commaniéile | New | Projecté ;

1 in theNew Projectwindow, select theVisual C++ sectionandsetthe
Win 32 ConsoleApplication project type in it;

1 configure the properties of the project being credisine (ParallelAppl
catiod) and the togevd directory Location (CAPH™Worl; in addition,
uncheck theCreate directory for solution checkboxto avoid creating
an extra level of directories;

i after setting up the project properties, cliGkk and set up additional
properties of the console application theWin 32 Application Wizard
window. immediately click theNext button in this windowjn the Ap-
plication Settings section leave the Console application option -
lectedanduncheckall the checlboxes in theAdditional options group
(in particular,uncheckthe Precompiled headercheckboy, then click
Finish.

As a resultthe ParallelApplicatiopdoject will be created, and the main file
of this project,ParallelApplication1,opgl be loaded into the code editor with the
following contentgwe do nd specify additional comments that are included in
this file):

#include <iostream>

int main()
{

std::cout << "Hello World! \n"
}

In other versions of Visual Studio, the contents of the main file may differ
from the above. For example, Yisual Studio 2017, the file contais the fd-
lowing statements:

#include "stdafx.h"

int main()
{

return O;
}

In the second dredown list on the toolbar (th®olution Platforms tooltip
Is displayed for this list), you must set the valuzg6.

Correctthe ParallApplicationl.cfife as follows

#include <iostream>

int main( int argc, char *argv[] )

{
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std::cout << "Hello World! \n";
return O;

}

The resulting program should compile successfully. When you r(by it
pressing the [F5] key)you will see a corde window with the text'Hello
World!".

Now letus add the following components to the project, which allow us to
use theMPI library (the easiest way is to copy all these components from the
PT4Worklirectory to the project directory,a. to the diredry that already ao
tains theParallelApplicationl.fijg):

1 mpich.lilcompiled library);

1 all header files (Hiles) whose name starts with the tértpi”, in pa-

ticular mpi.h

It is necessary to adal lib file to the project. The steps required for this
have already been described earlseNote 2 inSection 1.1.3: you need to
start with the menu commarféroject | <project name Propertiesé , select
the Configuration Properties | Linker | Input section in theroject properties
window that appearsandspecify the name of thapich.lifile to be added in the
Additional Dependenciegextbox separating it from subsequent names with a
semicolon. No special steps are required to include header files in thet.proje

Let us add directives forincluding the necessary headers to the main
project file andappend statementbat initialize the parallel mode, print the
process rank, and termieahe parallel mode (the added text is highlighted in

bold):

#include <iostr  eam>

#include "mpi.h"

int main(int argc, char *argv(])

{
MPI_Init(&argc, &argv);
int rank;
MPI_Comm_rank(MPI_COMM_WORLD, &rank);
std::cout << rank << \n';
MPI_Finalize ();
return 0;

}

Note that here we used thdP1_Iniand MPI_Fializefunctions for the first
time (in all previousprograms thesefunctionswere called by the tabkok it-
self).

If all actions for connectinglPlI componentsvere performed correctly,
this program will be successfylcompiled and launched. When it is launched
for the first time, theNindows security system window will appear, in which
you need to click théllow accesqf OL tcj ™ dslf)sbmtton (Fig. 48).
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Ll OnogeweHue besonacHoctn Windows X

Bpanamay3p 3awmTHrka Windows 3abaokupogan HekoTopble
GYHKLIMK 3TOrO NMPUACKEHWA

Bpanamaysp 3awmTHuka Windows sabnokposan HekoTopeie dyHkwm parallelapplication 1.exe
B0 BCEX 0GLWECTEEHHEIX M Y3CTHBIX CETAX.

F 1l Mma: barallelapplication 1.exe

WzaaTens: HewseecTHo

MyTk: C:\ptawark\parallelapplication 1\debug
\parallelapplication 1.exe

PaspewnTe parallelapplication 1.exe cBAse B 5THx ceTAN:

[C]YacTHEIE CETH, HANPMMED, AOMALWHAA UnK paBiouas ceTh

OBl EeCTERHHbIE CETH, HENPUMED B 35ponopTax W kade (He pekoMeHAYeTCA,
TaK KK TEKME CETH 334aCT Y 3ALUMILEHEI HEAOCTATOYHD MMM HE 3ELUMLLEHL! BOBCE)

Y70 MOMET CAYYMTECA, ECNM DE3PEWMTD B3AMMOAEHCTEHE C NDHNOHEHWEM Yepes BpaHaMaysp?

', PazpewwTs aoctyn OTmena

Fig. 48. Window with a request to btk a running parallel program

Now we need to prepare a batch file that will launch the resulting program
in parallel mode. Letisnamethis file mpi_run.ba@nd save it in the same direct
ry, where the executable filearallelApplicationl1.exstored (is will allow us not
to specify the full path to this file). Recall that by default the executable file of
the application is created in thiebugsubdirectory(or bindebug of the applia-
tion directory (see the path to the launched application, indicateig. 48).

The mpi_run.bdile must contain two commands, each command must be
locatedon one linglto emphasize this fact, here and further in similar situations
before the continuation of the previous line we will indicate a special sy
bol e ):

"C: \ Program Files \ Microsoft MPI \ bin \ mpiexec.exe" -n 10

e " ParallelApplication 1l.exe"

pause

After running this file, a console window will appear on the screen with the
result of our program running in parallel mode (Fig. 49).

We see that each process bagput its rank in the console window. o
ever, the order of data output from different processes isdaterministic:
when the program is launched again, we will receive a different sequence of
numbers in the range from 0 to 9.

So, we have developed arpbel program that can be compiled and mn |
dependently of the taskbodRf course this program is very simple.
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B C:\Windows\system32\cmd.exe — ] X

C:\PT4Work\ParallelApplicationl\Debug>"C:\Program Files\Microsoft MPI\bin\mpiexe |
c.exe" -n 10 "ParallelApplicationl.exe"
P

(%]
5
4
6
9
7
3
3
1

C:\PT4Work\ParallelApplicationl1\Debug>pause
InA NpOAO/XEeHUs HaxmuTe nwbyw Knasuwy . . .

Fig. 49. Result of execution of the parallel progr&arallelApplicatiod

Note. When developing parallel programs in thikécrosoft Visual Studio
environmentyou can avoid using the auxiliary b@e if you specify the
programmpiexec.exandits parameters in the project settir{geeNote 1 in

Section 1.1.4). In this case, howevar,some versions o¥isual Studio,

you need to add a fragment to the program that ensures its suspension at the
end of executiond(. g.,you can use thiinction @ll syster{ipausg)).

1.5.3. Additional debug features. Output redirection

In Section 1.5.1we developed a complex parallel program implementing a
self-schedulingalgorithm for matrixvector multiplication. The capabilities of
the taskbookhelped us in developgnand debugging ,ibut now we want to run
this program independently tfe taskbooklt turns out that this is not difficult.

First of all, we will include theviPIDebug10.cfife in our console appla:
tion, which contains the text of the previously deped program. To do this,
we will copy it from thePT4Worklirectory to the console application directory
(which already contains thearallelApplication1.dgp) and execute the menu
commandProject | Add Existing Itemé , selecting theviPIDebugl10.cfige in
the window that appears.

Load theMPIDebug10.cfife into the code editoMNow it looks like this (we
omit the contents of tholvefunctionfor brevity):

File MPIDebug10.cpp

#include "pt4.h"
#include "mpi.h"

void Solve()

{
}
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The Solvefunction contains a large number of function calls related to the
taskbook and taken from thgt4.hheader file Of course, you can simply delete
the directive for including thet4.hfile, and also delete (or comment ouai)
such calls. However, thaskbook provides a more convenient optiarstubfor
the pt4.hheader file. The simplest version of such a stub is designegdtasuil.h
file and containsempty' implementations of Iafunctions related to théask-
book. Thus, without changing the contents of $So&vefunction you can replace
the#includeptd h' directivewith the following directive:

#include "pt4null . h"

It is also necessary to copy the stub fitdnulh to the poject directory.
This file is contained in theTforMP\&ubsdirectory of the Programmin@jak-
book system directorfby defaulf this is thePT4directory located in thdirec-
ry for 32-bit programsciProgram Files (XB6)

After completing the abovsteps, we will find that all the underlines-r
lated to the detected errors in th#1Debugl0.cfiie disappearOf courseg in
doing so wehavelost all the capabilities of our program associated with dyspla
ing data on the screen.

We will not (yet) try torestore all the debug information that was output in
the Solvefunction limiting ourselves to printing the elements of the finaldsro
uct the Ab vector To do this, addhe #include <iostreawisective to the begr
ning of theMPIDebugl0.cfiie, and afer the commentoutput of the resulting
Ab vectot in the Solvefunction, add a fragment that provides the output of the
arrayc. As a result, the contents tife MPIDebug10.cfife will be as follows (all
statementadded in thidile are highlighted irbold):

File MPIDebug10.cpp
#include <iostream>
#include "pt4null.h"

#include "ptd-h"

#include "mpi.h"

void Solve ()

{
/[ Qutput of the obtained vector Ab
for (inti=0;i<n; i++)
std::cout << c[i] << ' ";
std ::cout <<'\n';
}

We only need to correct the contents of the main applicatioPdilallelp:
plicationl.cpgo that instead of printing the process ranks, it callsSbigefunc-
tion (changed or added fragments in this file are also highlighted in bold):
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File ParallelApplicationl.cpp
#include <iostream>

#include "mpi.h"
void Solve();
int main(int argc, char *argv([])
{
MPI_Init(&argc, &argv);
Solve();
MPI_Finalize ();
return 0;

}

Now all that remains is to compile and build the resulting versiotne
program by running the commamidild | Build solution or by pressing the key
combination Ctrl]+[Shift]+[ B], after which, having made sure that the coapil
tion and buildweresuccessful, run the filepi_run.bdin which no changes need
to be madg The result of the work is shown in Fig. 50. We see that the found
elements of the vectdb coincide with those obtained in the program frSe-
tion1.5.1.

B C:\Windows\system32\cmd.exe — a X

C:\PT4Work\ParallelApplicationl\Debug>"C:\Program Files\Microsoft MPI\bin\mpiexe
c.exe" -n 10 "ParallelApplicationl.exe"
0.2 0.4 0.6 0.8 1 1.2 1.4 1.6 1.8 2 2.2 2.4 2.6 2.8 3 3.2 3.4 3.6 3.8 4

C:\PT4Work\ParallelApplicationl\Debug>pause
INA NPOAO/IKEHMA HaxMuTe Jibyw Kaasuwy . . .

Fig. 50. Result of executing thearallelApplicatiod program with thet4null.h stub

The Programming Taskbookfor MPI-2 provides another version of the
stub for the filept4.h which allowsus to applyall the debugools of the tak-
book toan "ordinary' console parallel progranThis version of the stub has the
namept4conde and consists of two filegt4consolepp and pt4console Let us
demonstrate its use.

First of all, letus copy thept4console.c@ndpt4consolefiles from the tak-
book directory to the console applicatidimectory (these files are located in the
taskbook directory in the same place aspideull.ile). Then letus connect the
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ptdconsole.cdile to the console application by executing the menu command
Project | Add Existing Item... for it.

After this, in the MPIDebug10.cfife, replace thefincludepédnullh’ directive
with the #include'ptdconsold” directive and add a call tadhe ShowAlfunction
(without parameters) to the end of ®aveunction

File MPIDebug10.cpp
#include <iostream>
#include "pt4console.h"
#include "mpi.h"

void Solve ()

{

ShowAll ();

}

Note that theShowAlfunctionis collectivefunction and must be called for
all processes in the parallel apgtion.

The ParallelApplicatiooppfile does not need to lhanged

After compiling and building a new version of the program using3ihél
| Build solution commandand running the filenpi_run.batve will receive in the
console windowthe same information that was previouslgg$Section1.5.1)
displayed in the debug section of the tasdkwindow (Fig. 5).

'rm C:\Windows\system32\cmd.exe — a X
: tag= 5 | Sending result: tag= 5 -> 1.20
: tag=25

.01
: tag= 6 | Sending result: tag= 6 -> 1.40
1 tag=27

.01

: tag= 7 | Sending result: tag= 7 -> 1.60
: tag=26

.01
: tag= 8 | Sending result: tag= 8 -> 1.80
: tag=28

C:\PT4Work\ParallelApplicationl\Debug>pause
lnA npopomkeHna HaxmuTe nwbyw Knasuwy . . .

Fig. 51. Result of executing thearallelApplicatiod program with th@t4dconsole.hstub

The only difference is that the output lines are not nuatheand the
process rank is indicated in a special line starting with the equal sigiNété.
that this output option igleterministic all data is grouped by the processes in
which they are output, and the processes are sorted in ascending order of their
ranks.
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If you scroll the contents of the console window to the beginning, you can
see that thenasterprocess first output the obtained vectds, and then began
outputting the data collected from tBeRowfunctions(Fig. 52).

| B C:\Windows\system32\cmd.exe — O X

C:\PT4Work\ParallelApplicationl\Debug>"C:\Program Files\Microsoft MPI\bin\mpiexe}H
c.exe" -n 10 "ParallelApplicationl.exe"
11.21.41.6 1.82 2.2 2.42.62.83 3.23.43.63.84

0.01
initial data: dest=1 tag=0 ->... .00
initial data: dest=2 tag=1 ->... .00

initial data: dest=3 tag=2 ->... .00
initial data: dest=4 tag=3 ->... .00
initial data: dest=5 tag=4 ->... .00
initial data: dest=6 tag=5 ->... .00
initial data: dest=7 tag=6 coc .00
initial data: dest=8 tag=7 ->... .00

initial data: dest=9 tag=8 ->... .00
Receiving result: source=2 tag= 1 <- 0.40 | Sending data: dest=2 tag
Receiving result: source=2 tag= 9 <- 2.00 | Sending data: dest=2 tag

Fig. 52. The initial part of the console window for tRarallelApplicatiod program
with thept4console.rstub

The reader is advised to analyze the contents optdwensoleppfile (and
especially theshowAlfunction) to find out how sucldata output was organized.
Only themasterprocess performs console output in 8trewAlfunction which
is why the output is completely deterministic. In this function, thaster
process firsteceivesall debug datdobtainedusing theShowand Showlde func-
tions) from theslaveprocessesand thenit outputs them to the console in thee r
guired orderIn dave processeshe ShowAlflunctionsendsall debugging data to
themastermprocess.

In conclusion of the review of examples related to the developofema-
rallel programs without connecting a taskbook to them, we will note one more
useful feature.

It is often desirable to organize the output of data in such a way that it is
saved after the program has finished. Usually this is done by saving the resu
in a file. For console applications, such saving can be done very easily using
output stream redirectiarin the case of our program, we only need to slightly
supplement the first command from thmi_run.bdile (the addedragment is
highlighted inbold and underlined):

"C. \ Program Files \ Microsoft MPI \ bin \ mpiexec.exe" -n 10

e " ParallelApplication l.exe" > results.txt

The ">" symbol means that the output stream will be redirected from the
console window to the file whose name is specified #fisrsymbol (we chose
the nameesultsxy. If such a file does not exist, Will be created; if it already
exists, then its contentdll be overwritten.
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When you run the modifiechpi_run.bdile, the console window willnot
contain any output data (@i53). In such a situation, it is advisable to remove
the pausecommand fronthe bat file, since you no longer need to view theneo
tents of the console window.

[N C:\Windows\system32\cmd.exe — a X

C:\PT4Work\ParallelApplicationl\Debug>"C:\Program Files\Microsoft MPI\bin\mpiexe
c.exe" -n 10 "ParallelApplicationl.exe™

1>results.txt

C:\PT4Work\ParallelApplicationl\Debug>pause
[lnA NpOOO/IKEHUA HaxmMUTe NbyKw Kaasuwy .

Fig. 53. Resultof executing théarallelApplicatiod program
with output stream redirection

Now on the disk in the same directpwhere thempi_run.bdile is located
theresults.tdile will appeaycontaining all the data output by our program. Here
Is a variant of the contents of this file (compare it with the v@sagiven at the
end ofSection 1.5.1):

0.204060811.214161822224262833.23.43.63.84

=Process 0:

Vector b: ..., 0.01

Sending initial data: dest=1 tag=0 ->. .., 1.00
Sending initial data: dest=2 tag=1 ->. .., 2.00
Sending initial da ta: dest=3 tag=2 ->...,3.00
Sending initial data: dest=4 tag=3 ->...,4.00
Sending initial data: dest=5 tag=4 ->, ..,5.00
Sending initial data: dest=6 tag=5 ->. .., 6.00
Sending initial data: dest=7 tag=6 ->. .., 7.00
Sending initial data: dest=8 tag=7 ->...,8.00
Sending initial data: dest=9 tag=8 ->...,9.00

Receiving result:
Receiving result:
Receiving result:
Receiving result:
Receiving result:
Receiving result:
Receiving result:
Receiving result:
Receiving result:
Receiving result:
Receiving result:
Receiving result:

source=1tag=0 < -

source=2 tag=1<
source=4 tag= 3 <
source=5 tag=4 <
source=6 tag=>5 <
source=7 tag= 6 <
source=
source=7 tag=15 <
source=7 tag=16 <
source=7 tag=17 <
source=7 tag=18 <
source=7 tag=19 <

7 tag=14 <

0.20 | Sending data:
0.40 | Sending data:
0.80 | Sending data:
1.00 | Sending data:
1.20 | Sending data:
1.40 | Sending data:
3.00 | Sending data:
3.20 | Sending data:
3.40 | Sending data:
3.60 | Sending data:
3.80 | Sending data:
4.00 | Sending data:

dest=1 tag= 9
dest=2 tag=10
dest=4 tag=11
dest=5 tag=12
dest=6 tag=13
dest=7 tag=14
dest=7 tag=15
dest=7 tag=16
dest=7 tag=17
dest=7 tag=18
dest=7 tag=19
dest=7 tag=20
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Receiving result: source=8 tag=7 <
Receiving result: source=9 tag= 8

Receiving result: source=1 tag=9 <
Receiving result: source=2 tag=10 <
Receiving result: source=3 tag= 2 <
Receiving result: source=4 tag=11 <
Receiving result: source=5 tag=12 <
Receiving result: source=6 tag=13 <

1.60 | Sending data:
1.80 | Sending data:
2.00 | Sending data:
2.20 | Sending data:
0.60 | Sending data:
2.40 | Sending data:
2.60 | Sending data:
2.80 | Sending data:

dest=8 tag=21
dest=9 tag=22
dest=1 tag=23
dest=2 tag=24
dest=3 tag=25
dest=4 tag=26
dest=5 tag=27
dest=6 tag=28

Resulting vector Ab:
0.20.40.60.81.0
4.0

=Process 1:
Vector b: ..., 0.01
Receiving data: tag= 0 | Sending result: tag= 0
Receiving data: tag= 9 | Sending result: tag= 9
Receiving data: tag=23

=Process 2:

Vector b: ..., 0.01

Receiving data: tag= 1 | Sending result: tag= 1
Receiving data: tag=10 | Sending result: tag=10
Receiving data: tag=24

=Process 3:

Vector b: ..., 0.01

Receiving data: tag= 2 | Sending result: tag= 2
Receiving data: tag=25

=Process 4 :

Vector b: ..., 0.01

Receiving data: tag= 3 | Sending result: tag= 3
Receiving data: tag=11 | Sending result: tag=11
Receiving data: tag=26

=Process 5:

Vector b: ..., 0.01

Receiving data: tag= 4 | Sending result: tag= 4
Receiving dat a: tag=12 | Sending result: tag=12
Receiving data: tag=27

=Process 6:

Vector b: ..., 0.01

Receiving data: tag= 5 | Sending result: tag= 5
Receiving data: tag=13 | Sending result: tag=13
Receiving data: tag=28

=Process 7:

Vector b: ... ,0.01

Receiving data: tag= 6 | Sending result: tag= 6
Receiving data: tag=14 | Sending result: tag=14
Receiving data: tag=15 | Sending result: tag=15
Receiving data: tag=16 | Sending result: tag=16
Receiving data: tag=17 | Sending result: tag=17
Receiving data: tag=18 | Sending result: tag=18
Receiving data: tag=19 | Sending result: tag=19
Receiving data: tag=20

=Process 8:

Vector b: ..., 0.01

Receiving data: tag= 7 | Sending result: tag= 7
Receiving data: tag=21

=Process 9:

Vector b: ..., 0.01

Receiving data: tag= 8 | Sending result: tag= 8
Receiving data tag =22

1214161820222426283.03.23.43.63.8

->0.20
->2.00

->0.40
->2.20

->0.60

->0.80
->2.40

->1.00
->2.60

->1.20
->2.80

->1.40
->3.00
->3.20
->3.40
->3.60
->3.80
->4.00

->1.60

->1.80
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2. Learning tasks

If the numberof processes is not defined artask then ths numberis as-
sumed to be not greater thaé. A zerarank process in thémPI_COMM_WORLD
communicator is called master procesghroughoutall task groups All other
processes are callsthve processes

If a task does not specify the maximal size of an input sequence of number
then this size shddi be considered &9.

Tasks of increased difficulty level are marked with * and ** symbols.
Tasks whose solutions are given in Section 1 are marked with the symbol

2.1. Processes and their ranks

Before solving the tasks in this section, you showtidy the MPI1Pro@
tasksolutiongiven inSection 1.1.

MPI1Procl. Input a real numbeK in each process of thdPl_COMM_WORLD
communicator and o uXx Also output thestotadlqmp osi t e
ber of processes in tmeaster proces@hat is, a rardzero proess). For d-
ta input and output use the inpattput streampt Al s o out Fut t he
in the debug section using tisdowfunction, which is also defined in the
taskbook.

MPI1Proc2 . Input an integerA in each process of th®IPI_COMM_WORLD
communicatoland output doubled value 8f Also output the total number
of processes in thmaster procesgthat is, a rankero process). For data
input and output use the inpatitput streanpt In the materprocess, do-
licate the data output in the debug sectigndisplaying on separate lines
the doubled value oA and the total number of processes (use two calls of
the ShowLinéunction, which is defined in the taskbook along with ghew
function).
Remark. The solution of thisaskis given in Section 1.1.

MPI1Proc3. Input a real numbeX and output its opposite value in the master
process. Also output the rank efave processeéwhich are processes
whose rank is greater tha;, the rank of each process should be output in
the process of this rank. In additi, duplicate the data output in the debug
section by di s pAwihthergF"comment andatHewaek o f 1
values with thé'rank="tomments (use th&howfunction calls with two p-
rameters).
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MPI1Proc4. Input one integer in processes with evenkrginclusive of the
masterprocess) and output the doubled value of input number. Do not pe
form any action in processes with odd rank.

MPI1Proc5. Input one integer in processes with even rank (inclusive of the
masterprocess), input one real number mgesses with odd ranKutput
doubled value of input number in each process.

MPI1Proc6. Input one integer in slave processes with even rank, input one real
number in processes with odd rank. Output doubled value of input number
in each slave process. Dot perform any action in the master process.

MPI1Proc7. An integerN (> 0) and a sequence bfreal numbers are given in
each process with even rank (inclusive of the master process). Output the
sum of given numbers in each process. Do not perform amgnain
processes with odd rank.

MPI1Proc8. An integerN (> 0) and a sequence bfreal numbers are given in
each process. Output the sum of given numbers in each process with even
rank (inclusive of the nserprocess), output the average of given number
in each process with odd rank.

MPI1Proc9. An integerN (> 0) and a sequence bfreal numbers are given in
each process. Output the sum of given numbers in each slave process with
even rank, output the average of given numbers in each process with odd
rank, output the product of given numbers in the master process.

MPI1Proc10. An integerN (> 0) and a sequence &f numbers are given in
each process. The sequence contains real numbers in the slave processes
withoddrank (1,3¢) and 1 nt evg macesses with dvdneanks | a
(2,4¢é) . The type of el ements i nmthe
ber of processeK: if K is an odd numbethen the sequence contaims i
tegers otherwise the sequence contains real numbers. Output the minimal
element of he given sequence in each evank process (inclusive of the
master process), output the maximal element of the given sequence in each
oddrank process.

2.2. Point-to-point communication

Beforesolvingthe tasks in this section, you shoslaidythe MP12Sendl
task solutiorgiven inSection 12.2

2.2.1. Blocking communications

MPI2Sendl. An integer is given in each process. Send all given integers to the
master process using tiPI_Sendnd MPI_Rec¥unctions (the blocking
functions for standard communication moded output received integers
in the master process in ascending order of ranks of sending processes.
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MPI2Send?2. A real number is given in each slave process. Send all given nu
bers to the master process using Mf_Bsen{the blocking function for
buffered senkhg modg and MPI_Recfunctions and output received mu
bers in the master process in descending order of ranks of sending
processes. Use thPI_Buffer_attadtinction for attaching a buffer to a
process.

MPI2Send3. Four integers are given in @aslave process. Send all given |
tegers to the master process using one call afitfieSentuinction for each
sending process. Output received integers in the master process it+ascen
ing order of ranks of sending processes.

MPI12Send4. An integerN (0 < N < 5) and a sequence Nfintegers are given in
each slave process. Send all given sequences to the master process using
one call of theMPI_Bsendunction for each sending process. OutpeH r
ceived integers in the master process in ascending orderksfahaending
processes. Use th@Pl_Get coumvd determine the size of received-s
quences.

MPI12Send5. A sequence of real numbers is given in the master process; the
size of sequence is equal to the number of slave processes. Sendceeach el
ment of given sguence to corresponding slave process using/tbie Send
function: the first number should be sent to the protefise second mo-
ber should be sent to the proc2ssnd smn. Output received numbers in
the slave processes.

MPI12Send6. A sequence of réaaumbers is given in the master process; the
size of sequence is equal to the number of slave processes. Senceeach el
ment of given sequence to corresponding slave process (in inverse order)
using theMPI_Bsenfunction: the first number should be sentthe last
process, the second number should be sent to the last but one process, and
soon. Output received numbers in the slave processes.

MPI12Send7. An integerN and a sequence ®&f real numbers is given in the
master procesK T 1 ON< 10, K is the umber of processes. Send-€l
ments of given sequence with order numbe2,é , K1 2 to slave process
of rankl, 2,é , KT 2 respectively, and send remaining elements oféhe s
quence to the procesi 1. Output received numbers in the slave
processes. Usthe MPI_Sendunction to send data, use tiMPI_Get_count
function to determine the size of received sequences in the prteks

MPI12Send8. An integer is given in each slave process; only one of giveg-inte
ers is nonzervalued. Send nonzero integerthe master process. Output
the received number and the rank of sending process in the master process.
Use theMPI_Recfunction with theMPI_ANY_SOUR@&rameter to receive
data in the master process.
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MPI2Send9. An integerN is given in each slave press; one of given integers
IS positive, others are zex@alued. Also a sequence bifreal numbers is
given in the slave process with nonzero intdge$end the given sequence
to the master process. Output the received numbers and the rank of sending
process in the master process. Use thI_Recvfunction with the
MPI_ANY_SOUR@&rameter to receive data in the master process.

MPI2Send10. An integerN is given in each slave process, an intd{¢r 0) is
given in the master process; the nunies equalto number of slave
processes whose given integlrare positive. Send all positive integé's
to the master process. Output sum of received numbers in the master
process. Use thelPl_Recfunction with theMPI_ANY_SOUR@&rameter to
receive data in the aster process.

MPI2Send11 . A real number is given in each process. Send the given number
from the master process to all slave processes and send the given numbers
from the slave processes to the master process. Output the recamwed nu
bers in each proces$he numbers received by the master process should
be output in ascending order of ranks of sending processes. Use the
MPI_Ssenfiinction to send data.

Note. The MPI_Ssentunction provides aynchronous data transfer mqde

in which the operation of seimdf) a message will be completed only after

the receiving process starts to receive this message. In the case of data
transfer in synchronous mode, there is a dangdeadllockdecause of the
incorrect order of the function calls for sending and receistatg.

Remark. The solution of thisaskis given in Section 2.2

MPI2Send12. An integer is given in each process. Using kel Ssendnd
MPI_RecWunctions, perform the right cyclic shift of given data by step
(that is, the given integer should lnsfrom the processto the process,
from the proces& to the proces2 , e, from the | ast
procesd). Output the received number in each process.
Note. See note to MPI2Send11.

MPI12Send13. An integer is given in each process. Using kel_Ssendand
MPI_Rectunctions, perform the left cyclic shift of given data by step
(that is, the given integer should be sent from the prdcéss$he process,
from the proces? to the process , é, fromOtokhelaspr oc
process). Output the received numlreeach process.
Note. See note to MPI12Send11.

MPI12Send14. Two integers are given in each process. Send the first integer to
the previous process and the second integer to the next process (use the
MPI_Ssendnd MPI_Rectunctions). The last process issamed to be the
previous one for the master process, the master process is assumed to be
the next one for the last process. Output the received numbers in each
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process in the following order: the number received from the previous
process, then the numbeiceived from the next process.
Note. See note to MPI2Send11.

MPI2Send15. A real numbeA and an integelN are given in each process; the
set of given integerBl contains all values in the ranfeoK 1 1, K is the
number of processes. Send the nunfber the proceshl in each process
(use theMPI_SendndMPI_Recfunctions and th&Pl_ANY_SOUR@&ane-
ter). Output the received number and the rank of sending process in each
process.

MPI12Send16. An integerN is given in each process; the valueNofs equal
to 1 for one process and is equaltdor others. Also a sequence ki 1
real numbers is given in the process with nonzero intdgkris the nun-
ber of processes. Send each number from the given sequence to dne of ot
er processes in ascending order of ranks of receiving processes. Output the
received number in each proses

MPI12Sendl17. A sequence oK1 1 integers is given in each proceksis the
number of processes. Send one of the integers from the given sequence in
each process to the corresponding process in ascending order of ranks of
receiving processes. Outputetiieceived numbers in each processsn a
cending order of ranks of sending processes.

MPI12Send18. The number of processes is an even number. An inkeger
(O<N<5) and a sequence dfreal numbers are given in each process.
Exchange given sequences obqgessef andl, 2 and3, and s@n, using
the MP1_Sendredunction. Output the received sequence of real numbers in
each process.

MPI12Send19. A real number is given in each process. Change the ordev-of gi
en numbers to inverse one by sending the givambers from the
procesd to the last process, from the procgds the last but one process,

e, from the | astQO. psethaiel Sendrecvoreptfdlace pr o0 C «
tion. Output the received number in each process.

MPI12Send20. A real numbeA and is order numbeN (as an integer) are given
in each slave process; the set of inted\econtains all values in the ran@e
toKT 1, K is the number of processes. Send all numBeis the master
process and output the received numbers in ascending order of their order
numberaN. Do not use arrays. Use the order nunibe&rs a msgtag par
meter of theMPI_Sentunction.

MPI2Send21. An integerl ( 0) and a sequence hfpairs @, N) are given in
each slave procesa;is a real number ard is the order number &. The
sum of all integer& is equal to K, whereK is the number of processes;
the set of integerl contains all values the rangel to2K. Send all nm-
bersA to the master process and output the received numbers in ascending
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order of their order numbelMs Do not use arrays. Use the order nuntber
as a msgtag parameter of Me1_Sentlnction.

MPI2Send22*. A sequenceof pairs [, A) is given in the master process; the

size of sequence is equal to the number of slave processes. An ihigger
equal to0 orl; if T=0, thenAis an integer, otherwis& is a real number.
Send one of the numbeisto the corresponding ale process (the first
number to the proceds the second number to the proc2sand smn)
and output received numbers in the slave processes. Use the vilas af
msgtag parameter of théPl_Sendunction to send information about the
type of numbeA; use the MPI_Probefunction with the parameter
MPI_ANY_TAG receive this information.

Note. To avoid the code duplication, use the auxilisggnplate functions
template<typename T> void send(int t, int dest, MPI_Ditasgred djata and
templatetypename T> void recv(MPI_Datatipeetleive data. Use a number
equal to O or 1 for theparameter and the rank of receiving process for the
destparameter.

MPI12Send23*. Two integersT, N and a sequence ®f numbers are given in

each slave procesan integerT is equal td orl; if T =0, then the given
sequence contains integers, otherwise it contains real numbers. Send all
given sequences to the master process and output received numbers in the
ascending order of ranks of sending processes. luse/dlue ofT as a
msgtag parameter of théPl_Sendunction to send information about the
seqguence type; use tMP1_Prob&unction with the parametenPl_ANY_TAG

to receive this information.

Note. To avoid the code duplication, use the auxilisggnplae functions
template<typename T> void send(int t, MPI_Dattaysert) data antem-
plate<typename T> void recv(MPI_Datatype d, MPliGtatasigg data. Use a
number equal to O or 1 for theparameter and the result returned by the
MPI_Probkunction for thes parameter.

MPI12Send24*. The number of processé&sis an even numbeK = 2N. A se-

guence ofN real numbers is given in each ewamk process (0, 2, ,

KT 2), a sequence ®f integers is given in each oddnk process (1, & ,

K1 1). Usingthe MPI_Sendrecv_repléigaction, teerform the cyclic shift of

all realvalued sequences in the direction of increasing the ranks of
processes and the cyclic shift of all integer sequences in the directien of d
creasing the ranks of processes (that &sréalvalued sequences should be
sent from the process 0 to the process 2, from the process 2 to the process
4,ée , from tHKie topthepweess O and the integer sequences
should be sent from the proceks 1 to the procesKi 3, from the
processK1 3 to the procesKT 5,¢é , from the process
KT 1). Output received data in each process. To determine the rank of the
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receiving process, use the expression containingsdbeerator of taking

the remainder after integer divisions&JtheMPl_ANY_SOUR@&ameter as

the rank of sending process.

Note. To avoid the code duplication, use the auxilisgyplate function
template<typename T> void sendrecv(int rank, int size, MPI_iDiasiygd e
stepparameter specifies a shifalue, which should be equal to 2 for real
valued sequences and equal to 1T2 for

MPI12Send25*. The number of process&sis an even numbeK =2N. A se-
quence ofR+ 1 real numbers is given in the first half of the processes,
whereR s the pocess rankR=0, 1,6 , NT 1). A sequence ofiT Rin-
tegers is given in the second half of the processes, Wwher¢he process
rank R=N, N+1,é, NR1). Using theMPI_Sendredunction, send the
given seguences from each half of the processethd corresponding
process of the other half (that is, the sequence from the process 0 should be
sent to the proceds, from the process & to the processl + 1, from the
processN 0 to the process 0, from the proce$$121 & to the process
N1 1, and s on). Output received data in each process.

Note. To avoid the code duplication, use the auxilisgyplate function
template<typename T1, typename T2> void sendrecv(MPI_Datatype di, int cntl, in
rank2, MPI_Datatype d2, int,ant®re thedl and cntlparameters define the
properties of the process that calls the function (the type and the number of
elements of sending sequence) and the parametek® d2 cnt2are the

rank and the similar properties of the process involved in data exchange.

2.2.2. Non-blocking communications

MPI12Send26*. An integerN is given in each process. The valuehbis equal
to O in all processes, except for one, and it is equal to 1 in some selected
process. Also an integer sequercef sizeK T 1 is given in the selected
processwhereK is the number of processes. Do not save the seqgéence
array. Send one element of the sequehes a time to other processes in
ascending order of their ranks and output the received number in each
process. Use the required number of kl_dsendand MPI_Waitunction
calls (sending a message in synchronous-bilooking mode) in thees
lected process and tiP1_Recfunction call in the other processes. Add
tionally, display the duration of eadWlPl_Waifunction call (in millise-
conds) in thedebug section. To do this, call tMPI_Wtiméunction before
and after theMPI_Waitall and use th&howfunction to display the difie
ence between returned values of Ml Wtimkinction multiplied by 1000.
Check how the debugging information changethe MPI_Isendunction
(sending a message in standard-btwtking mode) will be used instead of
the MPI_Issenfdinction.
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MPI12Send27*. An integerN is given in each process. The valueNois equal
to T1 i n some sel andiiseqyuart@iotbesothero f
processes. A real numbars also given in all processes, except for the s
lected one. Send the numbéy$o the selected process and output received
numbers in asceling order of ranks of sending processes. Use the required
number of theMPI_Recvunction calls in the selected process and the
MPI_Issen@nd MPI_Tesfunction call in the other processes. Repeat the
MPI_Tesfunction call until it returns a nonzero flagnd display theer
quired number of iterations of the loop in the debug section using the Show
function. Check how the debugging information changes ifMR& Isend
function will be used instead of tiPI_Issenklinction.

MPI12Send28*. An integerN is gven in each process. The valueMfs equal
to T1 i n some sel andiiseqyurt@iotbesothero f
processes. A real numbars also given in all processes, except for the s
lected one. Send the numbér$o the selected proceasd output received
numbers in descending order of ranks of sending processes. Use the r
guired number of th&IPI_IrecandMPI_Tesdfunction calls (receiving a nse
sage in nofblocking mode) in the selected process andvtRé Ssenfiinc-
tion call in the dber processes. Repeat WMEI_Tedunction call after each
MPI_Irecfunction call untilMPI_Testeturns a nonzero flag, and display the
required number of iterations of the loop in the debug section using the
Show function. Check how the debugging inflmation changes if the
MPI_Sentunction will be used instead of thvPI1_Ssenfiinction.

MPI12Send29*. An integerN is given in each process. The valueNois equal
to T1 in some sel KRandigisequakt®io thesothero f t
processes. Aeal numbeA is also given in all processes, except for the s
lected one. Send the numbéyso the selected process and output the sum
S of received numbers. Use the required number of MR Irecvand
MPI_Waitarfynction calls in the selected processl theMPI_Ssenfiinction
call in the other processes. Declare an a@a@f theMPI_Requettpe in the
selected process and call thi®!_Irecfunctions in a loop with the a sa&p
rate element o) for each function call. Then call th¢P1_Waitarfunction
in a second loop to accumulate the stimdditionally, display the follav-
ing data in the debug section in each iteration of the second loop (using the
ShowandShowLinéunction call): the value oA added to the sum at thigit
ration, and the rank dhe process that sent this value.

MPI12Send30*. An integerN is given in each process. The valuelois equal
to 0 in all processes, except for two, and it is equal to 1 in the first selected
processthe senderand it is equal to 2 in the second selégteocessthe
receive). Also an integeR and a sequence & integers are given in the
sender, whereR is the rank of the receiver and is the number of
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processes. Do not save the sequehade array. Send all elements of the
sequencd to the receiveand output the received numbers in the same o
der. Use the single call of tiP1_Ssend_ifitnction and the required mu
ber of theMPI_StaandMPI_Waitunction calls in the sender, and the single
call of theMPI_Recv_ifiinction and the required mber of theMPI_Start
and MPI_Waitunction calls in the receiver. Additionally, display the alur
tion of eachMPI_Waitunction call (in milliseconds) in the debug section
(for both the sender and the receiver). To do this, calMiie Wtim&unc-
tion befae and after thPIl_Waitall and use th&howfunction to display
the difference between returned values ofite_Wtimkunction multiplied
by 1000. Check how the debugging information changes ifthle Send_init
function will be used instead of tivdP1_Ssend_iditnction.

MPI12Send31*. An integerN is given in each process. The valuehbis equal
to 2 in the first selected proceskd receivey, it is equal to 1 in some other
selected processeth¢ senders it is equal to O in all other processé¢so
an integeiR and a sequena®&of K integers are given in each sender, where
R is the rank of the receiver arillis the number of processes, and the
number of sender€ is given in the receiver. Send all sequengéds the
receiver and output the sgn® of elements of all sequencéswith the
same indices (in ascending order of indices). Use the single call of the
MPI_Ssentunction in each sender. Declare an arg@apf the MPI_Request
type in the receiver and call thP1_Recv_iditnctions in a lop with a se-
arate element df for each function call. Then call thP1_Startdiinction
in the receiver and, after that, call tM@I_Waitarfyunction in a second loop
to accumulate the sun& Additionally, display the following data in the
debug sectin in each iteration of the second loop (using 8kowfunction
and oneShowLinéunction calls): the duration of eadhPI_Waitarfynction
call (in milliseconds), the returned value of the third parameter (n&amed
dey of theMPI_Waitarfunction, and tk rank of current sender that cae
ponds to the index parameter. To find the duration, calMiPle Wtimkinc-
tion before and after thelPI_Waitangall and calculate the difference-b
tween returned values of thePI_Wtiméunction multiplied by 1000. To
find the rank of the current sender, use the value of the last parameter (of
the MPI_Statuype) returned by theIP1_Waitarfynction.

MPI12Send32*. An integerN is given in each process. The valueh\bis equal
to 1 in the first selected procedbd seder), it is equal to 2 in some other
selected processeth¢ receivery it is equal to O in all other processes: A
so a real numbehk, an integelC, and a sequendeof C integers are given
in the sender, wher€ is the number of receivers aftdcontainsranks of
all receivers. Send the numbgrto all receivers and output it in eacdr
ceiver. Use the single call of tiPI_Recfunction in each receiver. De
lare an arrayQ of the MPI_Requestype in the sender and call the
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MPI_Ssend_iditinctions in a lop with a separate element Qf for each
function call. Then call th&lPI_Startdiinction in the sender and, after that,
call the MPI_Testanfunction in a second loop (th®PI_Testanfunction
should be called in a nested loop until it returns a nonzagd. Addition-
aly, display the following data in the debug section in each iteration of the
second loop (using thehowand ShowLinéunction call): the returned value
of the third parameter (namédie) of theMPI_Testarfyunction (when it e-
turns a onzero flag), and the number EPI_Testarfunction calls (that is,
the number of iterations of the nested loop). Check how the debugging i
formation changes if th#PI_Send_iritnction will be used instead of the
MPI_Ssend_ifitnction.

2.3. Collective communications

Before solving the tasks in this section, you shousldidythe MP13Coll23
task solutiorgiven inSection 12.5.

2.3.1. Collective data transfer

MPI3Coll1. An integer is given in the master process. Send the given integer to
all slave processes usitige MPI_Bcadtinction. Output the received integer
in all slave processes.

MPI3Coll2. A sequence of 5 real numbers is given in the master process. Send
the given sequence to all slave processes usingmheBcagunction. Ou-
put received data in allale processes.

MPI3Coll3. A real number is given in each process. Send the given numbers to
master process using thP1_Gathdunction. Output received numbers in
the master process in ascending order of ranks of sending processes (star
ing with the nurber that is given in the master process).

MPI3Coll4. A sequence of 5 integers is given in each process. Send the given
seguences to master process usinguRe Gathdunction. Output received
data in the master process in ascending order of ranksadihggorocesses
(starting with the sequence that is given in the master process).

MPI3Coll5. A sequence oR + 2 integers is given in each process; the int&yer
is equal to rank of the process (there are givariegjers in the proce€s
3integers in tk procesd, and smn). Send the given sequences to master
process using th®PI_Gathefunction. Output received data in the master
process in ascending order of ranks of sending processes (starting with the
sequence that is given in the master process)

MPI3Coll6. A sequence oK real numbers is given in the master procésss
the number of processes. Send one element of given sequence to each
process (inclusive of the master process) usingMBRé& Scattefunction.
Output the received number in eguiocess.
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MPI3Coll7. A sequence of B real numbers is given in the master procisss,
the number of processes. Send three elements of given sequence to each
process (inclusive of the master process) usingMBRé Scattefunction.
Output received numbgin each process.

MPI3ColI8. A sequence oK real numbers is given in the master procé&ss
the number of processes. Using MBI_Scattefunction, send elements of
given sequence to all processes as follows: the first element should be sent
to the procesKT1 1, the second element should be sent to the
procesKT 2 , €, the | ast el emenD.Gutbuwul d
the received number in each process.

MPI3Coll9. A sequence oK(K + 3)/2 integers is given in the master procéss;
Is the number oprocesses. Using théPI_Scattefunction, sendR + 2 ele-
ments of given sequence to the process of RnkhereR=0,é , KT 1:
the first two elements should be sent to the pro@esise next three el
ments should be sent to the procksand smn. Output received numbers
in each process.

MPI13Coll10. A sequence oK + 2 real numbers is given in the master process;
K is the number of processes. Using Wel_Scattefunction, send three
elements of given sequence to each process as follows: elemintsder
numbers in the range+ 1 toR + 3 should be sent to the process of rRnk
whereR=0,é , KT 1 (the initial three elements should be sent to the
procesd; the second, the third, and the fourth element should be sent to
the procesg, and san). Output received numbers in each process.

MPI3Coll11l. A real number is given in each process. Sgindn numbers to all
process using theévPl_Allgatheiunction. Output received data in each
process in ascending order of ranks of sending processes (inclusive of the
number received from itself).

MPI13Coll12. Four integers are given in each process. $gveh integers to all
processes using thePl_Allgathdunction. Output received data in each
process in ascending order of ranks of sending processes (inclusive of the
numbers received from itself).

MPI3Coll13. A sequence oR+ 2 integers is given inaeh processR is the
rank of process (that is, two integers are given in the pr@cebsee intg-
ers are given in the proceks and samn). Send given integers to all
processes using thdP1_Allgathefunction. Output received data in each
process imscending order of ranks of sending processes (inclusive of the
numbers received from itself).

MPI13Coll14. A sequence oK real numbers is given in each procdsss the
number of processes. Using thN#I_Alltoafunction, send one element of
each giversequence to each process as follows: first element of each s
guence should be sent to the prodessecond element of each sequence
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should be sent to the procdssand smn. Output received numbers in each
process in ascending order of ranks of sengmogesses (inclusive of the
number received from itself).

MPI3Coll15. A sequence of B integers is given in each proceksis the num-
ber of processes. Using the°1_Alltodilinction, send three elements of each
given sequence to each process as follaws initial three elements of
each sequence should be sent to the prdged® next three elements of
each sequence should be sent to the prdgeasd smn. Output received

numbers in each process in ascending order of ranks of sending processes

(inclusive of the numbers received from itself).

MPI3Coll16*. A sequence oK(K + 1)/2 integers is given in each procekss
the number of processes. Using teI_Alltoalfiunction, send some el
ments of each given sequence to each process as foll@vistrelement
of each sequence should be sent to the prd;dbge next two elements of
each sequence should be sent to the prdcets® next three elements of
each sequence should be sent to the pr@&emsd san. Output received

numbers in eachrpcess in ascending order of ranks of sending processes

(inclusive of the numbers received from itself).

MPI3Coll17*. A sequence oK + 1 real numbers is given in each procd&ss
the number of processes. Using el_Alltoalfunction, send two elemés

of each given sequence to each process as follows: the initial two elements

of each sequence should be sent to the prédsdbe second and the third
element of each sequence should be sent to the prbgess é t he
elements of each sequend®uld be sent to the last process. Outmut r

ceived numbers in each process in ascending order of ranks of sending

processes (inclusive of the numbers received from itself).

MPI3Coll18*. A sequence oK + 1 real numbers is given in each procd&€ss
the rumber of processes. Using thi€1_Alltoalfunction, send two elements

of each given sequence to each process as follows: the last two elements of

each sequence (with the order numb€rs 1 andK) should be sent to the
procesd), the elements of each semce with the order numbekst 1
andK should be sent to the procdss é , the initial

sequence should be sent to the last process. Output received numbers in
each process in ascending order of ranks of sending processes (inclusive of

the numbers received fronsdif).

2.3.2. Global reduction operations
MPI3Coll19. A sequence oK + 5 integers is given in each procegsjs the

number of processes. Find sums of elements of all given sequences with the

same order number using th#1_Redud@inction with theMPIl_SUMpe -
tion. Output received sums in the master process.

t

C

W
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MPI3Coll20. A sequence oK +5 real numbers is given in each procdsss
the number of processes. Find the minimal value among the elements of all
given sequences with the same order number usingRth&keductunction
with the MPI_MINbperation. Output received minimal values in the master
process.

MPI3Coll21. A sequence oK + 5 integers is given in each processjs the
number of processes. Using thi®l_Reduckinction with theMPl_MAXLOC
operaton, find the maximal value among the elements of all given s
guences with the same order number and also the rank of processthat co
tains this maximal value. Output received maximal values and ranks in the
master process (first, output all maximal valuken output all correspdn
ing ranks).

MPI13Coll22. A sequence oK + 5 real numbers is given in each procdéss
the number of processes. Find products of elements of all given sequences
with the same order number using tN#I_Allreduckunction with he
MP1_PRODperation. Output received products in each process.

MPI3Coll23 . A sequence oK + 5 real numbers is given in each procdsss
the number of processes. Using tMPI_Allreducéunction with the
MPI1_MINLOGperation, find the minimal valuam@ng the elements of all
given sequences with the same order number and also the rank of process
that contains this minimal value. Output received minimal values in the
master process and output corresponding ranks in each slave process.
Remark. The solubn of thistaskis given in Section 2.5.

MPI3Coll24. A sequence oK integers is given in each procekss the number
of processes. Using thePl_Reduce_scatiienction, find sums of elements
of all given sequences with the same order number and@endum to
each process as follows: the first sum should be sent to the p@pdbss
second sum should be sent to the protessid smn. Output the received
sum in each process.

MPI13Coll25. A sequence of R real numbers is given in each processs the
number of processes. Using th¥°I_Reduce_scattenction, find maximal
values among elements of all given sequences with the same order number
and send two maximal values to each process as follows: the initial two
maximums should be sent to the@pesD, the next two maximums should
be sent to the proce$sand smn. Output received data in each process.

MPI3Coll26. A sequence oK(K + 3)/2 integers is given in each proceksis
the number of processes. Using th€I_Reduce_scatfanction, ind mi-
nimal values among elements of all given sequences with the same order
number and send some minimal values to each process as follows: the in
tial two minimums should be sent to the prodgsthe next three min
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mums should be sent to the prociéss |, t hke+ llimaisntms should
be sent to the proceksi 1. Output received data in each process.

MPI3Coll27. A sequence oK +5 real numbers is given in each procd&ss
the number of processes. Using tk@l_Scardunction, find products of
elemerts of given sequences with the same order number as follows: the
products of elements of sequences given in the processes df, EniR
should be found in the proceB§R=0, 1,6 , KT 1). Output received data
in each process; in particular, productsetements of all given sequences
should be output in the procdss 1.

MPI3ColI28. A sequence oK +5 integers is given in each proceksjs the
number of processes. Using tMPI_Scardunction, find maximal values
among elements of given sequencethwhe same order number ad-fo
lows: the maximal values of elements of sequences given in the processes
of rank0, & , Rshould be found in the proceB§R=0, 1,6 ,KT 1). Out-
put received data in each process.

2.4. Derived datatypes and data packing

Beforesolvingthe tasks in this section, you shoskidythe MPI4Typel4
task solutiorgiven inSection 12.6.

2.4.1. The simplest derived datatypes

MPI4Typel. A sequence oK1 1 triples of integers is given in the master
processK is the amount of processes. Senldgalen data to each slave
process using derived datatype with three integer elements and ome colle
tive operation with the derived datatype. Output received data in each slave
process in the same order.

MPI14Type2. A sequence oK1 1 triples of integerss given in the master
processK is the amount of processes. Send one given triple at a time to
each slave process using derived datatype with three integer elements and
one collective operation with the derived datatype. Output received integers
in eachslave process in the same order.

MPI14Type3. A triple of integers is given in each slave process. Send all given
triples to the master process using derived datatype with three integer el
ments and one collective operation with the derived datatype. Otput
ceived data in the master process in ascending order of ranks of sending
processes.

MPI14Type4. A sequence oK1 1 triples of numbers is given in the master
processK is the amount of processes. Two initial items of each triple are
integers, the lagtem is a real number. Send all given triples to each slave
process using derived datatype with three elements (two integers and a real
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number) and one collective operation with the derived datatype. Oetput r
ceived data in each slave process in the sader.o

MPI14Type5. A sequence oK1 1 triples of numbers is given in the master
processK is the amount of processes. The first item and the last item of
each triple are integers, the middle item is a real number. Send one given
triple at a time to each slave process using derived patatith three a-
ments (an integer, a real number, an integer) and one collective operation
with the derived datatype. Output received data in each slave process in the
same order.

Note. When solving thigask it may be necessary to solve additional
problem related to the special way of field alignment in data structures for
C/C++ languages. In some situations, the alignment results in additional
empty spacebetween the fields of the structure (and at its end), which
must be taken into account wherfidmg the corresponding MPI derived
datdaypes.To recognize such situations, it is enough to find the size of the
created structure (using thlsizeofoperabr) and compare it with the total
size of its fields. If these sizes do not coincidhenit meansthat there are
empty spaces between the fielsdbr at the end of the structurdere is

an example ofucha structure corresponding teetburrent task

struct s1

{ .
Int a;
double b;
int c;

8

The total size of its fields is 4 + 8 + 4 6 bytes, but thaizeof(s1gall will
return the value 24. This is explained by the fact that datlawdieype in
structures are aligned on the boundary of 8 bytes (thmalsed double
word alignmenk, and this alignment must be preservedirays ofstruc-
tures so an empty space can be adutethe endf the structure as well. In
our case, in order to ensure the doulted alignment of fieldh, an empty
space equal to 4 bytes is added after fegldnd in order to preserve such
alignment for consetive structures of typel, an empty space equal to
4 bytes is also added to its end. Thus, the distribution of fields in memory
for two instances of structusd will be as follows (here the symbotsy, z
denote bytes occupied by fields, ¢, and tle symbol. (dot) denotesa byte
included in the empty space:

a b c a b c

0O 8 16 24 32 40 48

I D
XXXX . . .. YYYYYYYYZZZZ ... XXXX.... VYYYyyyyyzzzz ... |
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It is easy to see that only the presence of empty spaces provides-double
word alignment for field.

This must be taken into account when defining the appropriatedisié
types. In our case, it is necessary not only to specify the correct offset b
tween thdirst and the second data block, but also to define the final empty
space. Here is an example of correct definitionlatitype t1 for structure

s], in which functions from MRR standard are used

MPI_Datatype t10,t 1;

intb lock len[3] ={1, 1, 1}

MPI1_Aint displ[3] = {0, 8, 16};

MPI_Datatype types[3] = {MPI_INT, MPI_DOUBLE, MPI_INT};
MPI_Type_create_struct(3, bl ockl en, displ, types, & t10);

MPI_Type create_resized( t10,0, 24,&tl);

Standard MPHatdypes also take into account the doulard alignment.

In particular, theextentof the MPI_DOUBLE_INXMpe is 16, while itssize
is12.

MPI14Type6. A triple of numbers is given in each slave process. The first item
of each tripk is a real number, the other items are integers. Send all given
triples to the master process using derived datatype with three elements (a
real number and two integers) and one collective operation with the derived
datatype. Output received data in thaster process in ascending order of
ranks of sending processes.

MPI14Type7. A triple of numbers is given in each process. The first item and the
last item of each triple are integers, the middle item is a real number. Send
the given triples from each pra=to all processes using derived datatype
with three elements (an integer, a real number, an integer) and ore colle
tive operation with the derived datatype. Output received data in each
process in ascending order of ranks of sending processes (incsiata
received from itself).

MPI14Type8. A sequence oR triples of numbers is given in each slave process;
Ris the rank of process. Two initial items of each triple are integers, the
last item is a real number. Send all given triples to the mastezgzosing
derived datatype with three elements (two integers and a real number) and
one collective operation with the derived datatype. Output received data in
the master process in ascending order of ranks of sending processes.

2.4.2. Data packing

MPI14Type9. Two sequences & numbers are given in the master proc&ss,
the amount of processes. The first given sequence contains integers, the
second given sequence contains real numbers. Send all data to each slave
process using thelPI_PackndMPI_Unpadkinctions and one collectivepe
eration. Output received data in each slave process in the same order.
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MPI14Typel0. A sequence oK1 1ltriples of numbers is given in the master
processK is the amount of processes. The first item and the last item of
each tripe are integers, the middle item is a real number. Send one given
triple at a time to each slave process using the pack/unpack functions and
one collective operation. Output received numbers in each slave process in
the same order.

MPI14Typell. A sequenceof KT 1triples of numbers is given in the master
processK is the amount of processes. Two initial items of each triple are
integers, the last item is a real number. Send all given triples to each slave
process using the pack/unpack functions and one toteaperation. Ot
put received data in each slave process in the same order.

MPI14Typel2. A triple of numbers is given in each slave process. Two initial
items of each triple are integers, the last item is a real number. Send the
given triples from eachlave process to the master process using the
pack/unpack functions and one collective operation. Output received data
in the master process in ascending order of ranks of sending processes.

MPI14Typel3. A real number and a sequenceRiintegers are givein each
slave processR is the rank of process (one integer is given in the
processl, two integers are given in the proc2ssand smn). Send all gi-
en data from each slave process to the master process using the
pack/unpack functions and one colleetigperation. Output received data
in the master process in ascending order of ranks of sending processes.

2.4.3. Additional ways of derived datatypes creation

MPI4Typeld* . Two sequences of integers are given in thetergrocess: the
sequencd\ of the size K and the sequendgof the sizeK, whereK is the
number of slave processes. The elements of sequences are numbered
from 1. Send\ elements of the sequenddo each slave procefs(R=1,

2,é , K) starting with theAz and increasing the ordinal number ByR,
R+2,R+4,e) . For délxissequalltoedthen thé process 2 should
receive the elements,, A4, As. Output all received data in each slave
process. Use one call of tMP1_SendviPl Fobe andMPI_Recfunctions for
sending numbers to daslave process; thdPI_Recfunction should return

an array that contains only elements that should be output. To doghis, d
fine a new datatype that contains a single integer and an additional empty
space & hole of a size that is equal to the sizeiteger datatype. Use the
following data as parameters for th#°1_Sendunction: the given arraj
with the appropriate displacement, the amoNatof sending elements, a
new datatype. Use an integer array of the Bizand theMPI_INTatatype

in theMA_RecvYunction. To determine the numbidg of received elements,
use theMPI_Get_couiutnction in the slave processes.
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Note. Use theMPI_Type create_resitgtttion to define the hole size for a
new datatype (this function should be applied toNiR INT datatype). In
the MPH1, the zeresizeupperbound markeMPI_UBhould be used jointly
with the MPI_Type_strufar this purpose (in MPE, the MPI_UBpseude
datatype is deprecated).

Remark. The solution of thisaskis given in Section 2.6.

MPI14Typel5*. An realvalued square matrix of ord&ris given in the master

processK is the number of slave processes. Elements of the matrix should
be stored in a ondimensional array in a rowmajor order. The columns

of matrix are numbered from 1. SeReth column of matrix to the process

of rankR (R=1, 2,é , K) and output all received elements in each slave
process. Use one call of thdPl_Sena@nd MPI_Rectunctions for sending
elements to each slave process;Mm Recfunction should return an ay

that contains only elements that should be output. To do this, define a new
datatype that contains a single real number and an additional empty space
(a hole of the appropriate size. Use the following data as parameters for
the MPI_Sentunction: the gven arrayA with the appropriate displacement,

the amounK of sending elements ., the size of column), a new dat
type. Use a realalued array of the siZ¢ and theMPI_DOUBLdatatype in

the MPI_Recfunction.

Note. See the note to MPI14Typel4.

MPI14Typel6*. R-th column of a reavalued square matrix of ord&ris given

in the slave process of rafk(R=1, 2,é , K); K is the number of slave
processes, the columns of matrix are numbered from 1. Send all columns to
the master process and store thana onedimensional arrayA in a row

major order. Output all elements Afn the master process. Use one call of
the MPI_SendndMPI_Recfunctions for sending elements of each column;
the resulting array with the appropriate displacement should be first
parameter for thé1PI_Recfunction, and a number 1 should be its second
parameter. To do this, define a new datatype (in the master process) that
containsK real numbers and an empty spaaé&dle of the appropriate size
after each number. Defirenew datatype in two steps. In the first stegp, d

fine auxiliary datatype that contains one real number and additional hole
(see the note to MP14Typel4). In the second step, define the final datatype
using theMPI_Type_contigudunction (this datatypeh®uld be the third @
rameter for theMPl_Rectunction). TheMPI_Type_comrfinction is sufi-

cient to call only for the final datatype. Use a realued array of siz&

and theMPI_DOUBLd&atatype in théP1_Sentunction.

MPI14Typel7*. The number of skze processeK is a multiple of 3 and does not

excee®. An integem is given in each process, all the numbiérare the
same and are in the range from 3 to 5. Also an integer square matrix of o
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derN (a blocK is given in each slave process; the bloakusth be stored in

a onedimensional array in a rowmajor order. Send all arrayto the
master process and compose a block matrix of theli3g1( 3 (the size is
indicated in blocks) using a remajor order for blocks (e., the first row

of blocksshould include blocks being received from the processes 1, 2, 3,
the second row of blocks should include blocks from the processes 4, 5, 6,
and soon). Store the block matrix in the cdenensional array in a row

major order. Output all elements Afin the master process. Use one call of
the MP1_SendndMPI_Recfunctions for sending each blo&k the resulting
array A with the appropriate displacement should be the first parameter for
the MPI_Recfunction, and a number 1 should be its second paranieter

do this, define a new datatype (in the master process) that coNtagis
guences, each sequence contaimstegers, and an empty spaeehlg of

the appropriate size should be placed between the sequences. Define the
required datatype using thePl Type_vectdunction (this datatype should

be the third parameter for thPI_Recfunction). Use the arra of size

NLN and theMPI_INTatatype in thé1PI_Sentunction.

MPI14Typel8*. The number of slave processess a multiple of 3 and does not
exceed9. An integem in the range from 3 to 5 and an intefpéyck matrix
of the size K/3) T 3 (the size is indicated in blocks) are given in the master
process. Each block &lower triangular matrixof orderN, the block ca-
tains all matrix elements, ihgsive of zerevalued ones. The block matrix
should be stored in the owkmensional arrayA in a rowrmajor order. Send
a nonzero part of each block to the corresponding slave process in-a row
major order of blocks (ie., the blocks of the first row shidube sent to the
processes 1, 2, 3, the blocks of the second row should be sent to the
processes 4, 5, 6, and so on). Output all received elements in each slave
process (in a rovmajor order). Use one call of thwPl_SendvPl_Proheand
MPI_Recfunctiors for sending each block; the resulting arfayith the
appropriate displacement should be the first parameter foMBieSend
function, and a number 1 should be its second parameter. To do this, define
a new datatype (in the master process) that casequences, eack-s
guence contains nexero part of the next row of a lower triangular block
(the first sequence consists of 1 element, the second sequence consists of 2
elements, and san), and an empty spaca (ol of the appropriate size
should beplaced between the sequences. Define the required datatype u
ing theMPI_Type_indexkthction (this datatype should be the third pagam
ter for theMPI_Sendunction). Use an integer arrdy, which contains a
nonzero part of received block, and th#1 NT datatype in theMPI_Recv
function. To determine the number of received elements, use the
MPI_Get_couiutnction in the slave processes.
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MPI14Typel9*. The number of slave procesdé€ss a multiple of 3 and does not
excee®. An integem is given in eaclprocess, all the numbelk$are the
same and are in the range from 3 to 5. Also an intBgamd a norzero
part of an integer square matrix of ordér(a Z-block) are given in each
slave process. The given elements dbldck should be stored in a ene
dimensional arrayB in a rowmajor order. These elements are located in
the Zblock in the form of the symbol "Z", e. they occupy the first and
last row, and also the antidiagonal. Define a Z2eoed integer matrix of
the sizeNLK/3) T 3N in the masteprocess (all elements of this matrix are
equal to 0 and should be stored in a-dimensional arrayA in a row
major order). Send a nerero part of the given-Block from each slave
process to the master process in ascending order of ranks of sending
processes and write each receivedbldck in the arrayA starting from the
element of arrayA with index P (the positions of Ablocks can overlap, in
this case the elements of blocks received from processes of higher rank will
replace some of the elements oéyously written blocks). Output all el
ments ofA in the master process. Use one call of\iré_SendndMPI_Recv
functions for sending each-ldock; the arrayA with the appropriate di
placement should be the first parameter for M®_Rec¥unction, and a
number 1 should be its second parameter. To do this, define a new datatype
(in the master process) that contalfisequences, the first and the last s
guences contaill integers, the other sequences contain 1 integer, and an
empty spaceda hole of the appropriate size should be placed between the
sequences. Define the required datatype usinyltHeType_indexiohction
(this datatype should be the third parameter foMRé Recfunction). Use
the arrayB, which contains a nemero part of a Ablock, and theMPl_INT
datatype in théMP1_Sentunction.

Note. Use themsgtagparameter to send theldock insertion positior to

the materprocess. To do this, set the valuéPas themsgtagparameter for
the MPI_Sendunction in slave processes, cile MPI_Prob&unction with

the MPI_ANY_TA@arameter in the master process (before calling the
MPI_Recvyunction), and analyze its returned parameter of Nt _Status
type.

MPI14Type20*. The number of slave procesdess a multiple of 3 and does not
exceed9. An integem is given in each process, all the numbérare the
same and are in the range from 3 to 5. Also an intBgamd a norzero
part of an integer square matrix of ordéfan U-block are given in each
slave process. The given elementsUsblock should be stored in a ene
dimensional arrayB in a rowmajor order. These elements are located in
the U-block in the form of the symbol "U", . they occupy the first and
last column, and also the last row. Define a 2exlved integer matrix of
the sizeNL-K/3) T 3N in the master process (all elements of this matrix are
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equal to 0 and should be stored in a-dmensional arrayA in a row

major order). Send a neagero part of the given dlock from each slave
process to the master process ineasiing order of ranks of sending
processes and write each receiveddlbck in the arrayA starting from the
element of arrayA with index P (the positions of kblocks can overlap, in

this case the elements of blocks received from processes of higheriltank w
replace some of the elements of previously written blocks). Outputeall el
ments ofA in the master process. Use one call of\t®_SendndMPI_Recv
functions for sending each-klock; the arrayA with the appropriate di
placement should be the firparameter for théMPl_Rec¥unction, and a
number 1 should be its second parameter. To do this, define a new datatype
(in the master process) that contains appropriate number of sequences with
empty spaceshpleg between them. Define the required datatypig the
MPI_Type_indextehction (this datatype should be the third parameter for
the MPI_Recfunction). Use the arraB, which contains a nemero part of

an U-block, and theviPI_INTatatype in th&PI_Sentunction.

Note. See the note to MPI14Typ81

2.4.4. The MPI_Alltoallw function (MPI-2)

MPI4Type21**. Solve the MPI4Typel5 task by using one collective operation
instead of theviPlI_SendndMPI_Recfunctions totransferdata
Note. You cannot use the functions of the Scatter group, since fhe di
placemats for the data items (columns of the matrix) should be specified
in bytesrather than in elements. Therefore, you should use the function
MPI_Alltoallw introduced in MP42, which allows you to configure the
collective communications in the most flexibleay. In this case, the
MPI1_Alltoallw function should be used to implement a dasasferof the
Scatter type (and most of the array parameters used in this function need to
be defined differently in the master and slave processes).

MPI4Type22**. Solve ttre MPI4Typel6 task by using one collective operation
instead of the MPI_Send and MPI_Recv functionsaonsferdata
Note. See the note to MPI4Type21l. In this case, the MPI_Alltoallvefun
tion should be used to implement a dadéasferof the Gather type.

2.5. Process groups and communicators

Beforesolvingthe tasks in this section, you shostddythe MPISComm3,
MPI5Comm17, MPI5Comm2&ask solutiongjiven inSectiors 1.2.711.2.9

2.5.1. Creation of new communicators

MPI5Comm1. A sequence oK integers is given ithe master procesk;is the
number of processes whose rank is an even numberé0, 2, Cr eat e
communicator that contains all eveank processes using the

a
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MPI_Comm_groudPl_Group_in@nd MPI_Comm_credtenctions. Send one
given integer to eachvenrank process (including the master process) u
ing one collective operation with the created communicator. Ougsut r
ceived integer in each eveank process.

MPI5Comm2. Two real numbers are given in each process whose rank is an

odd number (1, 3 ) Create a new communicator that contains all-odd
rank processes using theMPI_Comm_groupMPI_Group_excl and
MPI_Comm_creafanctions. Send all given numbers to each -oamlk
process using one collective operation with the created communicator.
Output reeived numbers in each odank process in ascending order of
ranks of sending processes (including numbers received from itself).

MPI5Comm3 . Three integers are given in each process whose rank i3-a mu

tiple of 3 (including the master process). Usingkt_Comm_sglinction,

create a new communicator that contains all processes with ranks that are a
multiple of 3. Send all given numbers to master process using one-colle
tive operation with the created communicator. Output received integers in
the mastr process in ascending order of ranks of sending processes (i
cluding integers received from the master process).

Note. When calling theMPI_Comm_sgiitnction in processes that are not
required to include in the new communicator, one should specifgahe
stantMPI_UNDEFINEB the color parameter.

Remark. The solution of thisaskis given in Section 2.7.

MPI5Comm4. A sequence of 3 real numbers is given in each process whose

rank is an even number (including the master process). Find the minimal
value among the elements of the given sequences with the same order
number using a new communicator and one global reduction operation.
Output received minimums in the master process.

Note. See the note to MPI5Comm3.

MPI5Comm5. A real number is given in ehc process. Using the

MPI_Comm_split function and one global reduction operation, find the
maximal value among the numbers given in the eamhk processesr
cluding the master process) and the minimal value among the numbers gi
en in the oddank processe Output the maximal value in the proc@ss

and the minimal value in the process

Note. The program should contain a singPI_Comm_sptall, which
creates the both required communicators (each for the corresponding group
of processes).

MPI5Comm6. An integerK and a sequence &freal numbers are given in the

master process, an intedeérs given in each slave process. The valubl of
is equal tdl for some processes and is equd for others; the number of
processes witiN =1 is equal t&K. Sendone real number from the master
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process to each slave process Witk 1 using theMPI_Comm_sglinction

and one collective operation. Output the received numbers in these slave
processes.

Note. See the note to MPI5Comma3.

MPI5Comm7. An integerN is given in each process; the valueNofs equal
to 1 for at least one process and is equdl for others. Also a real mu
berA is given in each process witlh=1. Send all numbe& to the first
process witiN = 1 using theMPI_Comm_sfflinction and one&ollective q-
eration. Output received numbers in this process in ascending order of
ranks of sending processes (including the number received from this
process).
Note. See the note to MPI5Comma3.

MPI5Comma8. An integerN is given in each process; the valoeN is equal
to 1 for at least one process and is equdl for others. Also a real mu
berA is given in each process witi=1. Send all numbe& to the last
process witiN = 1 using theMPI_Comm_splinction and one collectivepe
eration. Output reeived numbers in this process in ascending order of
ranks of sending processes (including the number received from this
process).
Note. See the note to MPI5Comm3.

MPI5Comm9. An integerN is given in each process; the valueNofs equal
to 1 for at leasone process and is equaldor others. Also a real
berA is given in each process witi=1. Send all humbers to each
process witilN = 1 using theMPI_Comm_splinction and one collectivepe
eration. Output received numbers in these processascending order of
ranks of sending processes (including the number received from itself).
Note. See the note to MPI5Comm3.

MPI5Comm10. An integerN is given in each process; the value\oiks equal
to 1 for some processes and is equa? for othersthere are at least one
process withN =1 and one process with= 2. Also an integeA is given
in each process. Using tiwPl_Comm_sglinction and one collective ope
ation, send integes from all processes with =1 to each process with
N = 1 andfrom all processes withl = 2 to each process with = 2. Output
received integers in each process in ascending order of ranks of sending
processes (including the integer received from itself).
Note. See the note to MPI5Commb.

MPI5Comm11. An integerN is given in each process; the valueNbis equal
to 1 for at least one process and is equdl for others. Also a real m
berA is given in each process witdh= 1. Find the sum of all real nu
bersA using theMPI_Comm_sgdiitnction and one global redumh ope.-
tion. Output the received sum in each process Withl.
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Note. See the note to MPI5Comm3.

MPI5Comm12. An integerN is given in each process; the value\os equal
to 1 for some processes and is equa? for others, there are at least one
process withN =1 and one process with = 2. Also a real numbek is
given in each process. Using t®I_Comm_sglinction and one globakr
duction operation, find the minimal value among the numAeags/en in
the processes witN = 1 and the maximalalue among the numbefsgiv-
en in the processes witlhi= 2. Output the minimal value in each process
with N =1 and the maximal value in each process With2.
Note. See the note to MPI5Commb.

2.5.2. Virtual topologies

MPI5Comm13. An integerN (> 1) is givenin the master process; the number
of processekK is assumed to be a multiple Bf Send the integeM to all
processes and define a Cartesian topology for all processedNadsK4N)
grid using theMPI_Cart_creafanction (ranks of processes should net b
reordered). Find the process coordinates in the created topology using the
MPI_Cart_coorfitnction and output the process coordinates in each process.

MPI5Comm14. An integerN (> 1) is given in the master process; the nunitber
is not greater than theumber of processds. Send the integed to all
processes and define a Cartesian topology for the initial part of processes as
a (NT K/N) grid using theMPI_Cart_creaftienction (the symbol "/" denotes
the operator of integer division, ranks of processesuld not be ree
dered). Output the process coordinates in each process included irrthe Ca
tesian topology.

MPI5Comm15. The number of processisis an even numbeK = 2N, N> 1.
A real numbeA is given in the process@sandN. Define a Cartesiarot
pology for all processes as al(2N) grid. Using theMPI_Cart_sufbinction,
split this grid into two onalimensional subgrids (namelsgws) such that
the processed andN were the master processes in these rows. Send the
given numbeA from the master paess of each row to each process of the
same row using one collective operation. Output the received number in
each process (including the procesd@sdN).

MPI5Comm16. The number of processKsis an even numbeK = 2N, N> 1.
A real numbeRA is givenin the processe$ andl. Define a Cartesiarnt
pology for all processes as ld [ 2) grid. Using theMPI_Cart_subinction,
split this grid into two onalimensional subgrids (namelgplumng such
that the processés andl were the master processes iesi columns.
Send the given numbérfrom the master process of each column to each
process of the same column using one collective operation. Outp-the r
ceived number in each process (including the procésandl).
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MPI5Comm17 . The number of processK is a multiple of 3K =3N, N> 1.
A sequence oN integers is given in the processedN).and . Define a
Cartesian topology for all processes as a K§ grid. Using the
MPI_Cart_sutunction, split this grid into three ordimensional subgrids
(namely, rows) such that the processes 9, and 2 were the master
processes in these rows. Send one given integer from the master process of
each row to each process of the same row using one collective operation.
Output the received integer in each psxé@ncluding the process@sN,
and2N).
Remark. The solution of thisaskis given in Section 2.8.

MPI15Comm18. The number of process&ss a multiple of 3K =3N,N>1. A
sequence of integers is given in the processes 0, 1, and 2. Define a-Cart
sian topology for all processes asMi(3) grid. Using theMPI_Cart_sub
function, split this grid into three ordimensional subgrids (namelgol-
umng such that the processes 0, 1, and 2 were the master processes in these
columns. Send one given intedeym the master process of each column to
each process of the same column using one collective operation. Output the
received integer in each process (including the processes 0, 2), and

MPI5Comm19. The number of processisis equal t8 orl2. An ineger is
given in each process. Define a Cartesian topology for all processes as a
threedimensional (2 21 K/4) grid (ranks of processes should not be
reordered), which should be considered as 2-dimwensional (4 K/4)
subgrids (namelymatriceg that contain processes with the identical first
coordinate in the Cartesian topology. Split each matrix into two one
dimensional rows of processes. Send given integers from all processes of
each row to the master process of the same row using one collectige ope
tion. Output received integers in the master process of each row (including
integer received from itself).

MPI5Comm20. The number of processisis equal td8 orl2. An integer is
given in each process. Define a Cartesian topology for all processes as a
threedimensional (2 21 K/4) grid (ranks of processes should not be
reordered), which should be consideredk#$ two-dimensional (4 2)
subgrids (namelymatriceg that contain processes with the identical third
coordinate in the Cartesian topolodyplit this grid intoK/4 matrices of
processes. Send given integers from all processes of each matrix to the
master process of the same matrix using one collective operation. Output
received integers in the master process of each matrix (including inéeger
ceived from itself).

MPI5Comm21. The number of processKsis equal taB or12. A real number
is given in each process. Define a Cartesian topology for all processes as a
threedimensional (2 21 K/4) grid (ranks of processes should not be
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reordered),which should be considered as 2 tdimensional (4 K/4)
subgrids (namelymatriceg that contain processes with the identical first
coordinate in the Cartesian topology. Split each matrix Ktd one
dimensional columns of processes. Using one glad@dliation operation,
find the product of all numbers given in the processes of each column.
Output the product in the master process of the corresponding column.

MPI5Comm22. The number of processKsis equal tB or12. A real number
is given in each pra@ss. Define a Cartesian topology for all processes as a
threedimensional (4 21 K/4) grid (ranks of processes should not be
reordered), which should be consideredK#4 two-dimensional (4 2)
subgrids (namelymatriceg that contain processes with tlgentical third
coordinate in the Cartesian topology. Split this grid iKid matrices of
processes. Using one global reduction operation, find the sum ofrall nu
bers given in the processes of each matrix. Output the sum in the master
process of the cagsponding matrix.

MPI5Comm23. Positive integer$! andN are given in the master process; the
product of the numbemd andN is less than or equal to the number of
processes. Also integeXsandY are given in each process whose rank is in
the rangé toMINT 1. Send the numbehld andN to all processes ancd
fine a Cartesian topology for initidMIN processes as a twbmensional
(MT N) grid, which is periodic in the first dimension (ranks of processes
should not be reordered). Using th@!_Cart_rarilinction, output the rank
of process with the coordinat¥s Y (taking into account periodicity) in
each process included in the Cart e:
erroneous coordinates.

Note. If invalid coordinates are specified when calling W8 _Cart_rank
function (for instance, in the case of negative cow@tis for nofperiodic
dimensions)then the function itself returns an error code (instead of the
successful return coddPI_SUCCE}®/hereas the return value of trenk

par ameter iI's undefined. So, i n thi
when the MPI_Cart_rankunction returs a value that differs from
MPI_SUCCES%o0 suppress the output of error messages in the debug se
tion of the Programming Taskbook windowjstenough to set the special
error handler namedlPI_ERROR_RETUBMore calling a function that may

be erroneous (use thegPl Gomm_set_errhandfanction or, in MP41, the
MPI_Errhandler_&anction). When an error occurs in some function, this e

ror handler performs no action except setting an error return value for this
function. In MPICH version 1.2.5, th&lPI_Cart_rarfianction returns the
rank parameter equal to 11 when th
feature may sumplify the solution; however, in this case, one also should
suppress the output of error messages by means of special error handler se
ting.
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MPI5Comm24. Positive integerd/! andN are given in the master process; the
product of the numberg andN is less than or equal to the number of
processes. Also integexsandY are given in each process whose rank is in
the rangeé toMINT 1. Send the numbgM andN to all processes anaed
fine a Cartesian topology for initidMIN processes as a twbmensional
(MT N) grid, which is periodic in the second dimension (ranks of processes
should not be reordered). Using t®1_Cart_rarianction, output the rdn
of process with the coordinat&s Y (taking into account periodicity) in
each process included in the Cartesi
erroneous coordinates.

Note. See the note to MPI5Comm23.

MPI5Comm25. A real number is given in each slave process. Define a&<Cart
sian topologyfor all processes as a oedemensional grid. Using the
MPI_Sendnd MPI_Recfunctions, perform a shift of given data by sief
(that is, the real number given in each process should be sent to the process
of the previous rank). Ranks of source and dasitn process should be
determined by means of thWPI_Cart_shffinction. Output received data in
each destination process.

MPI5Comm26. The number of processKsis an even numbeK = 2N, N> 1.
A real numbed is given in each process. Define a Csida topology for
all processes as a twadmensional (4 N) grid (namelymatrix); ranks of
processes should not be reordered. UsingMRé Sendredunction, pe-
form a cyclic shift of data given in all processes of each row of the matrix
by step 1 (thats, the numbeA should be sent from each process in the
row, except the last process, to the next process in the same row and from
the last process in the row to the first process in the same row). Ranks of
source and destination process should be detednby means of the
MPI_Cart_shittnction. Output received data in each process.

MPI5Comm27. The number of processisis equal t8 orl2. A real nn-
berA is given in each process. Define a Cartesian topology for all
processes as a thrdenensional 21 21 K/4) grid (ranks of processes
should not be reordered), which should be considered/ds two-
dimensional (2 2) subgrids (namelynatriced that contain processes with
the identical third coordinate in the Cartesian topology and are ordered by
the value of this third coordinate. Using thN#I_Sendrecv_repldigaction,
perform a cyclic shift of data given in all processes of each matrix by step 1
(that is, the number& should be sent from all processes of each matrix,
except the last matrix, tdé corresponding processes of the next matrix
and from all processes of the last matrix to the corresponding processes of
the first matrix). Ranks of source and destination process should lve dete
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mined by means of thidPI_Cart_shftinction. Output receed data in each
process.

MPI5Comm28**. The number of process&sis an odd numberkK =2N + 1
(1<N<5). An integelA is given in each process. Using the
MPI_Graph_credtenction, define a graph topology for all processes &s fo
lows: the master procesnust be connected by edges to all -oddk
processes (that is, to the proceske8,e , NR1); each process of the
rankR, whereR is a positive even number (2, &, N)2must be co-
nected by edge to the process of the Rinkl. Thus, the graph regsents
N-beam star whose center is the master process, each star beam consists of
two slave processes of raflRsandR + 1, and each odcank procesR is
adjacent to star center (namely, the master process)Fig54.

Fig. 54.Example of graph topotsy fromthe MPI5SComm28 task

Using theMPI_Senand MPI_Recfunctions, send the given integ&from

each process to all its adjacent processesi¢iighbory. The amount and
ranks of neighbors should be determined by means of the
MPI_Graph_neighbors_ttamd MPI_Graph_neighbdtsctions respectively.
Output received data in each process in ascending order of ranks of sending
processes.

MPI5Comm29** . The number of process&sis an even numberK = 2N
(1<N<6). An integelA is given in each processUsing the
MPI_Graph_credtenction, define a graph topology for all processes &s fo
lows: all everrank processes (including the master process) are linked in a
chain0d 20 40 60 é 0 (2NT 2); each process with odd raRK1,

3,6, NR1) is connected by edge to the process with the Ran&.
Thus, each oddank process has a single neighbor, the first and the last
evenrank processes have two neighbors, and other-erdn processes
(the"inner" ones) have three neighbdFsg. 55).
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06\4
5) @

Fig. 55. Example of graph topology frothe MPI5Comm2 task

Using the MPI_Sendrecfunction, send the given integé from each
process to all its neighbors. The amount and ranks of neighbors should be
degermined by means of the MPI_Graph_neighbors_couaind
MPI_Graph_neighbdusictions respectively. Output received data in each
process in ascending order of ranks of sending processes.

Remark. The solution of thisaskis given in Section 2.9.

MPI15Comm30**. The number of processi&sis equal to Bl+1 (1<N<5).
An integerA is given in each process. Using tH@I_Graph_credtection,
define a graph topology for all processes as follows: processes ofRanks
R+1,R+2,whereR=1,4,7,6& , knked by edges and, moreover, each
process whose rank is positive and is a multiple of 3 (that is, the process 3,
6,€) S connected by edge to the ma
representdN-beam star whose center is the master process, each star beam
consists of three linked slave processes, and each slave process with rank
that is a multiple of 3 is adjacent to star center (namely, the master
process)see Figbh6.

Fig. 56. Example of graph topology frothe MPI5Comn80 task

Using the MPI_Sendrecfunction, send the given integAr from each
process to all its neighbors. The amount and ranks of neighbors should be
determined by means of the MPI_Graph_neighbors_couaind
MPI_Graph_neighbdusictions respectively. Output received data in each
process irascending order of ranks of sending processes.
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2.5.3. The distributed graph topology (MPI-2)

MPI5Comm31**. The number of process&sis a multiple of 3; an integeXk is
given in each process. Using th@1_Dist_graph_crdatection, define a d+
tributed graphtopology for all processes as follows: all processes whose
rank is a multiple of 3 (0, & , K1 3) are linked in a ring, each process in
this ring is the source for the next process of the ring (that is, the process 0
is the source for the process 3, firecess 3 is the source for the process
6,6, t he Kp 8isthesssusce for the process 0); besides, the process
3N (N=0, 1,6, K/31 1) is the source for the processed 31 and
3N +2, and the processN3t+ 1 is the source for the proces$l 82

(Fig. 57).
(1) (1)
10)(O)—( 2

Fig. 57. Example of graph topology frothe MPI5Comn81 task

The complete definition of the graph topology should be given in tlse ma

ter process (whereas the second parameter ofiftheDist_graph_crefatec-

tion should be equal to O in all gk processes). Theeightsparameter

should be equal tMPI_UNWEIGHTEDe infoparameter should be equal to

MPI_INFO_NULtanks of processes should not be reordered. Using the

MPI_Senand MPI_Recfunctions, send the given numbers from the source

processes to the destination processes and output the sum of the given

numberA and all received numbers in each process. The amount and ranks

of source and destination processes should be determined by means of the

MPI_Dist_graph_neighbors_emah¥PI_Dist rgph_neighbaoignctions.
MPI5Comm32**. The number of processes is in the range 4 to 15; an inkeger

Is given in each process. Using th@]_Dist_graph_creftaction, define a

distributed graph topology for all processes as follows: all processesaform

binary tree with the process 0 as a tree root, the processes 1 and 2 as a tree

nodes of level 1, the processes from 3 to 6 as a tree nodes of level 2 (the

processes 3 and 4 are the child nodes of the process 1 and the processes 5

and 6 are the child nodef the process 2), and sn. Each process is the
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source for all its child nodes, so each process has 0 to 2 destination

processegFig. 58).

(2 ©

S
ODOO®®

Fig. 58. Example of graph topology frothe MPI5ComnB2 task

The complete definition of the graph topology dddoe given in the n&

ter process (whereas the second parameter dfiftheDist_graph_crefatec-

tion should be equal to O in all slave processes). wéightsparameter
should be equal t8PI_UNWEIGHT,EDeinfoparameter should be equal to
MPI_INFO_NULEkanks of processes should not be reordered. Using the
MPI_Senand MPI_Recfunctions in each process, find and output the sum
of the given numbeA and all the numbers that are given in ancestors of all
levelsd from the tree root (the master processdhe nearest ancestor (the
parent process). The amount and ranks of source and destination processes
should be determined by means of WPl _Dist graph_neighbors_@muaht
MPI_Dist_graph_neighbanstions.

2.5.4. Non-blocking collective functions (MPI-3)

MPI5Comm33*. A sequence of 5 real numbers is given in the process of rank
K/2, whereK is the number of processes. Use M _Ibcagunction for an
appropriate communicator to send these numbers to processes with lower
ranks and output thnumbers in processes with ranks from &td. Use
the MPI_Waitunction to check if theMPI_lbcaston-blocking operationif
nishes. Additionally, display the duration of each call of MPI_Wait{fun
tion in milliseconds for processes with ranks from (Ki@ in the debug
section; for this purpose, callPl_Wtimbefore and afteMPI_Waiand use
the Showfunction to display the difference of values returnedvi®t_Wtime
multiplied by 1000.

MPI15Comm34*. A sequence of 5 integers is given in each processfauk.
Using theMPI_lgathdunction for an appropriate nonunicator, send these
numbers to a process of rafkand output them in descending order of
ranks of the processes that sent them (first output the sequence of numbers
given n the process with the highest odd rank, Estthe sequence of
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numbers given in the process of rak Use theMPI_Tedunction to check
if the MPI_Igatheronblocking operation finishes; call th@PI_Tedftunction
in a loop until it returns a nereroflag. Additionally, display the number
of required loop iterations witMPI_Testalls in the debug section for all
oddrank processes using tBaowfunction.

MPI5Comm35*. A sequence oR + 2 integers is given in each process of even

rank, where the nund R equals the rank of the process (procgsss 2
numbers, processhas 4 numbers, and so on). UseMi®_|gathefunction

for an appropriate communicator to send these numbers to master process.
Output these numbers in ascendarder of the ranks of the processes that
sent them (first output the sequence of numbers given in the master
process). Us&IPl_Waitnction to check iMPI_lgathenonblocking opea-

tion finishes. Additionally, display the duration of each call toNf¢ Wait
function in milliseconds for everank processes in the debug section; for
this purpose, calMPI_Wtimdefore and afteMPI_Waiand use theShow
function to display the difference of the values returnedilpy_Wtimeul-

tiplied by 1000.

MPI5Comm36*. The number of process&sis an even number. A sequence of

K/2 real numbers is given in the master process. Us®iielscattédunc-

tion for an appropriate communicator to send a nhumber to each process of
even rank (including the aster process) and output the received number in
each process; the numbers must be sent to the processes in reverse order:
the first number must be sent to the last process of even rank, thenast nu
berd to the process of ranB. Use theMPI_Testunction to check if the
MPI_Iscattaron-blocking operation finishes; call théP1_Testunction in a

loop until it returns a noaero flag. Additionally, display the number &-r

quired loop iterations witivPI_Testalls in the debug section for all even

rank pocesses using tt&howfunction.

MPI5Comm37*. The number of process&sis an even number. A sequence of

K/2 + 2 real numbers is given in the process of rdnkUsing the
MPI_Iscattefunction for an appropriate communicator, seneéehnumbers

of given sequence to each process of odd rank, with the first three numbers
sent to the process of rafik the second, the third and the fourth numbers
sent to the process of ralk and soon. Output the received numbers in
each process. Uséd MPI_Waitunction to check if theMPI_Iscattemon
blocking operation finishes. Additionally, display the duration of each call
to theMPI_Waifunction in milliseconds for oddank processes in the debug
section; for this purpose, callPl_Wtimbefore and afteMPI_Waiand use
the Showfunction to display the difference of values returnedv®_Wtime
multiplied by 1000.
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MPI5Comm38*. An integerN is given in each process; the numbkcan take
two values: 0 and 1 (there is at least one processNvithl). Also a real
numberA is given in each process witth= 1. Use theMPI_lallgathéunc-
tion to send the numbéx to each process for whidk = 1 and output the
numbers in each process in ascending order of the ranks of thesga®ce
that sent the numbers (including the number received from the same
process). Use théMPI_Tesffunction to check if theMPI_lallgathemon
blocking operation finishes; call th@PI_Testunction in a loop until it e-
turns a noreero flag. Additionallydisplay the number of required loop-it
rations withMPI_Tegtalls in the debug section for all processes With 1
using theShowfunction.

MPI5Comm39*. An integerN is given in each process; the numbkcan take
two values: 0 and 1 (there is at leaske process witthN = 1). Also, a &-
guenceA of integers is given in each process with= 1 and it is known
that the sequenckin the first process withN = 1 includes one number, the
sequencd\ in the second process wibh= 1 includes two numbers, and s
on. Use theMPI_lallgathefunction to send the sequences of numl#ete
all processes witN = 1 and output the numbers in each process in dscen
ing order of the ranks of the processes that sent them (including e nu
bers receed from the same process). Use tfiel_Wafunction to check if
the MPI_lallgathemon-blocking operationifiishes. Additionally, display the
duration of each call oMPI_Waitn milliseconds for all processes with
N =1 in the debug section. For tlpsrpose, calMPI_Wtimbefore and after
MPI_Waiand use th&howfunction to display the difference of values r
turned by MPI_Wtime multiplied by 1000.

MPI15Comm40*. A sequence of R integers is given in each process of even
rank; K is the number of everank processes. Using thP!1_lalltoalunc-
tion, send two elements of each given sequence to each process of even
rank as follows: the initial two elements of each sequence should be sent to
the master process, the next two elemehtsach sequence should be sent
to the process of rarkk and samn. Output received numbers in each even
rank process in ascending order of ranks of sending processes (including
the numbers received from the same process). UsdRheTesunction to
check if the MPI_lalltoaiion-blocking operation finishes; call thePI_Test
function in a loop until it returns a narero flag. Addtionally, display the
number of required loop iterations wikhP1_Testalls in the debug section
for all evenrank processeusing theShowfunction.

MPI5Comm41*. A sequence oK + 1 integers is given in each process of odd
rank; K is the number of oddank processes. Using théPIldltoallvfunc-
tion, send two elements of each given sequence to eaetaokighrocess as
follows: the initial two elements of each sequence should be sent to the
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processl, the second element and the third element of each sequence
should be sent to the process € , the | ast two el er
should be sent to thiast oddrank process. Output received numbers in
each oderank process in ascending order of ranks of sending processes
(including the numbers received from the same process). MP3eWait
function to check iMPI_lalltoalvontblocking operation finiste Addition-

ally, display the duration of each call to th#I_Waitunction in millise-

conds for all odeérank processes in the debug section; for thrp@se, call
MPI_Witimbkefore and aftekPl_Waand use th&howfunction to display the
difference of he values returned PI_Wtimeultiplied by 1000.

MPI5Comm42*. A sequence oK + 5 real numbers is given in each process of
even rankK is the number of everank processes. Find the maximal value
among the elements of all given sequences with the eathee¢ number s+
ing the MPI_Ireductunction with theMPIl_MAXperation. Output received
maximal values in the master process. UseMhRg Tedunction to check if
the MPI_Iredudeon-blocking operation finishes; call tidP1_Tedunction in
a loop until it returns a nerero flag. Additionally, display the number of
required loop iterations witMPI_Testalls in the ébug section for all even
rank processes using tBaowfunction.

MPI5Comm43*. An integerN is given in each processie numbeiN can take
two values: 0 and 1 (there is at least one processNvithl). Also a &-
guence oK real numbers, wheré is the number of processes with= 1,
is given in each process wilth= 1. Find products of elements of all given
sequences witthe same order number using kel _lallreduéanction with
the MPI_PRODperation. Output received products in each process with
N = 1. Use theMPI_Waliunction to check if thavPI_lallreduceon-blocking
operation finishes. Adtlonally, display the duration of each call of
MPI_Wain milliseconds for all processes witth= 1 in the debug section.
For this purpose, caMPI_Wtimbefore and afteMPI_Waiand use th&how
function to display the difference of values returnedvst_Wtimenultip-
lied by 1000.

MPI15Comm44*. The number of processes iK,2and it is known that the nu
berK is odd. A sequence ™ integers is given in each process with ranks
from O toK, whereN = 3(1 + K)/2. Using theMPI_Ireduce_scattenction,
find sums of elements of all given sequences with the same order number
and send sums to processes with ranks fromkOdas follows: the first two
sums should be sent to the procésshe third sum should be sent to the
processl, the fourth and the fifth sum should be sent to the prazetse
sixth sum should be sent to the procgésand smn (two sums are sent to
the evemrank processes and one sum is sent to therand processes).
Output the received sums in each procésse theMPI_Tesfunction to
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check if theMPI_Ireduce_scatteon-blocking operation finishes; call the
MPI_Tesfunction in a loop until it returns a nerero flag. Additionally,
display the number of required loop iterations withl_Testalls in the é-
bug section for processes with ranks from & tasing theShowfunction.

MPI5Comm45*. A sequence of B integers is given in each process of even
rank; K is the number of everank processes. Using the
MPI_Ireduce_scatter_blaakction, find sums of elements of all givem-s
guences with the same order number and send three sums to each even
rank process as follows: the first three sums should be sent to the fffpcess
the next three sums should be sent to the prdtessl soon. Output the
received sums in each process. UseMm Waitunction to check if the
MPI_Ireduce_scatter_blwak-blocking operation finishes. Additionally, sdi
play the duration of each call &fPI_Wain milliseconds for all evemank
processe the debug section. For this purpose, t#ll_Wtimbefore and
after MPI_Waiand use th&howfunction to display the difference of values
returned byMPI_Wtimeultiplied by 1000.

Note. The corresponding blocking collective function
MPI_Reduce_scattdockappeared in the MP2 standard. It simplifies the
distribution of reduction results to different processes (compared to the
MPI_Reduce_scafignction) if each process must receive a reduction dataset
of the same size.

MPI5Comm46*. A sequence oK +5 integers is given in each eveank
process; K is the number of processes. Using kel_Iscafunction, find
maximal values among elements of given sequences with the same order
number as follows: the maximal values of elementseguences given in
the processes of even ranks2, € , R should be found in the proceBs
(R=0, 2,é, K2 2). Output received data in each process. Use the
MPI_Testunction to check if theviPI_Iscanon-blocking operation finishes;
call the MPI_Testunction in a loop until it returns a neeero flag. Add
tionally, display the number of required loop itevas with MPI_Testalls
in the debug section for ev@ank processessimg theShowfunction.

MPI5Comm47*. A sequence ofK +5 integers is given in each odank
process; K is the number of processes. Using M _lexscaiunction, find
minimal values among elements of given sequences with the same order
number as follows: the minimal values of elements of sequences given in
the processes of odd ranks3,é , R1 2 should be found in the process of
rankR, R=3, 5,6 , KR 1). Output received data in processes of fank
Use MPI_Waifunction to check ifMPI_lexscanonblocking operation if
nishes. Additionally, display the duration of each call tontre_Waifunc-
tion in milliseconds for evenank processes in the debug section; for this
purpose, calMPI_Wtimbefore and afteMPl_Waand use th&howfunction
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to display the difference of the values returnedM®l_Wtimmultiplied by
1000.

Note. The correspoding blocking collective functioMPI_Exscafl'exclu-
sive scah) appeared in the MR standard. It is more general than the
MPI_Scaffunction, because it allows to model th¥I_Scafunction ('in-
clusive scat) without performing additinal collective opetions.

2.6. Parallel file input-output (MPI-2)

Use thechar[12array to store the filename, use MeI_Bcadunction with
the MPI_CHARatatype parameter to send the filename from the master process
to the slave processes.

You do not ned to set the view of the data in the file by means the
MPI_File_set_viéunction in the initial two subgroups (MPI6FilE¥PI6Filel6);
it is enough to use the default view, in which both the elementary datatype and
the filetype are of th&IPlI_BYTEy/pe, he initial displacement is equal to O for all
processes, and tlieativetlata representation is used. The same data repesent
tion should be specified for the file view in the tasks of the third subgroup
(MPI6Filel7 MPI6File30).

Use theMPI_Typssize function to determine theize of the MPI_INTand
MPI_DOUBILi¥pes.

Use the functionMPI_Type_create_resitedspecify the additional empty
space in tasks devoted to the file view setting. One can usthalgeresize -
per-bound markeMPI_UBbut this psado-datatype is deprecated in the MPI
standard.

Before solving the tasks in this section, you showliidythe MPI6File26
task solutiorgiven inSection 13.3.

2.6.1. Local functions for file input-output

MPI6Filel. The name of existing file of integers is givn the master process;
the amount of file items, which should be read, and their ordinal numbers
are given in each slave process (the file items are numbered from 1). File
items with some numbers may be missing in the source file. Using@+the r
quired numier of theMPI_File_read laical function calls in each process,
read existing file items with the specified ordinal numbers from the source
file and output them in the same order. To check existence of file item with
the specified ordinal number, you caither use théPI_File_get_sifinc-
tion, or analyze th#PI_Statysarameter of thPI_File_read fanction.

MPI6File2. The name of file is given in the master process; the amount of pairs
of integers and the pairs themselves are given in each dlaevesp; the
first term of the pair is the ordinal number of the file item, the second term
of the pair is the value of this file item (the file items are numbered from 1,
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all ordinal numbers are different and cover range from 1 to some integer).
Create a aew file of integers with the given name and write the given data
to this file using the required number of thi®1_File_write latal function

calls in each slave process.

MPI6File3. The name of existing file of real numbers is given in the master
proces. The file contains elements of thkel N matrix, whereK is the
number of slave processes. Using one call oMRe File_read latal furnc-
tion in each slave process, read and output elemerRhahatrix row in
the process of rank (rows are numbereflom 1). Use theviPI_File_get_size
function to determine the file size.

MPI6File4. The name of file is given in the master process; a sequefteeaf
numbers is given in each slave process, wRasethe process rank. Create
a new file of real numberwith the given name and write the given data to
this file in ascending order of ranks of processes containing these data. Use
one call of thevPI_File_write lacal function in each slave process.

MPI6File5. The name of existing file of integers is givin the master process.
The file contains all integers in the range from KiavhereK is the ma-
imal rank of process. Read and output two sequences of the file items in
each slave process. The first sequence containmitied part of the file
itemsuntil the first item whose value is equal to the process rank (including
this item); the second sequence containditia part of the file items and
has the same size as the first one. Elements of each sequence should be
output in the order they are std in the file. Use the required number of
the MPI_File_read lofahction calls in each process (without using arrays)
and also theMPI_File_get positfamction call to determine the size of the
first sequence and thPI_File_sedltnction call withthe MPI_SEEK_ ENIR-
rameter to move the file pointer to the beginning of the second sequence.

MPI6File6. The name of file is given in the master process; an integer is given
in each slave process. Create a new file of integers with the given name and
write K successive copies of each given integer to this file, wkasethe
number of slave processes. The order of integers in the file should be the
inverse of the order of the slave processes. (K copies of the integer
from the process 1 should be weit at the end of file&K copies of then-
teger from the process 2 should be written before them, aowl) sbise one
call of theMPI_File_writecal function in each slave process and also the
MPI_File_sedéinction with theMPI_SEEK_Skparameter.

MPI6File7. The name of existing file of integers is given in the master process.
The sum of all file item values is greater th&nwhereK is the number of
slave processes. Read initial file items in each slave process until the sum
of their values exceedsdhrank of process and output this sum and the
amountN of read numbers. After that, in addition, read and output the va
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ues of thdast N file items in the order they are stored in the file. Use the
required number of thé/PI_File_realbcal function callsin each slave
process (without using arrays) and alsoNi@_File_get_positianction call

to determine the amouri and theMPI_File seekinction call with the
MP|_SEEK_ENfarameter to move the file pointer to beginning of the group
of the lastN items.

MPI6File8. The name of file is given in the master process; a real number is
given in each slave process. Create a new file of real numbers witlvthe gi
en name and writ® successive copies of each given real number to this
file, whereR is equal tothe rank of the process in which this number is
given. The order of numbers in the file should beitiverseof the order of
the slave processes €i., single copy of the real number from the process 1
should be written at the end of file, two copieshs real number from the
process 2 should be written before it, andosph Use one call of the
MPI_File_writecal function in each slave process and alsaviRe File_seek
function with theMPI1_SEEK_Skparameter.

2.6.2. Collective functions for file input-output

MPI6File9. The name of existing file of integers is given in the master process.
Read and output thR + 1 file items in each process starting with the item
with the ordinal numbeR + 1, whereR is the process rank (0, &,) . Fil e
items are numberefdom 1; thus, you should read only the initial file item
in the process 0, the two following items in the process 1, the three items
starting with the third one in the process 2, andrsalf the file does not
contain enough itemshen, in some processdle number of output items
may be less than the required one. Use one call diiEheFile _read_edil-
lective function call and also thePI_File_get_siftenction to determine the
file size.

Note. In MPICH2 1.3, the functioMPI_File_read_dtbes notallow to de-
termine the number of actually read file items based on the information
contained in theMPI_Statuparameter: this parameter always contain the
number of items to be read, and if there are not enough items in the file
then zero values are agmed to the output array.

MPI6File10. The name of file is given in the master process; a sequeriRe of
integers is given in each slave process, wheres the process rank
1,2,é). Create a new file of integer
given fquences to this file in ascending order of ranks of processes co
taining these sequences. Use one call oMRE File_write_edillective furc-
tion (for all processes including the process 0) and alsd/ihieFile_seek
function with theMPI_SEEK_Sparaneter.



Part 2. Learning tasks 223

MPI6File11*. The name of existing file of real numbers is given in the master
process. In addition, an integer is given in each process. This integer is
equal to O or it is equal to the ordinal number of one of the existing items of
the file (the fle items are numbered from 1). Using thNe#I_Comm_split
function, create a new communicator containing only those processes in
which a norzero integer is given. Using theP1_File_read_at cillective
function for all processes of this communicatogd@nd output a file item
located at a position with the given ordinal number.

MPI6File12*. The name of existing file of real numbers is given in the master
process. In addition, an integer is given in each process. This integer is
equal to O or it is el to the ordinal number of one of the existing items of
the file (the file items are numbered from 1). Using thel_Comm_split
function, create a new communicator containing only those processes in
which a nonrzero integer is given. Using thePl_File_ ie_at_altollective
function for all processes of this communicator, replace the value of the file
item that has the given ordinal number, by the value of the process rank in
the new communicator (the rank should be converted to a real number).

MPI6Filel3. The name of existing file of integers is given in the master
process. In addition, an integer is given in each process. This integer is
equal to 0 or 1. Using thdPI_Comm_sglitnction, create a new commiun
cator containing only those processes inchthe number 1 is given.sd
ing the MPI_File_read_ordexmallective function for all processes of this
communicator, read and output tRe- 1 file item, whereR is the process
rank in the new communicator (items should be read in ascending order:
the first item in the process 0, two next items in the process 1, three next
items in the process 2, and@o). If the file does not contain enough items,
then, in some processes, the nunidef output items may be less thas r
quired one or even may be equak#&ro. In addition, output the numbiEr
of actually read items and the new vaRief the shared file pointer in each
process of the new communicator. Use tel_Statuparameter of the
MPI_File_read_ordefadction to determine the numbat of actually read
items. Use theViPI_File_get_position_shhradtion to determine the current
value ofP (this value should be the same in all processes).

MPI6Filel4. The name of file is given in the master process. In additiom-an i
tegerN is given in each proces€reate a new file of integers with theygi
en name. Using th&PI_Comm_spdiitnction, create a new communicator
containing only those processes in which a-pero integer is given. Using
the MPI_File_write_ordermllective function for all processed the new
communicator, writeK successive copies of each given intejeto this
file, whereK is the number of processes in ti@vcommunicator. Thenk
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tegersN should be written to the file in the ascending order of ranks of
processes containing thesgegers.

MPI6Filel5*. The name of existing file of integers is given in the master
process. The file contains at ledstitems, whereK is the number of
processes. Using thédPl_Comm_sgdiitnction, create a new communicator
containing only processes withdd rank (1, 3¢ ) . Using one ¢
MPI_File_seek_shasstd MPI_File_read_ordeecedlective functions, read and
output two file items at a time in each process of the new communicator:
the second and the first item from the end (in this orden)ldhze read and
output in the process of the rank 1 in Miel_COMM_WORt@mmunicator,
the fourth and third item from the end should be read and output in the
process of the rank 3, and @o.

Note. To ensure the required order of data reading in the

MPI File_read_ordereohction, you should inverse the order of the processes

in the created communicator (in comparison with the processes in the
MPI_COMM_WORt@nmunicator).

MPI6Filel16*. The name of file is given in the master process. In addition, an
integerN ( ) andN real numbers are given in each process. Create a new
file of real numbers with the given name. Using thel_Comm_sgdiitnc-
tion, create a new communicator containing only those processes in which
a nonzero integem is given. Using one calbf the MPI_File_write_ordered
collective function for all processes of the new communicator, write the
given real numbers to the file in theverseorder: at first, all the real mor
bers from the process with the maximal rank in the communicator
MPI_COMM QRLDshould be written (in inverse order), after that, all the
numbers from the process with the previous rank, amhso
Note. To ensure the required order of data writing in the
MPI_File_write_ordeiadction, you should inverse the order of the psses
in the created communicator (in comparison with the processes in the
MPI_COMM_WORt@nmunicator).

2.6.3. File view setting for file input-output

MPI6Filel7. The name of existing file of integers is given in the master
process. The file containK2tems, whereK is the number of processes.
Using one call of th&IPI_File_read_atillective function (and without using
the MPI_File_sedlnction), read and output two file items at a time in each
process. The file items should be read and output in the oredrich they
are stored in a file. To do this, use MEI_File_set_viéwnction to define a
new file view with theMPI_INElementary datatype, the same filetype, and
the appropriate displacement (the displacement will be different for-diffe
ent processs).
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MPI6File18. The name of existing file of integers is given in the master
process. The file contains elements of ®é 5 matrix, whereK is the
number of processes. In addition, an integéi. ON O5) is given in each
process; this integer determines the ordinal numbeisefexctecelement in
some matrix row, namely, in the first row for the process 0, in the second
row for the process 1, and so on (the row elements are numbered from 1).
Using one call of thMPI_File_write_at calllective function with the second
parameter equal tNT 1, replace the value of the selected element in each
matrix row by the rank of the corresponding process (the selected element
in the first row should beeplaced by 0, the selected element in the second
row should be replaced by 1, and @g. To do this, use the
MPI_File_set viéunction to define a new file view with th¢P1_INEleman-
tary datatype, the same filetype, and the appropriate displaceime st
placement will be different for different processes).

MPI6File19. The name of existing file of real numbers is given in the master
process. The file contains elements of ®é 6 matrix, whereK is the
number of processes. In addition, an integéi. ON O6) is given in each
process; this integer determines the ordinal numbeisefextecelement in
some matrix row, namely, in the last row for the process 0, in the last but
one row for the process 1, and so on (the row elements are numbered
from1). Using one call of théPI_File read_at adllective function with
the second parameter equalNd 1, read and output the value of the s
lected row element in the corresponding process (the selected element in
the first row should be output in thask process, the selected element in the
second row should be output in the last but one process, amg.sbo do
this, use theMPI_File_set_vidunction to define a new file view with the
MPI_DOUBLElementary datatype, the same filetype, and the pppte
displacement (the displacement will be different for different processes).

MPI6File20. The name of file is given in the master process. In additior; a s
guence ofR+ 1 real numbers is given in each process, wlieis the
process rank (0, &) . reaté a new file of real numbers with the given
name. Using one call of thdPI_File_write_edlllective function (and wiit-
out using theMPI_File_sedlnction), write all given numbers to the file in
the order that is inverse to the order in which theygaven in processes: at
first, the numbers from the last process (in the inverse order) should be
written, after that, the numbers from the last but one process (in the inverse
order), and son. To do this, use thdPI_File_set_viéwnction to define a
new file view with theMPl_DOUBL&Eementary datatype, the same filetype,
and the appropriate displacement (the displacement will be different for
different processes).
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MPI6File21*. The name of existing file of integers is given in the master
process. Ta file contains K items, whereK is the number of processes.
Read and output three file items, namdyB, C, in each process. These
items are located in the given file as follows, A, € , Ac.1, Bo, By, €,

Bk.1, Co, Cy, € , Ck.1 (an index indicateshe process rank). To do this, use
one call of thevPI_File _read_edillective function and a new file view with
the MPI_INTelementary datatype, the appropriate displacement (e di
placement will be different for different processes), and a new fildhgde
consists of an integer and a terminal empty space of a size equal ¥ the e
tent ofK T 1 integers.

MPI6File22*. The name of file is given in the master process. In addition, three
integers, namelyA, B, C, are given in each process. The number of
processes is equal K& Create a new file of integers with the given name
and write the gien integers to this file as follow#.1, Ac-, € , Ao, Bk.1,

Bk.o, € , Bo, Ck.1, Cko, € , Co (an index indicates the process rank). To do
this, use one call of thelPI_File write_atlllective function and a new file
view with the MPI_INTelementary datgpe, the appropriate displacement
(the displacement will be different for different processes), and a new fil
type that consists of an integer and a terminal empty space of a size equal
to the extent oK T 1 integers.

MPI6File23**. The name of existing file of real numbers is given in the master
process. The file containKatems, whereK is the number of processes.
Read and output six file items, namedy,B, C, D, E, F, in each process.
These items r& located in the given file as follow#y, By, Co, Aq, By,

Cy, e, Ax.1, Bk, Cka, Do, Eo, Fo, D1, Ey, F1, e, Dk.1, Ex-1, Fk1 (an index
indicates the process rank). To do this, use one call dfitheFile _read_all
collective function and a new file etv with theMPI_DOUBLE&ementary
datatype, the appropriate displacement (the displacement will be different
for different processes), and a new filetype that consists of three raal nu
bers and a terminal empty space of the appropriate size.

MPI6File24**. The name of file is given in the master process. In addition, four
real numbers, namel, B, C, D, are given in each process. The number of
processes is equal ¥ Create a new file of real numbers with the given
name and write the given real numbeosthis file as follows:Ax 1, Bk.1,

Ax.2, Bk, € , Ag, Bo, Ck.1, Dk1, Ck2, Do, € , Co, Dp (an index indicates

the process rank). To do this, use one call oMR& File_write_edillective
function and a new file view with thdPI_DOUBLEementary dtatype, the
appropriate displacement (the displacement will be different for different
processes), and a new filetype that consists of two real numbers and a te
minal empty space of the appropriate size.
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MPI6File25**. The name of file is given in the ntas process. In addition,
3 IR¢ 1) integers are given in the process of r&hilR=0, 1,6 , KT 1,
whereK is the number of processes): 3 integers, namel, C, are given
in the process 0, 6 integers, namely A, B, B', C, C, are given in the
process 1, 9 integers, nameiy A', A", B, B, B", C, C', C", are given in the
process 2, and sm. Create a new file of real numbers with the given name
and write the given integers to this file as follows;, A;, A'y, Ay, A,
A", é By,B,B,B,B,B>é (an index indicates
do this, use one call of thedPI_File weitallcollective function and a new
file view with the MPI_INTelementary datatype, the appropriate displac
ment (the displacement will be different for different processes), and a new
filetype that consists oR + 1 integers and a terminal empty spacehef
appropriate size.

MPI6File26** . The name of file is given in the master process. In addition,
four real numbers, namelg, B, C, D, are given in each process. Themu
ber of processes is equal Ko Create a new file of real numbers with the
given nane and write the given real numbers to this file as follofys:
A]_, e , AK_]_, BK_]_, e , Bl, Bo, Co, Cl, e , CK_]_, DK_]_, e , Do (an index ind
cates the process rank). To do this, use one call dfifieFile_write_adil-
lective function and a new file view thi theMPI_DOUBL&ementary dai-
type, the appropriate displacement (the displacement will be different for
different processes), and a new filetype that consists of two real numbers
(with an additional empty space between these numbers) and a terminal
empy space of the appropriate size.
Remark. The solution of thisaskis given in Section B.3.

MPI6File27*. The name of existing file of real numbers is given in the master
process. The file contains elements of &)1 K matrix, whereK is the
numberof processesK is an even number). Read and output elements of
(R+ 1)th matrix column in the process of raRKR=0,é , KT 1, columns
are numbered frorh). To do this, use one call of thwPI_File _read_adl-
lective function and a new file view withe MPI_DOUBL&ementary dai-
type, the appropriate displacement (the displacement will be different for
different processes), and a new filetype that consists of one real number
and a terminal empty space of the appropriate size.

MPI6File28*. The name Dfile is given in the master process. In addition, an
integerN and a sequence &¥2 real numbers are given in each process,
whereK is the number of processds i€ an even number). The numbéls
are different for all processes and are in the range framK. Create a
new file of real numbers with the given name. Writ&k@) 1 K matrix to
this file; each process should write its sequence of real numbers inko a co
umn of the matrix with the ordinal numbBr (the columns are numbered
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from 1). To do ths, use one call of thPI_File_write_adillective function
and a new file view with th&IPI_DOUBL&ementary datatype, the appr
priate displacement (the displacement will be different for different
processes), and a new filetype that consists of aslenteanber and a te
minal empty space of the appropriate size.

MPI6File29**. The name of existing file of integers is given in the master
process. The file contains elements of a block matrix of the K& 1( 3
(the size is indicated in blocks), whefas the number of processds g a
multiple of3). Each block is a square matrix of orte(all the numberN
are the same and are in the range from 2) t&kead and output one block
of the given matrix in each process in a smajor order of blocks. Tdo
this, use one call of thelPI_File read_abllective function and a new file
view with the MPI_INTelementary datatype, the appropriate displacement
(the displacement will be different for different processes), and a new fil
type that consists dfl integers and a terminal empty space of the appropr
ate size. Use thdPI_File get_sizmction to determine the numbdr

MPI6File30**. The name of file and an integ& are given in the master
processN is in the range 2 t6). In addition, two integersandJ are given
in each process. The integérandJ determine a position (that is, row and
column numbers) of some square block of a block matrix of the size
(K/3)T 3 (the size is indicated in blocks), whekeis the number of
processesK is a multple of3). The integers are in the range of 1 t&/3,
the integers] are in the range 1 to 3; all processes contain different pos
tions of blocks. Each block is a square matrix of oideCreate a new file
of integers with the given name. Writek¥g) I 3 block matrix to this file;
each process should write a matrix block to the block positja). All the
elements of the block written by the process of ®Br{R=0, 1,6 , KT 1)
should be equal to the numb& To do this, use one call of the
MPI_He_write_attollective function and a new file view with th@Pl_INT
elementary datatype, the appropriate displacement (the displacement will
be different for different processes), and a new filetype that considts of
integers and a terminal empty spack the appropriate size. Use the
MPI_Bcagtollective function to send the valueMto all processes.

2.7. One-sided communications (MPI-2)

When defining an access window object usinght® Win_creatienction,
it is recommended to specify thisp_unidisplacement (the third parameter)
equal to the size of the data item of the corresponding type (it is always either
MPI_INTor MPI_DOUBLIh all tasks, so the size can be obtained using the
MPI_Type_sitenction). In this caseone can indicate thrrgetdispdisplacement
(the fifth parameter of th&PI_GetMPI_PytMPI_Accumulatenctions) equal to






